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MODELING THE FUNCTIONAL HUMAN BRAIN: A NETWORK-BASED 

APPROACH 

Dissertation under the direction of Satoru Hayasaka, Ph.D., Associate Professor of 

Biostatistical Sciences, and Paul J. Laurienti, M.D., Ph.D., Professor of Radiology. 

ABSTRACT 

 Traditional practice in neuroscience has been to examine the brain in terms of 

isolated components extracted from images. However, more recent trends have moved 

towards the examination of the entire brain in order to observe the complete topology and 

to capture emergent behavior not present at the component level. Network based models 

enable us to study how low level interactions in the brain can produce emergent 

behaviors, and identify regions that are most central to those behaviors. This project takes 

two approaches to the understanding of the functional brain as a network.  

First, there is evidence of the existence of critical nodes in self-organized 

networks, such as the brain, that are essential to information flow. Centrality is a class of 

metrics that attempts to identify such nodes. In this work, we show that a new centrality 

measure, leverage centrality, is more effective at identifying these critical nodes in the 

brain than other centrality measures. The role of high centrality nodes was further 

investigated through network attack studies. In these experiments, we studied the effect 

of random failure of nodes or targeted attack of highly central hubs on both network 

structure and dynamics. The findings of this work demonstrated that the human 

functional brain network is in fact highly resilient to both types of attack. In terms of 

structural impact, the functional brain networks maintained significantly more efficient 

connectivity than equivalent random networks. Furthermore, dynamical simulations 

demonstrated that the ability to transfer information throughout the network remained 

intact.  
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The second approach to studying the brain as a network employs agent based 

modeling techniques. Agent based models have been shown to be extremely effective at 

capturing emergent behavior arising from complex networks. A computerized agent 

based model was developed to represent the functional brain network, and we 

demonstrate that this model can produce highly variable and complex behaviors and is 

capable of supporting computation. Since this model is capable of producing such a wide 

array of behaviors, we employ genetic algorithms to tune the model parameters in order 

to produce desired behaviors. We discuss several genetic algorithm designs and their 

utility given particular problem constraints.  



1 

 

CHAPTER I 

 

INTRODUCTION 

 

Karen E. Joyce, Satoru Hayasaka, and Paul J. Laurienti 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Portions of this chapter are comprised of edited sections from the following manuscript: 

“The human functional brain network demonstrates structural and dynamical resilience to 

targeted attack” by Karen E. Joyce, Satoru Hayasaka, and Paul J. Laurienti, published in 

2012 in PLoS Computational Biology. Some sections have been edited to be included in 

the introduction to the present thesis.  
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1.1 Biological Relevance 

Network theory, a method of studying the dynamic relationships between network 

structure and function, is coming into focus in studies of the brain. The brain is a complex 

system of interconnected and interdependent components. As such, past studies 

endeavoring to identify one-to-one relationships between brain regions and their 

corresponding functions had researchers largely perplexed. Neuroscientists eventually 

concluded that function-structure relationships in the brain are not one-to-one, but in fact 

many-to-many (Price and Friston 2005). For example, a 2009 meta-analysis mapped all 

brain regions that were associated with social cognition based on findings in over 200 

functional magnetic resonance imaging (fMRI) studies. This meta-analysis implicated a 

substantial proportion of the brain, including the medial prefrontal cortex, superior 

temporal sulcus, temporo-parietal junction, fusiform face area, occipital face area, 

extrastriate body area, and more (van Overwalle 2009). Network science approaches 

allows researchers to embrace the interdependent nature of the brain and study how the 

interactions between regions allow higher order processes such as perception and 

cognition to emerge, rather than phrenological labeling of which regions are responsible 

for which functions.  

Furthermore, by treating the brain as a network of interconnected and 

interdependent regions, network science can be used to study the impact and progression 

of disease. Many diseases of the brain result in damage to identifiable regions. For 

example, a stroke results in damage to the brain area that experiences a loss of blood. 

However, the functional implications of a stroke cannot always easily be determined 

based on the location of the single lesion. Different patients have different ultimate 

outcomes even if the stroke is of similar size. Since the brain is an interconnected system, 
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damage to one part of the brain can have implications for all other areas. Notable 

differences have been observed in network topology between normal subjects and 

patients with disorders. Studies using electroencephalography (EEG) and functional 

magnetic resonance imaging (fMRI) have shown deviations in brain structure in 

Alzheimer’s disease (Wang et al. ; Lustig et al. 2003; Greicius et al. 2004; Supekar et al. 

2008; Haan et al. 2009), mild cognitive impairment (Wang et al. ; Biswal et al. 1995; 

Lustig et al. 2003; Bokde et al. 2006), brain tumors (Bartolomei et al. 2006), 

schizophrenia (Micheloyannis et al. 2006), and epilepsy (Ponten et al. 2007).  

The understanding of the diseased human brain relies on a sound understanding of 

the healthy human brain. The work presented here investigates the use of network-based 

approaches to model the brain as a system of interconnected and interdependent 

components. The distinct advantage of this approach is that it does not focus on 

individual brain regions but evaluates the interactions between brain regions. 

Furthermore, it evaluates all interactions simultaneously so that a system-wide 

assessment can be made. The network model of the brain in this work has resulted in the 

identification of regions that are most central to those complex behaviors.  

 

1.2 The Default Mode of the Brain 

The research presented here is an investigation into the brain at rest. It may not be 

surprising that the resting state brain is not completely inactive, but it is interesting that 

this activity consistently occurs in particular regions. These regions are the precuneus, 

lateral parietal cortex, medial frontal lobe, and lateral frontal lobe (Buckner et al. 2008). 

At rest, these regions exhibit strong correlations in functional MRI (fMRI) (Raichle et al. 

2001). The baseline level of neuronal activity seen in these areas has been termed the 
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brain’s default mode (Raichle et al. 2001; Raichle and Mintun 2006; Mason et al. 2007). 

The baseline metabolic activity exhibited by these regions at rest is suspended when a 

subject initiates a task, for example a working memory task or a visual task (Raichle et al. 

2001). It is widely believed that this baseline activity serves a functional purpose. For 

example, default mode regions have been linked to offline memory reprocessing, a 

process in which the brain suppresses information from the outside world and searches 

older memories for information that is useful to newer ones (Barba et al. 1998; Cabeza 

and Nyberg 2000; Cavanna and Trimble 2006). In fact, offline memory reprocessing that 

occurs in these default mode regions might be why we daydream (Wang et al. 2009). 

Furthermore, changes in resting state processes in the default mode have been 

investigated as biomarkers for brain abnormalities such as schizophrenia (Bluhm et al. 

2007), autism (Kennedy and Courchesne 2008), attention-deficit/hyperactivity disorder 

(Castellanos et al. 2008), and Alzheimer’s disease (Greicius et al. 2004).  

 

1.3 The Human Brain Network 

The structure and function of the human brain can be modeled by applying 

network theory to various in-vivo imaging modality data (Bullmore and Sporns 2009). 

The brain may be represented as a network comprising many (e.g. 10
3
 or 10

4
) 

interconnected nodes. MRI methods such as diffusion tensor imaging (DTI) (Iturria-

Medina et al. 2008; Gong et al. 2009) and diffusion spectrum imaging (DSI) (Hagmann et 

al. 2007; Hagmann et al. 2008) have been used to create structural networks based on 

axonal fiber orientation in brain white matter. On the other hand, 

magnetoencephalography (MEG) (Stam 2004; Bassett et al. 2006) and fMRI (Eguiluz et 

al. 2005; Salvador et al. 2005; Achard et al. 2006; Cecchi et al. 2007; Heuvel et al. 2008) 
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have been used to acquire functional information about the brain used to produce 

functional connectivity networks. In functional networks, those analyzed in this project, 

image voxels are represented by nodes, and correlations between voxel time series are 

represented by links or edges between the nodes. An important point is that in a brain 

network generated from fMRI data, connected nodes do not need to be spatially 

contiguous as connections are defined by correlated functional activity rather than 

location. 

The functional brain network has been found to be assortative (Newman 2003; 

Hagmann et al. 2008), meaning that foci in the brain that have a large number of 

connections tend to be connected to other well-connected foci. Nodes in the brain 

network also show local community structure, which can be thought of as neighborhoods 

of nodes that are more tightly interconnected among themselves than with nodes outside 

of their neighborhood. Newman (Newman 2004) introduced a metric called modularity, 

later extended by others (Clauset et al. 2008; Ruan and Zhang 2008), used to make highly 

accurate approximations of this community structure. Modularity analysis in brain 

imaging allows for identification of neighborhoods that are consistent with known 

structure/function relationships in the brain (Hilgetag et al. 2000; Sporns et al. 2007; 

Schmitt et al. 2008). Network science methods are proving to be extremely valuable in 

neuroscience for the evaluation of complex emergent processes that cannot be identified 

by focusing on a single brain area. 

 

1.4 Centrality and Information Flow in the Brain 

 Centrality metrics quantify the importance of a particular node within an entire 

network. These centrality metrics seek to identify nodes that are likely to be highly 



6 

 

influential over the behavior of the network, and are in the mainstream of information 

flow. Degree is one such metric, and defines central nodes to be those having the highest 

number of connections (Nieminen 1974). Degree assumes that the importance of a node 

in the network is dictated by the number of other nodes with which it directly interacts. 

On the other hand, betweenness centrality considers nodes that are between many pairs of 

other nodes to be the most central in the network. In other words, a person may be central 

if he or she is strategically located between pairs of other people – i.e. a middle man 

(Freeman 1977).  Nodes with high betweenness centrality therefore control the flow and 

integrity of information. This assumes that information travels along the shortest path, 

and only a single path. Eigenvector centrality is a unique centrality measure as it 

considers the centrality of immediate neighbors when computing the centrality of a node. 

Mathematically, eigenvector centrality is a positive multiple of the sum of adjacent 

centralities (Bonacich 1972). Essentially, a node is considered to be highly central if it is 

connected to high degree nodes. However, eigenvector centrality does not take into 

account the degree of the node itself relative to its neighbors (i.e. assortative behavior), 

which may have very important implications.  

Although the centrality metrics discussed above have been clearly demonstrated 

to be useful for particular applications, they may not be the most appropriate methods for 

the brain given the current knowledge of the way in which information flows through the 

network. Electrical signals traverse the brain via neural synapses. When a neuron sends a 

signal, it will send the signal on to all of the neurons with which it synapses, without any 

regard to sending the signal along the shortest path. We have proposed a new centrality 

metric, leverage centrality (Joyce et al. 2010), which reflects local assortative or 
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disassortative behavior of the network, and does not assume information flows along the 

shortest path or along a single path. The computation for leverage is simple: for node i 

with degree ki connected to the set of neighbors Ni, each having degrees kj, leverage 

centrality is computed by the following equation:  

∑
+

−
=

iN ji

ji

i

i
kk

kk

k
l

1
 

Leverage centrality is a measure of how the degree of a given node relates to its 

typical neighbor. A node with negative leverage centrality is influenced by its neighbors; 

it has little leverage over the behavior of its neighbors because it interacts with fewer 

nodes than its neighbors. A node with positive leverage centrality influences its 

neighbors; it does have leverage over the behavior of its neighbors because it interacts 

with more nodes than its neighbors.  

 

1.5 Resilience of Human Functional Brain Networks 

An exciting finding since the advent of brain network research was that the 

functional brain network can withstand extensive damage, even to highly connected 

regions. In prior work (Achard et al. 2006), regions of the brain network were 

systematically attacked based on their degree, the number of links to which each region 

was functionally connected. Regions having the highest degree were eliminated and the 

associated changes on network topology were evaluated. Then the next highest degree 

nodes were identified and eliminated and the changes in the network topology were 

recorded. This process was repeated until all nodes of the network had been removed. 

This type of systematic removal is referred to as targeted attack, where the most critical 
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hubs are targeted for removal. Additionally, the effect of random failure was studied by 

selecting nodes for removal with uniform probability.  

Achard et al. compared the resilience of brain networks to that of two null models, 

random networks and scale-free networks, since the level of robustness of these networks 

had been studied previously (Albert et al. 2000). Random networks, where the majority 

of nodes have a similar number of connections (or degrees), proved to be highly resilient 

to both targeted attack and random failure. On the other hand, scale-free networks, where 

the number of connections belonging to each node varies over several orders of 

magnitude, fragmented rapidly. This may be because a scale-free network is highly 

vulnerable at a very small number of high-degree nodes, or mega-hubs, which mediate 

connections among low degree nodes constituting the majority of the network (Albert et 

al. 2000). Functional brain networks, while not as resilient as random networks, were 

shown to be far more robust than scale-free networks. It is well known that brain 

networks have characteristics of small-world architecture, that is a combination of high 

clustering for local specialization and low path length to enable distributed processing 

(Sporns et al. 2002; Eguiluz et al. 2005; Salvador et al. 2005). Achard et al. proposed that 

the resilience of the brain network was due to this small-world architecture. Furthermore, 

Achard et al. observed that the functional brain network degree distribution followed an 

exponentially truncated power law, meaning that there are fewer mega-hubs and a greater 

number of mid-degree nodes than would be expected in a scale-free distribution. This 

exponentially truncated power law distribution also likely contributed to the resilience 

against targeted attacks of hubs.  
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However, it is possible that the highest degree nodes are not the most critical 

nodes of the brain network (Joyce et al. 2010). There are many measures of node 

importance, or centrality. Each centrality metric has a different consideration for the 

topological properties that make a node central, and therefore different centrality metrics 

may be more appropriate for different networks and their specific information flow 

processes (Borgatti 2005). Furthermore, it is unclear how the removal of these nodes may 

impact network dynamics in addition to topology.  

 

1.6 Studies of Network Dynamics 

Much of the existing work on dynamics in complex networks has been focused on 

artificial networks. Watts studied global cascades in random networks due to small 

perturbations in the signals embedded in the network (Watts 2002). In these networks, 

each node has a state (either 1 or 0), and it may choose to change its state based on the 

states of its neighboring nodes according to a threshold rule. A cascade occurs when a 

few nodes switch states, causing a large scale propagation of state-switching throughout a 

large portion of the network. Watts found that as the distribution of threshold values for 

state-switching was made to be more heterogenous, the system became more prone to 

producing large cascades.  

In a similar experiment studying cascades in coupled map lattices, Wang and Xu 

noted that the size of the cascade is highly dependent on the network structure (Wang and 

Xu 2004). They showed that coupled map lattices with small-world architecture or scale-

free degree distributions are much more likely to exhibit large cascades due to local 

shocks than globally coupled (fully connected) lattices.  
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Rubinov et al. designed a neurobiologically relevant dynamic model consisting of 

a computerized network of spiking neurons (Rubinov et al. 2011). They investigated the 

topological factors necessary for the emergence of self-organized criticality, marked by 

system dynamics that are self-similar on multiple spatial and temporal scales. They found 

that the presence of community structure (groups of nodes that are tightly 

interconnected), low wiring cost (an estimation of the average distance each wire 

traverses across the network), and synaptic plasticity were all necessary components for 

producing self-organized criticality.  

Tanaka et al. studied targeted attack on networks of coupled oscillators. They 

discovered that the removal of low degree nodes has a large effect on the dynamics of 

these networks while the removal of high degree nodes does not. They speculate that this 

is due to the fact that low degree nodes do not interact with a large number of other nodes 

and therefore have the ability to sustain high levels of activity. As such, the removal of 

low degree nodes has the potential to alter the overall activity in the system to a great 

extent (Tanaka et al. 2012).  

Despite all of the important work on the topological resilience of functional brain 

networks to targeted attack, and impact on the dynamics of artificial networks, it is still 

not clear how targeted attacks impact the dynamics in functional brain networks.  

 

1.7 Representing Complex Systems with Agent Based Models 

A complex system is characterized by interconnected components which are 

typically quite simple, but when assembled as a whole exhibit emergent behavior that 

would not be predicted based on the behavior of each individual component alone 

(Mitchell 2009). In other words, the emergent behavior of the system is not a simple sum 
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of behaviors of all the components making up the system. The brain is an excellent 

example of a complex system. A complete understanding of the biochemical processes 

that underlie the behavior of an individual neuron can never produce an explanation for 

processes such as decision making and emotion. However, by modeling the way neurons 

interact with each other en masse, a “bottom-up” modeling approach may be able to 

reproduce some of the complex behaviors seen in the brain. One such bottom-up method 

is agent based modeling. In general, agent based models (ABMs) consist of agents, i.e. 

players on the playing field, and the rules that govern their behavior. For example, the 

Boids simulation (Reynolds 1987) is an ABM in which the players are birds and the very 

simple rules they obey are cohesion (fly close to your neighbors), separation (not too 

close), and alignment (in the same direction). These very simple rules will, over a few 

time steps, form a coordinated flock out of any random initial configuration of birds.  

The crucial component to the design of an ABM is determining the rule, or rules, 

that govern the agents. In the case of the work discussed here, the agents are nodes of the 

functional brain network constructed from resting state data, and the rules will produce 

simulated brain activity. The ABM resulting from this work models how low level 

interactions – pools of neurons interacting with other pools of neurons – can produce 

complex behaviors in the brain. This work is the first known application of ABMs to the 

brain and has great potential to be an important building block for a wide variety of future 

applications including artificial intelligence and models of diseased states.  

 

1.8 Role of Genetic Algorithms in Agent Based Model Design 

 When solving a complex modeling problem, exhaustively searching the solution 

space can be highly computationally taxing. Alternatively, one might devise a method of 
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searching the solution space without having to explore all possible solutions. One such 

alternative approach is to use genetic algorithms (GAs). GAs exploit the concept of 

evolution by combining potential solutions to a problem, resulting in improved solutions. 

This is repeated until an acceptable solution has been evolved. Figure 1.1 outlines the 

principle steps in a genetic algorithm.  

  



 

FIGURE 1. 1 General genetic algorithm procedure.

1. An initial population of candida

suitability of each candidate solution is evaluated by calculating a fitness score, and 

candidates are ranked by fitness. 3. The fittest individuals are selected for crossover. 4. 

Crossover occurs between parents, resulting in offspring. 5. Offspring are mutated at 

some probability. 6. The new generation is populated by parents from the previous 

generation, their offspring, and any members of the previous generation that are selected 

to survive. Only a few chromosomes are shown for simplicity, but a typical population 

size is approximately 100. 
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In general, a GA begins with an initial population of individuals represented by 

chromosomes. The suitability of these individuals as solutions to the given problem is 

evaluated, quantified by a fitness function. Typically the fittest individuals, those that 

produce the highest fitness, survive and produce offspring. Each offspring is a new 

solution consisting of parts taken from the parents, ideally incorporating desirable 

characteristics from both. Offspring may be subject to mutations, which diversify the 

genetic pool and lead to exploration of new regions of the solution space. Mutations that 

increase the fitness of an individual tend to remain in the population, as they increase the 

probability that those individuals will produce offspring. This process of evaluating 

fitness, selecting parents, producing offspring, and introducing mutations is repeated for a 

number of generations. A general outline of a GA is shown below.  

1. Initialize population. A number of randomly initialized chromosomes are 

created. 

2. Test population. Each chromosome is tested and its fitness is determined.  

3. Perform selection. The fittest individuals are selected for crossover, and other 

individuals are discarded. 

4. Cross individuals. Crossover is performed, at some probability, until the initial 

population size is obtained. 

5. Mutate offspring. Offspring are subject to mutation at a given probability. 

Repeat 2-5 until stop.  

 Each of the above 5 steps have countless variations, and it is difficult to identify 

one “best” algorithm for a given problem. The size of the initial population, the number 

of individuals to cross, and the number of generations over which to run the algorithm are 
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all important factors. Increasing any of these increases the chances of converging on an 

accurate solution, but also increases computational costs. Many other factors influence 

the outcome of the GA. For example, the number of individuals to cross may be based on 

the percentage of top performers, or may be based on the absolute fitness value. Once the 

selection pool has been established, pairing individuals may be done at random or by a 

number of methods based on fitness rank, and individuals may or may not be placed back 

into the selection pool after crossing. The mutation rate may also be varied. Increasing 

the rate increases genetic diversity and prevents initially strong individuals from 

dominating the population. On the other hand, a high mutation rate also decreases 

resemblance of offspring to their fit parents. Most importantly, determining an 

appropriate fitness function is paramount, as the fitness of an individual determines 

whether or not it is deemed a successful solution.  

The GA parameter optimization problem has been described as a balance between 

exploration and exploitation (DeJong 1992). Exploiting good solutions takes advantage 

of current knowledge, but narrows the search space to a locally specific region. On the 

other hand, exploration encourages a search for more distant solutions but ignores 

feedback on preferable solutions found earlier in the search. John Holland’s work in 

optimizing the GA parameters has been regarded as the most thorough attempt to date 

(Holland 1992). An excellent overview of GAs is provided in (Mitchell 1998).  

 

1.9 Thesis Outline 

 We begin by introducing leverage centrality, a new centrality measure specifically 

designed for the information flow processes that occur in the brain. We compare leverage 

to existing metrics and evaluate its efficacy in detecting crucial nodes in the functional 
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brain network (Chapter 2, published in PLOS ONE, 2010, volume 5, issue 8). 

Subsequently, we evaluate the resilience of the functional brain network to random 

failure of nodes as well as targeted removal of high centrality nodes.  The impact to the 

network is evaluated in terms of structural changes and in the ability for information to 

perfuse the network by introducing two dynamical models (Chapter 3, in press in PLOS 

Computational Biology, 2012). The following chapter describes the development of the 

agent-based brain model for simulating brain dynamics. This chapter characterizes model 

outputs and demonstrates that the model is able to support computation (Chapter 4, 

published in Neural Networks, 2010, volume 33). An additional exploration of the design 

of genetic algorithms for driving the agent-based brain model is provided (Chapter 5, 

published in Biomedical Sciences Instrumentation, 2012, volume 48). Finally, a 

concluding chapter discusses the findings presented in the included experiments, and 

their implications for future research (Chapter 6).  
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Abstract 

Recent developments in network theory have allowed for the study of the 

structure and function of the human brain in terms of a network of interconnected 

components. Among the many nodes that form a network, some play a crucial role and 

said to central within the network structure. Central nodes may be identified via centrality 

metrics, with degree, betweenness, and eigenvector centrality being three of the most 

popular measures. Degree identifies the most connected nodes, whereas betweenness 

centrality identifies those located on the most traveled paths. Eigenvector centrality 

considers nodes connected to other high degree nodes as highly central. In the work 

presented here, we propose a new centrality metric called leverage centrality that 

considers the extent of connectivity of a node relative to the connectivity of its neighbors. 

The leverage centrality of a node in a network is determined by the extent to which its 

immediate neighbors rely on that node for information. Although similar in concept, there 

are essential differences between eigenvector and leverage centrality that are discussed in 

this manuscript. Degree, betweenness, eigenvector, and leverage centrality were 

compared using functional brain networks generated from healthy volunteers. Functional 

cartography was also used to identify neighborhood hubs (nodes with high degree within 

a network neighborhood). Provincial hubs provide structure within the local community, 

and connector hubs mediate connections between multiple communities. Leverage 

proved to yield information that was not captured by degree, betweenness, or eigenvector 

centrality and was more accurate at identifying neighborhood hubs. We propose that this 

metric may be able to identify critical nodes that are highly influential within the 

network.  
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2.1 Introduction 

 Network theory has recently gained recognition as a useful framework in 

which to consider the brain in terms of its structure and function. In network analyses of 

functional magnetic resonance images (fMRI), each voxel can be treated as a node in a 

network with connections between nodes defined by functional activity (Eguiluz et al. 

2005; van den Heuvel et al. 2008; Hayasaka and Laurienti 2010). Although two foci in 

the brain may not have a direct neuronal connection, a functional connection may be 

inferred based on fMRI time signal correlations (Fox et al. 2005). The focus of the 

outcomes from such an analysis is on the interconnections between areas rather than on 

the areas themselves. An advantage of using network theory methodologies over 

traditional fMRI analyses is that the brain is treated as an integrated system rather than a 

collection of individual components (Bullmore and Sporns 2009). In addition, network 

analyses can simultaneously characterize properties of the network as a whole as well as 

the role each node plays in the network. 

Among the many nodes that form a network, some play a crucial role in 

mediating a vast number of network connections. Such nodes are central in network 

organization, and are often identified by quantities known as centrality metrics (Shaw 

1954; Sabidussi 1966; Bonacich 1972; Nieminen 1974; Freeman 1977; Freeman 1979; 

Ruhnau 2000; Newman 2006; Stam and Reijneveld 2007). These centrality metrics 

identify nodes that are likely to be highly influential over the behavior of the network and 

are in the mainstream of information flow. One such metric defines central nodes to be 

those having the highest number of connections, or degree, and is known as degree 

centrality (Sabidussi 1966). This centrality metric assumes that the importance of a node 
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in the network is dictated by the number of other nodes with which it directly interacts. 

While node degree often proves to identify critical network elements (Barabasi and 

Albert 1999), a highly essential node in the brain network may not necessarily have 

ubiquitous connections to other nodes in the network as assumed by degree centrality.  

An increasingly popular centrality metric, eigenvector centrality (Bonacich 1972), 

is unique in that it considers the centrality of immediate neighbors when computing the 

centrality of a node. Mathematically, eigenvector centrality is a positive multiple of the 

sum of adjacent centralities (Ruhnau 2000), and is based on the philosophy that a node is 

more central if its neighbors are also highly central.  However, eigenvector centrality 

does not account for the disparity in the degree of a node with respect to its neighbors, 

which has different implications depending on the network’s assortativity, or the 

tendency for nodes to be connected to similar degree nodes. Furthermore it is 

computationally intensive as compared to other centrality metrics.  

Betweenness centrality (Freeman 1979) considers nodes along the shortest 

geodesic paths to be the most central in the network. In the context of a social network, a 

person has high betweenness centrality if they are strategically located as middlemen 

between several pairs of people and, therefore, control the flow and integrity of 

information between those people. Betweenness centrality assumes that information 

travels through a network along the shortest path in a serial fashion (see however 

(Newman 2005)). Despite the potential utility of this measure of centrality, it is not ideal 

for a system that processes information via unrestricted walks. For example, in 

distributed processing systems without a central controller, such as the brain, information 

typically does not follow shortest paths as they are not predetermined. In the terminology 
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introduced by Stephen Borgatti (Borgatti 2005), flow in a network occurs through 

transference, serial transmission, or parallel duplication. In addition, the flow can utilize a 

walk, a trail, a path, or a geodesic (shortest path). Parallel duplication following a walk 

occurs when a single node (such as a neuron or pool of highly correlated neurons) passes 

information to multiple other nodes simultaneously. Such a system not only utilizes the 

shortest path but sends information along all possible paths. While not the most efficient 

method of information transfer, such a process increases the probability that a signal 

reaches the intended destination. This is particularly true for dynamic systems, like the 

brain, where existing connections can become impassable or where new connections may 

become active. Much like the spread of a disease in a social network, we propose that 

brain networks most likely process information via parallel duplication along unrestricted 

walks. In other words, information can be passed to multiple neighbors (parallel routes), 

is not lost by the sender (duplication), and is not restricted along geodesics or paths 

(unrestricted walks).  

Although degree, betweenness, and eigenvector centrality are three of the most 

widely used measures, there are many others. Closeness centrality (Freeman 1979) is the 

mean distance between a node and all other nodes in a graph. Subgraph centrality 

(Estrada and Rodriguez-Velazquez 2005) rates the importance of a node based on the 

number of closed walks beginning and ending at a particular node. These closed walks 

are weighted based on length, such that the shortest walks contribute the greatest towards 

the centrality value. The concept of local leaders (Blondel et al. 2008), while not 

introduced as a centrality metric, captures information similar to centrality. Local leaders 

are nodes having a degree equal to or greater than all neighbors, and strict local leaders 
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are nodes having a degree strictly greater than all neighbors. Although a myriad of 

centrality measures exist, the focus of this study has been directed to the analysis of 

degree, betweenness, and eigenvector centrality as they are the most commonly used 

centrality metrics in brain networks.   

This work proposes a new centrality metric called leverage centrality that is 

designed to identify critical network nodes. Leverage centrality considers the degree of a 

node relative to its neighbors and operates under the principle that a node in a network is 

central if its immediate neighbors rely on that node for information. As a social network 

example, the most popular teenager in a clique can easily shape current fashion trends if 

her friends do not receive fashion opinions from many other people. Leverage centrality 

captures nodes in the network which are connected to more nodes than their neighbors 

and, therefore, control the content and quality of the information received by their 

neighbors. Leverage is designed to capture the local assortative or disassortative behavior 

of the network, as node degree is evaluated with respect to degrees of immediate 

neighbors. It is key to note here that although leverage is derived from degree centrality, 

there is a distinct difference between the two. A high degree node is not highly central 

according to leverage if all of its neighbors are also high degree. Furthermore, leverage 

centrality does not assume information flows along the shortest path or in a serial fashion, 

but rather focuses on the disparity in node degrees in a small neighborhood to quantify 

consolidation and dissemination of information locally. Leverage is defined on the 

interval (-1, 1), making inter- and intra-network comparisons straightforward. 

Furthermore, calculating leverage centrality is not computationally burdensome, and as 

such can easily be computed for networks containing on the order of 10
4
 nodes or more.  
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Nodes identified through leverage centrality are critical for the function of the 

global network as well as local communities of network nodes known as modules 

(Hilgetag et al. 2000; Guimera and Amaral 2005; Sporns et al. 2007; Schmitt et al. 2008). 

Many networks, and in particular brain networks, have demonstrated hierarchical 

structure and may be decomposed into modules or neighborhoods of nodes which 

perform similar processes (Hilgetag et al. 2000; Sporns et al. 2007; Schmitt et al. 2008; 

Meunier et al. 2009). Each module consists of several nodes having a relatively high 

number of connections within the module compared to the number of connections to 

nodes in other modules. Leverage centrality may be of particular use in such hierarchical 

networks as an aid in identifying hubs, nodes that are important to maintaining local 

topological structure. A hub is the best connected node within the module and, therefore, 

is likely to have high leverage centrality since its degree is high with respect to other 

nodes in the neighborhood.  

To investigate the utility of leverage centrality in the brain network, we analyzed 

healthy human brain networks generated from fMRI data using leverage, degree, 

betweenness, and eigenvector centrality, and we characterized the relationship between 

these centrality metrics.  The spatial distribution of high leverage nodes throughout the 

brain was examined to gain further insight into the role of high leverage nodes in 

information distribution. Finally, leverage was evaluated in terms of its ability to detect 

hubs in the brain network using functional cartography methods (Guimera and Amaral 

2005).  
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2.2 Methods 

2.2.1 Ethics Statement 

 This study included 10 volunteers  (average age 27.7 years, standard deviation 4.7 

years) representing a subset of a previous study (Peiffer et al. 2009). The study protocol, 

including all analyses performed here, was approved by the Wake Forest University 

School of Medicine Institutional Review Board. All subjects gave written informed 

consent in accordance with the Declaration of Helsinki. 

 

2.2.2 Network Generation 

Networks were generated using fMRI time series data from each subject. Gradient 

echo EPI images (TR/TE = 2500/40 ms) were acquired over a period of 5 minutes at rest 

(120 images) on a 1.5 T GE twin-speed LX scanner with a birdcage head coil (GE 

Medical Systems, Milwaukee, WI). Images were corrected for motion, normalized to the 

MNI (Montreal Neurological Institute) space, and re-sliced to 4x4x5 mm voxel size using 

SPM99 (Wellcome Trust Centre for Neuroimaging, London, UK).  

Network generation is depicted in Figure 2.1. Time courses were extracted from 

each of approximately 16,000 voxels corresponding to gray matter areas in normalized 

brain space and corrected for physiological noise by band-pass filtering to eliminate 

signal outside of the range of 0.009 - 0.08 Hz (Fox et al. 2005; van den Heuvel et al. 

2008). Mean time courses from the entire brain (the average of voxel values within the 

brain parenchyma mask including gray and white matter), the deep white matter (average 

time course in an 8 mm radius sphere within the anterior portion of the right centrum 

semiovale composed entirely of white matter), and the ventricles (average of time courses  
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FIGURE 2.1 The process of generating functional networks.  

 

 

Resting state fMRI data are collected from a subject. Voxel time series are extracted from 

the set of images, and a Pearson correlation analysis is performed between all possible 

pairs of voxels. The correlations are represented in the form of a correlation matrix, 

which is binarized at a given threshold to yield an adjacency matrix. The functional 

network is thereby defined, where each voxel is represented by a node and connections 

are determined by the adjacency matrix.  
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within the ventricle mask created by the WFU PickAtlas Tool (Maldjian et al. 2003)) 

were regressed from the filtered time series. The six rigid-body motion parameters from 

the motion correction process were also regressed out from the time series.  

A correlation matrix was populated by computing the Pearson correlation between 

all possible pairs of the 16,000 voxels. A threshold was applied to the correlation matrix, 

above which individual voxels were said to be connected, thereby discretizing the 

correlation matrix into a binary adjacency matrix with values of 1 indicating the presence 

and values of 0 indicating the absence of a connection between two voxels. The threshold 

was defined such that the relationship between the number of nodes and average number 

of connections between nodes was consistent across subjects. Specifically, the 

relationship � � log��� /log ��� was the same across subjects, where N was the number 

of nodes in the entire network, k was the average degree of the network, and S 

represented the average path length of an Erdős-Rényi network (Watts and Strogatz 

1998). In this work, we chose S=3.0 as the threshold to define networks, but network 

properties have been demonstrated to be robust for different S values (Hayasaka and 

Laurienti 2010). 

Equivalent synthetic random networks were generated by randomly rewiring 

networks in a fashion similar to that described in (Maslov and Sneppen 2002). 

Specifically, nodes were rewired so that the degree distribution remained unchanged but 

network connectivity became randomized. The three centrality metrics were compared 

between the original networks and their equivalent synthetic networks. This allowed for 

the comparison of each brain network to a null condition, where the degree distribution of 
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the network was held constant but any assortative behavior or other topological properties 

particular to the organization of the brain network were removed.  

 

2.2.3 Centrality Computations 

Leverage (li), degree (ki), betweenness (bi), and eigenvector centrality (ei) were 

calculated for each node of the 10 brain networks and their equivalent synthetic networks. 

Degree was determined by the number of neighbors connected to node i. Betweenness 

was defined by the equation below, where gxy is the number of shortest geodesic paths 

between any two nodes x and y, and gxiy is the number of those geodesics passing through 

node i.  
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Eigenvector centrality was calculated according to the equation below, where λ 

denotes the largest eigenvalue and e denotes the corresponding principal eigenvector.  
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From the above equation, the eigenvector centrality ei of a node i is given by the 

sum of the values within the principal eigenvector e corresponding to direct neighbors, as 

defined by the adjacency matrix (i.e. where aij ≠ 0). Eigenvector centrality is then scaled 

by the proportionality factor 
λ

1
. In a discussion on normalization of eigenvector 

centrality, Ruhnau (Ruhnau 2000) has shown that Euclidean normalization produces an 

eigenvector centrality that can attain a maximal value of 
2

1
 regardless of network size. 
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By multiplying the resulting eigenvector centrality values by 2 , the maximum 

achievable value becomes 1, and can be attained only by a node at the center of a star. 

Additionally, since only the largest eigenvalue and corresponding eigenvector must be 

obtained, a power iteration algorithm was implemented to increase computational 

efficiency as recommended by Lohmann et al. (Lohmann et al. 2010).  

Leverage centrality is a measure of the relationship between the degree of a given 

node (ki) and the degree of each of its neighbors (kj), averaged over all neighbors (Ni), 

and is defined as shown below.  
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A critical aspect of this computation is that the degree of node i is not simply 

compared to the average degree of its neighbors. Because the degree distributions of 

brain networks have been shown to be either exponentially truncated power laws (Achard 

et al. 2006; He et al. 2007; Bullmore and Sporns 2009; Gong et al. 2009; Hayasaka and 

Laurienti 2010) or scale-free distributions (Eguiluz et al. 2005; van den Heuvel et al. 

2008), highly connected nodes can significantly skew the average. A node with negative 

leverage centrality is influenced by its neighbors, as the neighbors connect and interact 

with far more nodes. A node with positive leverage centrality, on the other hand, 

influences its neighbors since the neighbors tend to have far fewer connections.  

 

2.2.4 Correlation Analyses 

Correlation analyses were used to explore the relationships between the four 

centrality metrics. The examination of different centrality metrics for each node in the 

brain network allowed for a comparison of the similarity or dissimilarity of each method. 
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Scatter plots of the degree, leverage, betweenness, and eigenvector centrality were 

created for the brain networks of all subjects. The correlations among the node-wise 

centrality metrics were calculated for each subject. Resulting brain overlap images were 

visualized using MRIcro (http://cnl.web.arizona.edu/mricro.htm).  

 

2.2.5 Modularity Analyses 

Modularity analyses were run on each subject, utilizing the QCUT algorithm 

developed by Ruan and Zhang (Ruan and Zhang 2008). This modularity algorithm 

parcellates each functional network into modules or communities of nodes that are more 

interconnected among themselves than they are connected to the rest of the network. The 

presence of these highly interconnected communities has been termed “community 

structure” (Girvan and Newman 2002; Newman 2002; Newman 2004; Ruan and Zhang 

2008; Meunier et al. 2009). Modularity is an NP hard computational problem (Newman 

2004)  and thus requires algorithms that approximate the solution. Various methods for 

identifying network substructure have previously been reviewed (Danon et al. 2005). 

Most methods use Modularity (quantified by the parameter Q) (Girvan and Newman 

2002) to identify the optimal network subdivision. This variable compares the number of 

intermodular edges in the divided network to the number of intermodular edges in a 

random network with the same subdivisions. Q ranges from 0 to 1 with higher values 

indicating greater modular organization. In real networks, values of Q typically do not 

greatly exceed 0.7.  

Since all functional networks are unique, the network parcellation for each subject 

is unique. The Jaccard index was used as a measure of similarity between subjects to 
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identify the most representative subject in the study (Ruan and Zhang 2008). For two 

subjects x and y with modular divisions Mx and My, the comparison between modularity 

results were computed as  
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The Jaccard index is the ratio of the intersection of the classification of the two 

modular structures divided by the union (Lin et al. 2008). The Jaccard index between two 

subjects is high if the community structures are very similar. A similarity matrix was 

generated to compare all subjects, and a total similarity index was generated for each 

subject by summing all Jaccard indices computed for a given subject. The most 

representative subject was that with the highest total similarity index (Meunier et al. 

2009).   

The QCUT algorithm was chosen to identify network modularity as we have 

found QCUT to be very robust and highly reproducible for identifying an optimal 

network division based on Q. In an analysis of this algorithm (see Supporting 

Information, Figure 2.13, and Table 2.3) a particular brain network was divided into the 

modular organization in 15 independent runs. The resulting parcellations were highly 

reproducible with a mean Jaccard index of 0.93 (SD 0.018). This indicates highly 

reproducible subdivisions that exhibited trivial differences. In particular, the 9 runs that 

generated the highest Q value (0.673) all had Jaccard indices of 0.945.  

 

2.2.6 Network Hubs 

A method of identifying and classifying hubs in networks that considers 

neighborhood structure, introduced as functional cartography, was established by 
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Guimera and Amaral (Guimera and Amaral 2005) and adopted by others (Meunier et al. 

2009; Valencia et al. 2009). This method compares the participation coefficient pci to the 

normalized within-module degree zi. The participation coefficient captures the 

distribution of the links of a node. If a node has equal links to all of the modules of a 

network, its participation coefficient approaches 1. However, if all links belonging to the 

node lie within its own module its participation coefficient is 0. The participation 

coefficient for a node i belonging to a module m in a network with � total modules is 

computed as 

∑
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The term ki,m denotes the within module degree, or the number of connections 

between node i and other nodes within module m, and ki,m/ki indicates the ratio of 

connections a node has within its own module. Often a normalized z-score with the mean 

and standard deviation of the within module degrees is used to describe within module 

connectivity, assuming the node degrees have a normal distribution (Guimera and Amaral 

2005). However, the degree distribution in brain networks is more closely approximated 

by an exponentially truncated power law distribution (Achard et al. 2006; He et al. 2007; 

Bullmore and Sporns 2009; Gong et al. 2009; Hayasaka and Laurienti 2010). (It is 

noteworthy that others have shown that brain networks may approximate a scale-free 

distribution (Eguiluz et al. 2005; van den Heuvel et al. 2008), but networks analyzed in 

our laboratory have been in support of the exponentially truncated power law (Hayasaka 

and Laurienti 2010).) This is true even for within module degree distributions as 

demonstrated in Figure 2.2 for one representative subject from the study (subject 5).  
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FIGURE 2. 2 Functional brain networks follow an exponentially truncated power 

law degree distribution. 

 

Degree distributions of the whole network (solid line) and individual modules for a 

representative subject (subject 5). All modules as well as the whole network follow an 

exponentially truncated power law distribution.  
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Therefore, we chose to represent the within module degree by the degree p-value 

pki determined by 1 minus the cumulative distribution function (CDF) of within module 

degrees. The within module degree p-value is given by dividing the number of nodes in a 

given module with a degree greater than or equal to ki by the total number of nodes in the 

module.  

Nodes with high degree ki have a low p-value pki since there are relatively few 

hubs in networks with an exponentially truncated power law distribution, where the 

highest degree nodes, or hubs, are far less likely to occur than non-hubs. For this reason, 

hubs were classified as being those nodes having a within module degree probability less 

than 0.01. This criterion is analogous to having a z-score above 2.5 as suggested by 

Guimera and Amaral (Guimera and Amaral 2005), corresponding to p < 0.01 in a 

Gaussian distribution. Hub nodes (pki ≤ 0.01) were further delineated into provincial, 

connector, or kinless hubs by the participation coefficient in accordance with (Guimera 

and Amaral 2005). Hubs having pci ≤ 0.3 were said to be provincial hubs, as their low 

participation coefficient reveals that they are extremely well connected within their own 

module. Connecter hubs were those hubs having 0.3 < pci ≤ 0.75, indicating that they 

served to connect nodes in other modules to their own module. Kinless hubs had 

participation coefficient values pci > 0.75, indicating that almost all of their neighbors are 

distributed in other modules. No kinless hubs were found in any of the 10 networks 

analyzed and are not discussed further. Figure 2.3 illustrates the similarity between pc-z 

space versus pc-pk space. The advantage of using the pk form of within module degree is 

that a degree distribution is not assumed. However, for small networks it may be difficult 
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to find a node with sufficiently small pk. In such cases pc-z space is the more appropriate 

method. 

Degree, leverage, betweenness, and eigenvector centrality were examined as an 

additional axis to a functional cartography plot to compare the metrics’ abilities to 

identify hubs in brain networks. Nodes were classified as hubs based on varying a cut-off 

criterion for each centrality metric. If the node centrality was greater than a given 

criterion, the node was classified as a hub. By changing the criteria for degree, 

betweenness, eigenvector, or leverage centrality over a range of thresholds, the metrics 

were compared in terms of accuracy in identifying network hubs with results determined 

by functional cartography described above. Centrality criteria were equally spaced in 

10000 increments along the range of the respective metric. As an example, Table 2.1 

provides threshold criteria used for each method for subject 5. 

Since the true hub classification is not known for brain networks, functional 

cartography was utilized as an alternate to centrality measures. While functional 

cartography does not provide a definitive or “gold standard” hub classification, it is a 

well-studied method (Guimera and Amaral 2005; Meunier et al. 2009; Valencia et al. 

2009) that does not rely solely on the number of connections (degree) to identify hubs. 

This method also allows for the identification of hub structure within and between 

network neighborhoods. Although the cartography method is dependent on the 

modularity analysis used, the QCUT algorithm used to define the modular structure is 

highly reproducible, as discussed previously. However, to be thorough, we acknowledge 

that the high precision of the QCUT algorithm does not ensure the accuracy of the 

functional cartography results. A full evaluation of the accuracy of neighborhood hub 
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detection using cartography and leverage centrality based on known networks is beyond 

the scope of this paper. 

The true positive and false positive rates were calculated to yield receiver 

operating characteristic (ROC) curves for each subject. True positives were classified as 

nodes that were defined as hubs using functional cartography (pki ≤ 0.01), which were 

also classified as hubs based on the centrality criterion. False positives were those nodes 

which were not defined as hubs using functional cartography (pki > 0.01) but classified as 

hubs based on the centrality criterion. The area under the curve (AUC) for each ROC was 

computed for each centrality metric and compared in all subjects using multiple pairwise 

t-tests with Bonferoni correction to test for differences between the centrality metrics.  
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FIGURE 2. 3 Comparison of pc-z space versus pc-pk space. 

 

(A) Within-module degree z-score zi and participation coefficient pci are used to 

designate nodes into seven regions as described in (Guimera and Amaral 2005; Meunier 

et al. 2009; Valencia et al. 2009). Nodes are designated as hubs if zi ≥ 2.5 and non-hubs 

otherwise. Regions are defined as: R1 – ultra-peripheral nodes; R2 – peripheral nodes; R3 

– non-hub connector nodes; R4 – non-hub kinless nodes; R5 – provincial hubs; R6 – 

connector hubs; R7 – kinless hubs. (B) Within-module degree probability pki and 

participation coefficient pci are used to designate nodes into the seven regions defined 

above. Participation coefficient classifications are identical to (A), but the cutoff pki ≤ 

0.01 is used to define hubs versus non-hubs, corresponding to zi ≥ 2.5 when 

approximating with a normal distribution.    
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TABLE 2. 1 Example of threshold values used in generation of ROC curves. 

 Minimum Interval Maximum 

Leverage -0.9873 1.5509 e-04 0.5634 

Degree 1 0.0381 382 

Betweenness 0 4.6419 e-07 0.0046 

Eigenvector 0 1.0306 e-05 0.1030 
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2.3 Results 

2.3.1 Correlation Analyses 

Correlation plots of the centrality metrics for a representative subject are shown in 

the scatter plot matrix in Figure 2.4. Within the scatter plot matrix each centrality metric 

is indicated along the diagonal such that, for any given plot, the abscissa is specified by 

the label in the lowest row, and the ordinate is specified by the label in the left-most 

column. These plots reveal the relationships between leverage, degree, betweenness, and 

eigenvector centrality. However, while all centrality metrics are positively correlated, 

there is not a strict linear relationship in any of the cases. Correlations between 

eigenvector centrality and either leverage or betweenness centrality are noticeably lower 

than the correlation between eigenvector centrality and degree centrality. Although 

leverage and eigenvector centrality are both derivatives of degree centrality, clearly these 

metrics do not convey the same information.  

 

  



 

FIGURE 2. 4 Scatterplot matrix of leverage, degree, betweenness and eigenvector

centrality for the brain network of a representative subject.

Labels to the left of plots indicate the ordinate centrality, where labels beneath plots 

indicate the abscissa centrality. Synthetic network nodes (red) overlaid over the original 

network (blue) separate nodes from the original network into distinct groups

notably in plots involving leverage or eigenvector centrality.  
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Scatterplot matrix of leverage, degree, betweenness and eigenvector

centrality for the brain network of a representative subject. 

Labels to the left of plots indicate the ordinate centrality, where labels beneath plots 

indicate the abscissa centrality. Synthetic network nodes (red) overlaid over the original 

network (blue) separate nodes from the original network into distinct groups

notably in plots involving leverage or eigenvector centrality.   

Scatterplot matrix of leverage, degree, betweenness and eigenvector 

 

Labels to the left of plots indicate the ordinate centrality, where labels beneath plots 

indicate the abscissa centrality. Synthetic network nodes (red) overlaid over the original 

network (blue) separate nodes from the original network into distinct groups, most 

 



46 

 

One of the more intriguing qualities of the centrality metrics is the apparent 

grouping of nodes in the scatter plots, particularly in those including leverage and 

eigenvector centralities. Two clearly distinct groups of data are most evident in the 3-

dimensional plot of leverage, degree, and betweenness, separated by points from the 

synthetic network (Figure 2.5). The same occurrence is seen in all subjects. Interestingly, 

the synthetic network data overlaid over the original network data have much stronger 

linear relationships. Correlation values between centrality metrics in the original and 

synthetic networks are displayed in Table 2.2.  

To further investigate this phenomenon, nodes above and below the synthetic 

network distribution were identified in brain space in each subject. A single overlap 

image was created (Figure 2.5) indicating consistent spatial patterns of nodes above or 

below the synthetic network distribution for all subjects. This image was created by 

summing the number of subjects that had a particular voxel above (warm colors) or 

below (cool colors) the synthetic data.  

The network nodes with the highest degree centrality typically fell below the 

synthetic network nodes in Figure 2.5. The loss of such individual nodes from this group 

would not greatly impact the topology of the network since they are highly 

interconnected with redundant connections. These nodes were largely centered in the 

posterior cingulate and precuneus, regions of the brain previously shown to be the core of 

the anatomical brain network (Hagmann et al. 2008) and known to be highly 

interconnected (Hayasaka and Laurienti 2010). This high level of local 

interconnectedness caused this region to be classified as low leverage with respect to the 

synthetic network. Therefore, nodes in this population are less influential than would be  

 



 

FIGURE 2. 5 Overlap image compiled from all subjects.

Intensity values correspond to the number of subjects having a particular network node, 

i.e. image voxel, above (warm colors) or below (cool colors) the synthetic network 

degree-leverage centrality scatter plot. Nodes below the synthetic distribution, primarily 

concentrated in the areas of the precuneus and posterior cingulate, are highly 

interconnected high degree nodes with many redundant connections. Nodes above the 

synthetic distribution have higher leverage than synthetic network nodes with the same 

degree and can be found scattered throughout the gray matter. Color bar represents the 

number of subjects that exhibited a node in any particular location. 
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Overlap image compiled from all subjects. 

respond to the number of subjects having a particular network node, 

i.e. image voxel, above (warm colors) or below (cool colors) the synthetic network 

leverage centrality scatter plot. Nodes below the synthetic distribution, primarily 

n the areas of the precuneus and posterior cingulate, are highly 

interconnected high degree nodes with many redundant connections. Nodes above the 

synthetic distribution have higher leverage than synthetic network nodes with the same 

d scattered throughout the gray matter. Color bar represents the 

number of subjects that exhibited a node in any particular location.  

 

respond to the number of subjects having a particular network node, 

i.e. image voxel, above (warm colors) or below (cool colors) the synthetic network 

leverage centrality scatter plot. Nodes below the synthetic distribution, primarily 

n the areas of the precuneus and posterior cingulate, are highly 

interconnected high degree nodes with many redundant connections. Nodes above the 

synthetic distribution have higher leverage than synthetic network nodes with the same 

d scattered throughout the gray matter. Color bar represents the 
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TABLE 2. 2 Correlation between centrality metrics averaged across 10 subjects, +/- 

standard deviation. 

 

 Original Network Synthetic Network 

Leverage vs. Degree 0.518 +/- 0.072 0.842 +/- 0.020 

Leverage vs. Betweenness 0.590 +/- 0.066 0.646 +/-0.035 

Leverage vs. Eigenvector 0.170 +/- 0.032 0.720 +/- 0.089 

Betweenness vs. Degree 0.621 +/- 0.119 0.931 +/- 0.008 

Betweenness vs. Eigenvector 0.204 +/- 0.075 0.917 +/- 0.006 

Degree vs. Eigenvector 0.643 +/- 0.101 0.994 +/- 0.001 
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predicted for nodes of similar degree centrality in a randomly connected network. 

Nodes above the synthetic network nodes in Figure 2.5 are connected to lower 

degree nodes and have higher leverage than synthetic network nodes with the same 

degree. Interestingly, these nodes appeared to be dispersed throughout the cortex. Such a 

dispersion of high leverage nodes may contribute to efficient information diffusion 

throughout the brain network.   

A 3-dimensional plot of eigenvector, leverage, and degree centrality revealed that 

the group of nodes below the synthetic network data in Figure 2.5 in fact consisted of two 

subgroups (Figure 2.6, Panel A). In this figure, the synthetic network data have been 

omitted for simplicity, but the divisions originally noted in Figure 2.5 are still clearly 

distinguishable. Two subgroups of the nodes below the synthetic network were separated 

by high or low values of eigenvector centrality. The first subgroup (highlighted in 

orange) was concentrated at low values of eigenvector centrality, while the second 

subgroup (highlighted in green) was concentrated at higher values of eigenvector 

centrality. Interestingly, the inset of leverage vs. degree shows that the subgroup with 

lower eigenvector centrality (green) in fact had slightly higher leverage centrality. Nodes 

belonging to the green subgroup are connected to lower degree nodes than themselves, 

and therefore eigenvector centrality is slightly reduced while leverage is slightly elevated. 

Conversely, the subgroup with higher eigenvector centrality (orange) consists of nodes 

where the disparity between the degree of a given node and of the neighbors is less 

pronounced than in the green subgroup. Therefore, in this subgroup the leverage 

centrality is slightly reduced, while the eigenvector centrality is slightly elevated.  
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The spatial distributions of subgroups are shown in Figure 2.6, Panel B (orange 

subgroup) and Panel C (green subgroup). Nodes from the orange subgroup, having 

slightly elevated eigenvector centrality and slightly reduced leverage centrality were 

found largely in the region of the precuneus and posterior cingulate. Nodes from the 

green subgroup, with slightly elevated leverage but slightly reduced eigenvector 

centrality, were distributed in the prefrontal cortex, anterior cingulate, and thalamus. 

Although results are presented for a single subject, these patterns are representative of 

results from all subjects as demonstrated in the Supporting Information 2.1.  

 

2.3.2 Leverage as a Detector of Module Hubs 

Module parcellation was performed using the QCUT algorithm and resulted in a 

unique definition of community structure for each subject. Similarity between subjects, 

measured via the Jaccard index, revealed subject 5 to be the most representative (Figure 

2.7). Modularity results for the most representative subject are shown in brain space, 

where each module is represented by a different color (Figure 2.8). As can be seen from 

Figure 2.8, although modules were not necessarily spatially contiguous, they tend to 

spatially cluster in different regions of the brain.  

 

  



 

FIGURE 2. 6 Eigenvector centrality reveals addit

(A) Scatter plot of leverage, degree, and eigenvector centrality, where the lower group of 

nodes observed previously is shown to consist of two subgroups with different 

eigenvector centralities. Inset shows that the subgroup with

(orange) has slightly lower leverage centrality than the subgroup with lower eigenvector 

centrality (green). (B) Spatial distribution of subgroup with higher eigenvector centrality 

but slightly lower leverage centrality (oran

subgroup with lower eigenvector centrality but slightly higher leverage centrality (green 

subgroup). 
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Eigenvector centrality reveals additional network subgroups.

(A) Scatter plot of leverage, degree, and eigenvector centrality, where the lower group of 

nodes observed previously is shown to consist of two subgroups with different 

eigenvector centralities. Inset shows that the subgroup with higher eigenvector centrality 

(orange) has slightly lower leverage centrality than the subgroup with lower eigenvector 

centrality (green). (B) Spatial distribution of subgroup with higher eigenvector centrality 

but slightly lower leverage centrality (orange subgroup). (C) Spatial distribution of 

subgroup with lower eigenvector centrality but slightly higher leverage centrality (green 

 

ional network subgroups. 

 

(A) Scatter plot of leverage, degree, and eigenvector centrality, where the lower group of 

nodes observed previously is shown to consist of two subgroups with different 

higher eigenvector centrality 

(orange) has slightly lower leverage centrality than the subgroup with lower eigenvector 

centrality (green). (B) Spatial distribution of subgroup with higher eigenvector centrality 

ge subgroup). (C) Spatial distribution of 

subgroup with lower eigenvector centrality but slightly higher leverage centrality (green 



 

FIGURE 2. 7 Results of similarity analysis.

(A) Jaccard indices between all poss

constrained to zero. (B) Sum of Jaccard indices for each subject, revealing subject 5 to 

have the highest similarity across subjects. 

 

 

FIGURE 2. 8 Modules of the brain of a repre

Each color corresponds to a particular functional module, with 7 total modules present, in 

a representative subject (subject 5). 
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Results of similarity analysis. 

 

(A) Jaccard indices between all possible subject pairs, where the diagonal has been 

constrained to zero. (B) Sum of Jaccard indices for each subject, revealing subject 5 to 

have the highest similarity across subjects.  

Modules of the brain of a representative subject. 

 

Each color corresponds to a particular functional module, with 7 total modules present, in 

a representative subject (subject 5).  

 

ible subject pairs, where the diagonal has been 

constrained to zero. (B) Sum of Jaccard indices for each subject, revealing subject 5 to 

Each color corresponds to a particular functional module, with 7 total modules present, in 
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Functional cartography plots were generated to identify provincial and connector 

hubs (Figure 2.9, Panel A). Nodes that had within-module degree probabilities (pki) less 

than 0.01 were delineated as hubs. All hubs were then defined to be either provincial 

hubs that are key to the structure within their native module, or connector hubs that serve 

to link multiple modules. The assignment to either provincial or connector hubs was 

based on the participation coefficient (pci) thresholds defined in the methods. Each plot 

was extended to include leverage centrality (Panel B), degree (Panel C), betweenness 

(Panel D), or eigenvector (Panel E) centrality on a 3
rd

 axis. Interestingly, connector and 

provincial hubs were distributed throughout the ranges of degree, betweenness, and 

eigenvector centrality, but were concentrated at higher values of leverage. In other words, 

leverage centrality was capable of providing a reasonable cutoff, above which nodes may 

be classified as either hubs or non-hubs. In contrast, since the hubs spanned the entire 

range of the other three centrality metrics, there was no clear threshold in either case 

above which solely hubs existed.  

ROC analyses (Figure 2.10) are presented to better show the greater potential for 

classification of hubs using leverage over the other metrics. As discussed in greater detail 

in the Methods section, ROC analyses were used to evaluate the accuracy of each 

centrality metric in identifying and classifying hubs as compared to the results of the 

functional cartography analyses. These ROC analyses revealed leverage to be the most 

accurate hub detector in all but one subject. On average, leverage ROC curves had the 

highest average AUC (0.99 +/- 0.01) as compared to degree (0.97 +/- 0.02), betweenness 

(0.96 +/- 0.02), or eigenvector centrality (0.75 +/- 0.08). In a subject that did not fit this 
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pattern, degree had the greatest AUC (0.97346) over leverage (0.97026), betweenness 

(0.91549), or eigenvector centrality (0.69819). 

Multiple pairwise t-tests with Bonferoni correction revealed significant 

differences in AUCs between leverage and betweenness (p = 0.005), between leverage 

and eigenvector (p < 0.001), between degree and eigenvector (p < 0.001), and between 

betweenness and eigenvector (p < 0.001), marginal significance between leverage and 

degree (p = 0.06), but no significant differences between degree and betweenness (p > 

0.999). Leverage, having significantly higher mean AUC than the other metrics, was 

shown to be the most effective at identifying hubs, i.e. nodes which play a critical role in 

community structure (Figure 2.11).  

In addition to the concentration of hubs at higher values of leverage centrality 

seen on the functional cartography plots (Figure 2.9, Panel B), a distinct clustering of 

connector hubs versus provincial hubs can be observed. On cartography plots with 

leverage plotted on the 3
rd

 axis, connector hubs were found at less extreme values of 

leverage (lconnector = 0.2318 +/- 0.1228) than provincial hubs (lprovincial = 0.3479 +/- 

0.0688) for all subjects. In the cases of degree, betweenness, and eigenvector centrality, 

both hub types appeared to span the range of the respective centrality metric. The ability 

of the metrics to distinguish between provincial and connector nodes was evaluated using 

ROC curve analysis considering only the provincial and connector hubs. The same 

criteria for degree, betweenness, and leverage were employed as in the previous analysis. 

The AUC of ROC curves corresponding to leverage had the highest mean (0.81 +/- 0.10) 

as compared to degree (0.77 +/- 0.14), betweenness (0.59 +/- 0.16), and eigenvector 

centrality (0.58 +/- 0.13) (Figure 2.12). Similar to the previous analysis, multiple pairwise 
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t-tests with Bonferoni correction were performed to test for differences in the ability of 

leverage, degree, betweenness, and eigenvector centrality to distinguish between 

connector and provincial hubs. The analysis revealed a significant difference between 

leverage and eigenvector centrality (p = 0.021), while the difference between degree and 

eigenvector centrality was only marginally significant (p = 0.06). The differences in AUC 

were not significant between leverage and degree (p >0.999), leverage and betweenness 

(p = 0.10), degree and betweenness (p = 0.30), or betweenness and eigenvector centrality 

(p >0.999).   

  



 

FIGURE 2. 9 Extension of functional cartogr

(A) Functional cartography plot of brain network from subject 5. Within module degree 

probability pki is shown versus 

provincial (yellow) or connector (pink) based on thresholds defined in the t

functional cartography plot has been extended to include leverage (B), degree (C), 

betweenness (D), and eigenvector centrality (E) of the same network. 
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Extension of functional cartography. 

(A) Functional cartography plot of brain network from subject 5. Within module degree 

is shown versus participation coefficient pci. Hubs are delineated as 

provincial (yellow) or connector (pink) based on thresholds defined in the t

functional cartography plot has been extended to include leverage (B), degree (C), 

betweenness (D), and eigenvector centrality (E) of the same network.  

 

 

(A) Functional cartography plot of brain network from subject 5. Within module degree 

. Hubs are delineated as 

provincial (yellow) or connector (pink) based on thresholds defined in the text. The 

functional cartography plot has been extended to include leverage (B), degree (C), 
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FIGURE 2. 10 Receiver Operating Characteristic curves for a representative 

subject. 

 

ROC curves reflect the higher accuracy of hub detection using leverage, degree, 

betweenness, or eigenvector centrality. In this case the representative subject (subject 10) 

had AUCs closest to the mean. Results are typical of all but one subject, where degree 

was found to be the most accurate method.  

 

 

  



 

FIGURE 2. 11 AUCs for ROC curves for identifying hubs in all subjects.

AUC values demonstrate the accuracy of detecting hubs using leverage, degree, 

betweenness, or eigenvector centrality. Trend (average 

highest average AUC is for leverage centrality ROC curves. Asterisks indicate statistical 

significance (p < 0.05). 

 

FIGURE 2. 12 AUCs for ROC curves f

AUC values compare the accuracy of distinguishing between provincial and connector 

hubs using leverage, degree, betweenness, or eigenvector centrality. Trend (average 

diamonds) shows highest AUC is for leverage cent

statistical significance (p < 0.05).
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AUCs for ROC curves for identifying hubs in all subjects.

 

AUC values demonstrate the accuracy of detecting hubs using leverage, degree, 

eenness, or eigenvector centrality. Trend (average - diamonds) shows that the 

highest average AUC is for leverage centrality ROC curves. Asterisks indicate statistical 

AUCs for ROC curves for classifying hubs in all subjects.

 

AUC values compare the accuracy of distinguishing between provincial and connector 

hubs using leverage, degree, betweenness, or eigenvector centrality. Trend (average 

diamonds) shows highest AUC is for leverage centrality ROC curves. Asterisk indicates 

statistical significance (p < 0.05). 
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2.4 Discussion 

In this work leverage has been introduced as a new metric of network centrality to 

evaluate the role of individual nodes in brain networks. Leverage is unique from existing 

centrality methods in that it does not assume serial transportation of information, but 

rather allows for parallel processing such as that occurring in the brain. Leverage 

accounts not only for the degree of a given node, but also for the degree of its neighbors, 

thereby capturing local assortative or disassortative behavior. This has important 

implications for information transfer and the influence one brain region may have over 

another. Individual brain cells accumulate information from all active synapses and 

integrate this information over space and time, and if the total signal surpasses a set 

threshold the neuron will fire. Since any given input to a neuron is combined with all 

other active inputs, its influence is dependent on the number of other active connections. 

A neuron (X) that synapses with many other neurons that each only has a few inputs will 

be highly influential over that population of cells. In other words neuron X will have high 

leverage. On the other hand, if a different neuron (Y) synapses with many neurons that all 

have many inputs, neuron Y will not be very influential; neuron Y is a low leverage 

neuron. Of course it is important to note that this discussion is on the level of the neuron 

but the data presented here was from networks generated at the level of the voxel – many 

orders of magnitude larger than the neuron. While it can be argued that behavior at the 

neuronal level may propagate to the voxel level, the most appropriate scale has been 

difficult to ascertain (Wang et al. 2009; Zalesky et al. 2010). 

Development of new measures of centrality must consider the computational 

burden of the metric. Some measures can have computational costs that are too high to be 
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useful for large networks. Importantly, the computation for leverage is inexpensive in 

terms of CPU load. As an example, it took 9.6 seconds to compute the leverage centrality 

for a network with N = 14,323 nodes and average degree k = 27 on a RedHat Linux 

workstation with a 3.0 GHz Intel Core2 Quad processor with 8.0 GB RAM using 

MATLAB R2008b (MathWorks, Natick, MA). This is compared to the 227.7 seconds 

required to perform the betweenness calculation and 11.8 minutes to perform the 

eigenvector centrality calculation on the same network. Since leverage is of О(N) (i.e. 

scales linearly with network size), increasing the network size has little effect on the 

computational load. Betweenness and eigenvector centrality, on the other hand, are both 

far more computationally expensive, resulting in sizeable increases in computation time 

as the network size increases.  

We have examined the relationships between leverage centrality and three other 

well-characterized centrality metrics. Although all centrality metrics were positively 

correlated, leverage and eigenvector both provided additional information not evident 

from degree or betweenness alone. This was particularly true when examining networks 

against synthetic random networks with identical degree distributions. 3-dimensional 

plots of leverage, degree, and betweenness have revealed the separation of network nodes 

into two easily recognizable groups divided by synthetic network data. This separation 

arises as a result of the assortative nature of brain networks. In assortative networks, high 

degree nodes preferentially connect to other high degree nodes, and likewise low degree 

nodes tend to connect to other low degree nodes. Since leverage is designed to capture 

the similarity or dissimilarity in degree between a node and its neighbors, examining 

leverage made this assortative behavior apparent.   
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Upon examining the spatial distribution throughout the brain of high and low 

leverage nodes relative to the random networks, it was shown that nodes falling above the 

synthetic network (having higher leverage than expected for a node with comparable 

degree in a random network) were interspersed throughout the brain. However, those 

nodes below the synthetic network were concentrated in the region of the posterior 

cingulate and precuneus, a location known to be a core of the brain network (Hagmann et 

al. 2008). It is interesting to note here that a region considered to be a hub of the brain 

network in terms of anatomical structure, and one which is a hub in terms of its degree, is 

not necessarily a hub when considering leverage centrality.  Leverage centrality identifies 

those regions that are not necessarily the most connected ones, but the must influential 

over immediate neighbors. The posterior cingulate and precuneus regions do not have 

leverage over the other high degree regions to which they are connected.  

A deeper examination of the relationship between leverage and eigenvector 

centrality allowed for the distinction of two subgroups of data comprising the group of 

nodes having lower leverage centrality. One subgroup, concentrated at higher values of 

eigenvector centrality, had slightly lower leverage centrality. On the other hand, the other 

subgroup, concentrated at lower values of eigenvector centrality, had slightly higher 

leverage.  

Functional cartography was extended to include leverage, degree, betweenness, or 

eigenvector centrality information as the 3
rd

 axis. The roles of hubs were identified as 

provincial or connector based on participation coefficients and within module degree 

probabilities. Leverage was tested for its ability to both classify nodes as hubs or non-

hubs and distinguish between connector and provincial hubs using ROC analyses. 
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Leverage proved to be statistically significantly more accurate at detecting hubs versus 

non-hubs than betweenness or eigenvector centrality, and performed as well as degree in 

the same task. Leverage also showed promising results in distinguishing between 

connector and provincial hubs particularly compared to eigenvector centrality. However, 

the sample size N = 10 subjects used in this study did not provide sufficient evidence to 

achieve statistical significance in other comparisons. These functional cartography results 

have shown that high leverage nodes tend to be hubs, and furthermore, the highest 

leverage nodes tend to be provincial hubs, possibly holding together the modular 

structure of brain networks. Leverage has therefore been demonstrated to be a viable tool 

for the identification of hubs in brain networks. 

A limitation intrinsic to the study of brain networks is the uniqueness of each 

subject’s functional network. Although preprocessing of the original fMRI time series 

data attempts to transform the imaging data into a common space across subjects, 

formation of the brain connectivity network is likely influenced by subject variability. 

For example, node locations may not perfectly overlap across subjects, and connections 

defined by correlation coefficients may vary across subjects. Such subtle discrepancies 

likely result in a network structure that is similar in overall structure (Hagmann et al. 

2008; van den Heuvel et al. 2008; Hayasaka and Laurienti 2010) but with large local 

inter-subject variability. Thus, appropriately characterizing properties of centrality 

metrics in a group can be challenging. Although averaging of the correlation matrices 

(Achard et al. 2006) or of centrality metrics across subjects (Achard et al. 2006; van den 

Heuvel et al. 2008) has been considered previously, in our laboratory we have observed a 

smoothing effect that results in drastic changes in the degree distribution and in 
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modularity (results to be reported elsewhere). As an alternative to averaging, the Jaccard 

index was used to determine the most representative subject, as the Jaccard index is 

capable of handling networks of varying sizes. Analyses performed on all other subjects 

as well as group analyses support the findings in that subject. Processing code for the 

Jaccard index has been made readily available (Ruan 2008) and is explained in detail in 

supplementary material (Ruan and Zhang 2007) from a previous article (Ruan and Zhang 

2008). However, an analysis method that can capture the overall characteristics of the 

brain network from a group of subjects is desired in the future. 

An additional limitation arises from the alternate hub classification scheme using 

pc-pk space, which does not assume a normal distribution as in the p-z space 

classification method. The disadvantage of pc-pk space is that there is a bias towards 

detecting hubs even where none exist. Take as an example a module consisting of just 10 

nodes, where the average degree is 4. If there is only a single node with a degree of 5 it 

will have a low p-value (p = 0.01), and pass the criteria for classification as a hub, even 

though its degree is not such that we would qualitatively classify it as a hub. For large 

enough modules, given a within-module degree distribution following an exponentially 

truncated or scale-free power law, such a situation is unlikely to occur. However, in 

smaller modules this is certainly plausible. In such cases, the advantage of the p-z space 

classification scheme is that it takes into account whether a node is a sufficient number of 

standard deviations from the mean.  

Leverage was investigated here in the undirected graphs produced by fMRI data. 

However, an extension of leverage could easily be applied to directed graphs by 

computing in-leverage and out-leverage using in-degree and out-degree. Leverage 
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centrality may then be applied to such directed networks as the C. elegans neural network 

(White et al. 1986; Watts and Strogatz 1998; Newman 2002; Newman 2003), marine 

(Huxham et al. 1996; Newman 2002; Newman 2003) or freshwater food webs (Martinez 

1991; Newman 2002; Newman 2003), the world wide web (Albert et al. 1999; Newman 

2002; Newman 2003), and a multitude of other networks across various disciplines. In 

such networks, high out-degree nodes may actually have very low out-leverage and, 

therefore, may not be highly influential over the local behavior of the network. 

Alternatively, low out-degree nodes may have high-out leverage and be very influential 

over local network behavior. Detection of high in-leverage and out-leverage nodes may 

allow identification of components of these networks which are highly important to 

network structure and stability. For example, high in-leverage nodes in the World Wide 

Web may be information hubs, sources of information utilized by many locations 

throughout the network. High out-leverage species in food web networks likely provide 

nutrition for a large component of the food web, and extinction of these species would 

significantly undermine the stability of the ecosystem. In such networks as these, 

leverage could potentially give insight into appropriate preventative measures to protect 

against network collapse.  

In addition to directed networks, leverage may be applied to weighted graphs. In 

this work, unweighted networks were produced by thresholding the correlation matrix 

such that the relationship between the number of nodes and number of edges in each 

network was preserved across subjects. Alternatively, a threshold may be applied across 

the correlation matrix in order to eliminate spurius connections suggested by low 

correlations resulting in links that are unlikely to occur in the true network. These low 
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correlations would be replaced by zeros in the adjacency matrix, but sufficiently high 

correlations would be preserved in order to create the weighted network. Using the 

weighted equivalent of degree, a weighted counterpart to leverage centrality can then be 

calculated at each node.  

A further possible extension of leverage is to consider the influence of indirect 

neighbors. In this study, the degrees of 1-hop neighbors were considered in the 

formulation of leverage centrality. However, the inclusion and appropriate weighting of 

2-, 3-, or n-hop neighbors in the leverage formulation would enable consideration of 

input signal from further upstream, as well as the propagation of signal further 

downstream in the network. Such an extension would provide further insight into the 

interdependence of nodes and may indeed be a more accurate model of a system such as 

the brain.  
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Supporting Information 2.1 

 Reproducibility of QCUT Algorithm 

Modularity analyses necessarily use optimization algorithms to estimate 

community structure because it is thought to be an NP hard problem (Newman and 

Girvan 2004). The QCUT method used here (Ruan and Zhang 2008) is a top-down 

method that breaks the network from a complete graph into individual nodes resulting in 

a hierarchical structure. This method does not require a prior definition of the number of 

modules to be identified.  QCUT is a spectral graph partitioning method that finds the 

second smallest eigenvector to identify the optimal division splitting the network into 2 

or 3 parts. The method then optimizes the divisions by moving individual nodes and/or 

merging subdivisions. Each step is evaluated by calculating modularity (Q) to determine 

if the change is optimal. The resultant divisions are then recursively split into smaller 

subdivisions with optimization. The algorithm continues until Q can no longer be 

increased. The community structure that generates the highest Q is selected as the optimal 

structure. In the event that any particular subdivisions produce the same Q value, the 

division is randomly selected. Due to the optimization process and the potential need to 

randomly select a division, the community structure generated is different each time the 

algorithm is run. However, because the method starts with the full network, the first 

break will always be the same, that is the second smallest eigenvector is the same every 

time you start from the whole graph (unless there are multiple possible breaks that yield 

the same Q). The small changes that result from optimization are more susceptible to 

variability across realizations of the algorithm. Nevertheless, the major subdivisions will 

typically be fairly robust. Bottom-up methods start with all nodes isolated and begin 

adding edges to generate modular structure. The bottom-up methods can be sensitive to 
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the random starting seed and can generate varied results based on initial conditions. This 

level of variability stems from the fact that one must start inserting edges between nodes 

at some point and the random selection of one edge can ultimately result in a different 

modular structure than an initial starting condition with another edge.  

Using a single brain network we performed the QCUT modularity analysis 15 

different times. This yielded 15 different modular structures each with a uniquely 

associated modularity value (Table 2.3). These data demonstrate that the number of 

modules identified ranged from 9-10 and that the Q ranged from 0.6719-0.6725. In fact, 9 

of the 15 runs yielded the exact same Q. The modular structure from each run of the 

algorithm was then compared the modular structure of each other run using the Jaccard 

index. The Jaccard index matrix shown in Figure 2.13 demonstrated a very high level of 

agreement between the modular organizations across runs, with the mean Jaccard being 

0.931. Even the worst agreement between any runs (7 and 13) yielded a Jaccard of 

0.8603. 
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TABLE 2. 3 Summary of results from multiple realizations of QCUT run on a single 

complex brain network. 

 

Run Q # of modules Mean Jaccard 

1 0.6725 10 0.94451 

2 0.6723 10 0.94451 

3 0.6725 10 0.94513 

4 0.6719 10 0.89697 

5 0.6725 10 0.94546 

6 0.6725 9 0.9025 

7 0.6724 9 0.89673 

8 0.6725 10 0.94513 

9 0.6723 12 0.92579 

10 0.6725 10 0.94562 

11 0.6722 10 0.9302 

12 0.6725 10 0.94595 

13 0.6725 10 0.94124 

14 0.6723 9 0.93092 

15 0.6725 10 0.94183 

 

  



 

FIGURE 2. 13 Jaccard index matrix comparing modularity results from 15 

different QCUT runs. 

Note that runs 4, 6, and 7 have the lowest overall Jaccard index. The remaining runs have 

average Jaccard indices greater than 0.92. The diagonal is arbitrarily set to zero.

69 

index matrix comparing modularity results from 15 

 

s 4, 6, and 7 have the lowest overall Jaccard index. The remaining runs have 

average Jaccard indices greater than 0.92. The diagonal is arbitrarily set to zero.

index matrix comparing modularity results from 15 

s 4, 6, and 7 have the lowest overall Jaccard index. The remaining runs have 

average Jaccard indices greater than 0.92. The diagonal is arbitrarily set to zero. 



70 

 

Consistency of scatter plot spatial patterns  

 Upon examining leverage, degree, and betweenness centrality on three-

dimensional scatter plots, it became evident that there existed a particular group of nodes 

having lower leverage than would be expected based on a randomly connected graph. 

Similarly, a group of nodes having higher leverage emerged. Since leverage reflects local 

assortativeness of the network, local assortative and disassortative behavior resulted in 

this split of nodes having higher or lower leverage when compared to the synthetic 

network. Furthermore, when examining degree, leverage, and eigenvector centrality it 

became evident that those nodes with lower leverage than expected based on the 

synthetic network could be further subdivided. For the subject shown in the main text, 

two subgroups emerged from the lower leverage group, and the spatial patterns shown for 

this subject were qualitatively consistent with those seen in other subjects, and in some 

subjects a third subgroup was present. Three-dimensional plots for all subjects are shown 

in Figure 2.14. 

 

  



 

FIGURE 2. 14 Three-dimensional scatter plots of degree, leverage, and eigenvector 

centrality. 

In all subjects, several groupings of nodes emerge. 
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Abstract 

 In recent years, the field of network science has enabled researchers to represent 

the highly complex interactions in the brain in an approachable yet quantitative manner. 

One exciting finding since the advent of brain network research was that the brain 

network can withstand extensive damage, even to highly connected regions. However, 

these highly connected nodes may not be the most critical regions of the brain network, 

and it is unclear how the network dynamics are impacted by removal of these key nodes. 

This work seeks to further investigate the resilience of the human functional brain 

network. Network attack experiments were conducted on voxel-wise functional brain 

networks and region-of-interest (ROI) networks of 5 healthy volunteers. Networks were 

attacked at key nodes using several criteria for assessing node importance, and the impact 

on network structure and dynamics was evaluated. The findings presented here echo 

previous findings that the functional human brain network is highly resilient to targeted 

attacks, both in terms of network structure and dynamics. 
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Author Summary 

 Why can the brain endure numerous micro-strokes with seemingly no detrimental 

impact, until one cataclysmal stroke hinders the ability to perform essential functions 

such as speech and mobility? Perhaps various small regions or foci of the brain are highly 

important to information transfer, and the loss of such highly central foci would be 

severely injurious to brain function. Identification of such foci, via modeling of the 

functional brain using network theory, could lead to important advances with regard to 

brain disease and stroke. In this work, we utilized functional brain networks constructed 

from human volunteers to study how removing particular regions of the brain impacts 

brain network structure and information transfer properties. We sought to determine 

whether a particular measure of region importance may be able to identify highly critical 

regions, and whether targeting highly critical regions would have a more detrimental 

impact than removing regions at random. We found that, while in general targeted 

removal has a larger impact on network structure and dynamics, the human brain network 

is comparatively resilient against both targeted and random removal. 
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3.1 Introduction 

Complex systems may be represented as networks by modeling the system 

components as nodes and the interactions between components as links, and graph theory 

methods and dynamical simulations may then be applied to these networks in order to 

understand their structure and dynamics. The human brain is an example of such a system 

that can be described as a network. The functional relationships between brain regions, 

typically measured using imaging techniques such as functional magnetic resonance 

imaging (fMRI), can be described as a brain network; in particular, nodes represent 

various brain regions and edges represent strong coherence among the nodes. For a 

review of the construction and analysis of functional brain networks, we refer the reader 

to (Bullmore and Sporns 2009) and (Rubinov and Sporns 2010).  

An exciting finding since the advent of brain network research was that the 

functional brain network can withstand extensive damage, even to highly connected 

regions (Achard et al. 2006). In this prior work, regions of the brain network were 

systematically attacked based on their degree, the number of links to which each region 

was functionally connected. Regions having the highest degree were eliminated and the 

associated changes on network topology were evaluated. Then the next highest degree 

nodes were identified and eliminated and the changes in the network topology were 

recorded. This process was repeated until all nodes of the network had been removed. 

This type of systematic removal is referred to as targeted attack, where the most critical 

hubs are targeted for removal. Additionally, the effect of random failure was studied by 

selecting nodes for removal with uniform probability.  
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Achard et al. compared the resilience of brain networks to that of two null models, 

random networks and scale-free networks, since the level of robustness of these networks 

had been studied previously (Albert et al. 2000). Random networks, where the majority 

of nodes have a similar number of connections (or degrees), proved to be highly resilient 

to both targeted attack and random failure. Scale-free networks, on the other hand, 

fragmented rapidly. This may be because a scale-free network is highly vulnerable at a 

very small number of high-degree nodes, or mega-hubs, which mediate connections 

among low degree nodes constituting the majority of the network (Albert et al. 2000). 

Functional brain networks, while not as resilient as random networks, were shown to be 

far more robust than scale-free networks. It is well known that brain networks have 

characteristics of small-world architecture, that is a combination of high clustering for 

local specialization and low path length to enable distributed processing (Sporns et al. 

2002; Eguiluz et al. 2005; Salvador et al. 2005). Achard et al. proposed that the resilience 

of the brain network was due to this small-world architecture. Furthermore, Achard et al. 

observed that the functional brain network degree distribution followed an exponentially 

truncated power law, meaning that there are fewer mega-hubs and a greater number of 

mid-degree nodes than would be expected in a scale-free distribution. This exponentially 

truncated power law distribution also likely contributed to the resilience against targeted 

attacks of hubs.  

However, it is possible that the highest degree nodes are not the most critical 

nodes of the brain network (Joyce et al. 2010). There are many measures of node 

importance, or centrality. Each centrality metric has a different consideration for the 

topological properties that make a node central, and therefore different centrality metrics 
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may be more appropriate for different networks and their specific information flow 

processes (Borgatti 2005). Furthermore, it is unclear how the removal of these nodes may 

impact network dynamics in addition to topology.  

Alstott et al. have taken significant strides towards studying how failure of nodes 

in the brain network may impact network dynamics (Alstott et al. 2009). Their study 

involved simulating neural dynamics on structural brain networks constructed from 

diffusion spectrum imaging data. These simulated neural dynamics were used to create 

functional connectivity networks. Network nodes were eliminated based on degree, 

strength (weighted degree), and betweenness centrality to study the effect on topology. 

The impact was evaluated by calculating changes in global efficiency and the size of the 

largest connected component. In dynamical simulations, lesions were simulated by 

targeting groups of nodes centered on anatomical locations. The impact of a particular 

lesion was evaluated by simulating neural dynamics on the lesioned networks, and noting 

changes in the resulting functional networks. They found that betweenness centrality had 

a considerable impact on network topology, and that the effect on network dynamics is 

highly dependent on the anatomical location of the lesion. 

Another study evaluated the effect of brain lesions due to stroke, traumatic brain 

injury, and brain tumors on functional brain network structure (Gratton et al. 2012). 

Specifically, Gratton et al. were concerned with the impact of lesions on brain network 

community structure, the topological property where network nodes tend to associate into 

well connected groups. Images from healthy participants and patients with lesions were 

used to create networks with approximately 90 nodes, in which corresponding nodes in 

each population were mapped to the same anatomical space. Each network was 
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partitioned into modules (communities) using Newman’s modularity (Newman and 

Girvan 2004). Each node was evaluated for its within-module degree, or the number of 

links connecting nodes in the same module, as well as its participation coefficient, a 

summary metric of how diversely the node is connected to multiple modules. Gratton et 

al. discovered that the networks of lesioned patients had lower modularity scores when 

the lesions were in areas that exhibited higher participation coefficients in normal 

subjects. There was no statistical relationship between the within-module degree of 

lesioned nodes and the effect on modularity. They concluded that damage to brain 

regions linking multiple modules leads to a reorganization of the network that is 

detrimental to the entire network topology. 

A large body of previous work on dynamics in complex networks has been 

focused on artificial networks. Watts studied global cascades in random networks due to 

small perturbations in the signals embedded in the network (Watts 2002). In these 

networks, each node has a state (either 1 or 0), and it may choose to change its state based 

on the states of its neighboring nodes according to a threshold rule. A cascade occurs 

when a few nodes switch states, causing a large scale propagation of state-switching 

throughout a large portion of the network. Watts found that as the distribution of 

threshold values for state-switching was made to be more heterogenous, the system 

became more prone to producing large cascades. In a similar experiment studying 

cascades in coupled map lattices, Wang and Xu noted that the size of the cascade is 

highly dependent on the network structure (Wang and Xu 2004). They showed that 

coupled map lattices with small-world architecture or scale-free degree distributions are 

much more likely to exhibit large cascades due to local shocks than globally coupled 
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(fully connected) lattices. Rubinov et al. designed a neurobiologically relevant dynamic 

model consisting of a computerized network of spiking neurons (Rubinov et al. 2011). 

They investigated the topological factors necessary for the emergence of self-organized 

criticality, marked by system dynamics that are self-similar on multiple spatial and 

temporal scales. They found that the presence of community structure (groups of nodes 

that are tightly interconnected), low wiring cost (an estimation of the average distance 

each wire traverses across the network), and synaptic plasticity were all necessary 

components for producing self-organized criticality. Tanaka et al. studied targeted attack 

on networks of coupled oscillators (Tanaka et al. 2012). They discovered that the removal 

of low degree nodes has a large effect on the dynamics of these networks while the 

removal of high degree nodes does not. They speculate that this is due to the fact that low 

degree nodes do not interact with a large number of other nodes and therefore have the 

ability to sustain high levels of activity. As such, the removal of low degree nodes has the 

potential to alter the overall activity in the system to a great extent.  

Despite all of the important work on the topological resilience of functional brain 

networks to targeted attack, and impact on the dynamics of artificial networks, it is still 

not clear how targeted attacks impact the dynamics in functional brain networks. In this 

work, we sought to expand our understanding of the resilience of the human functional 

brain network, both in terms of topology and dynamics. We conducted targeted attack 

experiments on voxel-based functional brain networks and region-of-interest (ROI) 

networks of 5 healthy volunteers. Networks were selectively attacked using several node 

centrality metrics to determine which centrality metric best identifies critical nodes. We 
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measured the resulting impact on network topology using three criteria, and utilized two 

frameworks for assessing the dynamical impact.   

 

3.2 Materials and Methods 

All experiments were conducted in accordance with the ethical standards of the 

Wake Forest University institutional review board and with the Helsinki Declaration of 

1975. Functional brain networks of 5 healthy volunteers were constructed according to 

(Joyce et al. 2010). For each subject, 120 fMRI full-brain volumes were acquired over 

approximately 5 minutes. Images were corrected for motion, normalized to the MNI 

(Montreal Neurological Institute) space, and re-sliced to 4x4x5 mm voxel size using 

SPM99 (Wellcome Trust Centre for Neuroimaging, Longdon, UK). From these volumes, 

one time series was extracted for each of the 15,996 voxels encompassing all of the gray 

matter of the cerebrum. Images were corrected for physiological noise by band-pass 

filtering to eliminate signal outside of the range of 0.009-0.08 Hz (Fox et al. 2005; 

Heuvel et al. 2008), and mean time courses from the entire brain, the deep white matter, 

and the ventricles were regressed from the filtered time series. In the past, the practice of 

global mean regression has been under scrutiny due to the propensity to produce artificial 

deactivations, particularly in the white matter and cerebrospinal fluid (CSF) (Greicius and 

Menon 2004). It is important to note, however, that failure to regress the mean signal will 

prevent detection of true deactivations that are known to occur in the brain. Additionally, 

the regions that are highly sensitive to these artifacts (white matter and CSF) are not 

considered in the present work. A full discussion on this topic can be found in (Laurienti 

2004). 
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The time series in each voxel was correlated with every other voxel using the 

Pearson’s correlation coefficient. These correlation values were then represented in a 

correlation matrix summarizing the functional relationships between every pair of voxels. 

A threshold was applied to the correlation matrix, above which voxel pairs were said to 

be connected. This resulted in a binary adjacency matrix where 1 indicated the presence 

of a link and 0 indicated the absence.  The threshold was defined such that the 

relationship between the number of nodes N and average number of connections between 

nodes k was consistent across subjects. Specifically, the ratio of log(N) to log(k) was the 

same across subjects (Hayasaka and Laurienti 2010). This threshold resulted in a link 

density of approximately 0.0015, where density is the ratio of the number of links present 

in the network to the number of possible links. This density is consistent with the size-

density relationship of many self-organized networks described in (Laurienti et al. 2011). 

Moreover, links defined by this threshold represented correlations that are approximately 

3 standard deviations above the mean. Figure 3.1 depicts the process of generating the 

functional brain networks. 

Each functional brain network was selectively attacked at the nodes with the 

highest centrality. In particular, the top 5% highest centrality nodes were removed from 

the network, along with any links directly connected to those regions. After the removal 

of the nodes, the respective centrality measure was recalculated and another set of top 5% 

nodes were identified. This process was repeated until all nodes in the network were 

removed. Four centrality metrics were utilized, namely, degree centrality, leverage 

centrality, eigenvector centrality, and betweenness centrality. Degree centrality defines 

highly central nodes to be those having a high number of links connected to that node.  
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Leverage centrality relates the degree of a node to that of its immediate neighbors. In 

particular, nodes with higher degrees than their neighbors are considered highly central to 

their local neighborhood (Joyce et al. 2010). Eigenvector centrality evaluates centrality 

based on the centrality of immediately connected neighbors, and therefore a node 

connected to nodes with high degree is highly central by association (Bonacich 1972). 

Betweenness centrality defines the importance of a node by the number of shortest paths 

between pairs of nodes on which the node lies. In this way, high betweenness nodes 

facilitate the exchange of information along the most efficient trajectories (Freeman 

1979). Formulations for these metrics are provided in (Joyce et al. 2010). In addition to 

targeted attacks, we also conducted random attacks by iteratively removing 5% of nodes 

randomly at each step. 

After attacking the networks, changes in the network structure were evaluated by 

assessing three network characteristics: local efficiency (Eloc), global efficiency (Eglob), 

and the size of the giant component (S). Local and global efficiency are used to infer the 

efficacy of information exchange through a network by studying its topology (Latora and 

Marchiori 2001). Local efficiency quantifies the extent to which nodes communicate with 

immediate neighbors and can be thought of as an indication of regional specificity. 

Global efficiency quantifies the extent to which nodes communicate with distant nodes, 

and indicates the efficacy of information exchange throughout the entire network. As 

nodes are removed, the network may fragment into isolated subgraphs. The size of the 

giant component is defined to be the largest connected subgraph, and may be used to 

indicate the extent of fragmentation.  
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FIGURE 3. 1 Generating a functional brain network. 

 

 

 

Functional magnetic resonance imaging (fMRI) data are collected from a subject, 

yielding a time series for each gray matter voxel in the cerebrum. The correlation values 

between each voxel are calculated to produce a correlation matrix. A threshold is applied 

to the correlation matrix to create an adjacency matrix, where all values surviving the 

threshold are set to 1. This adjacency matrix defines the links present in the functional 

brain network. 
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The impact on dynamics was evaluated using two models. The first is an 

equation-based spreading activation model described in (Shrager et al. 1987). This model 

injects signal into a network, and allows the signal to spread through links and decay 

according to model parameters. The equation governing the spread of activation is given 

in Equation 3.1 below.  

St = Et + (1-γ) St-1 + αR St-1       (3.1) 

If N is the number of nodes in the network, St is an N x 1 vector describing the 

signal at time t, Et is an N x 1 vector containing the external signal injected at time t, γ is 

the relaxation rate of the signal (0 ≤ γ ≤ 1), α is the relative amount of activity that flows 

from a node to its neighbors per unit time (α > 0), and R is the N x N connectivity matrix. 

R was constructed by eliminating all negative connections in the correlation matrix, 

setting the diagonal of the matrix to 0, and normalizing the matrix such that each column 

sums to 1. Therefore R contained only weighted (normalized) positive connections from 

the original correlation matrix. External signal, E, was only present at time t=0, where the 

50 seed nodes were set to 1, and all other nodes were 0. The seed nodes for the external 

signal were randomly selected from the population of nodes that were not deleted. The 

equation was iterated for 100 time steps. This spreading activation model was tested on 

the original network and the networks with nodes removed, where 5% through 80% of 

the nodes were removed in increments of 5%. By examining the total activation in the 

system over the course of the simulation, we evaluated the impact of removal of highly 

central nodes on the ability of information to spread through the network. Here, total 

activation is defined to be the sum of activity values across all nodes in the network at a 

given time during the simulation. This procedure was performed on 5 subjects.  
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Additionally, the impact of targeting low degree nodes was examined in a single subject 

in order to further investigate the findings in (Tanaka et al. 2012), where the targeted 

removal of low degree nodes had a greater impact on the dynamics of a network 

containing coupled oscillators than high degree nodes. For this experiment, we removed 

nodes that were the top 5% through 30% highest centrality nodes as well as the 5% 

through 30% lowest centrality nodes, in increments of 5%. Seed nodes were again 

randomly selected from the pool of remaining nodes in the networks.  

Varying the ratio α/γ results in a phase change in the spreading activation model. 

When α/γ is small, the total activation in the system decays to zero over time (referred to 

as Phase I), but as α/γ  increases, the system enters a regime where the activation builds 

exponentially in a small component of the system, referred to as Phase II (Shrager et al. 

1987). We chose α = 1 and tuned gamma until the original networks exhibited Phase II 

behavior, resulting in α/γ = 0.96.  

Changes in dynamics were also evaluated by embedding a coarser form of each 

network into an agent-based model called the agent-based brain-inspired model (ABBM) 

described in (Joyce et al. 2012). An agent-based model is a collection of agents that 

interact with one another by following simple rules. The rules used here were inspired by 

the work of Stephen Wolfram (Wolfram 2002), who has been a major contributor to the 

study of cellular automata. In this case, agents are represented by the nodes of the 

functional brain network, and links in the network represent communication pathways 

between agents. Each agent possesses a state, which can be either on or off, and may 

update its state based on the states of all connected neighbors by following one of 

Wolfram’s Rules. Due to the computational demand of this model, these networks were 
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constructed by parcellating the brain volume of each subject into 90 anatomical regions 

using the AAL (automated anatomic labeling) atlas (Tzourio-Mazoyer et al. 2002). The 

time series of all voxels belonging to a particular ROI were averaged in order to create 90 

ROI time series. These time series were cross-correlated to construct a 90 x 90 ROI 

correlation matrix containing positive and negative connection weights. A threshold was 

applied to these networks to preserve only strong positive or negative connections while 

preventing fragmentation. Therefore, positive and negative weighted links were present 

in the ROI networks. The process of creating the ROI networks and the mechanisms 

underlying the ABBM are described in full in a prior publication (Joyce et al. 2012).  

These ROI networks were selectively attacked by removing 10% of the nodes (9 

regions) with the highest centrality, at random, or with the lowest centrality. Slight 

modifications to the centrality metrics were necessary in order to calculate these metrics 

in the weighted, signed correlation matrix. Degree was calculated as the sum of the 

absolute value of the weights of all links belonging to a node. Leverage and eigenvector 

centrality, which depend only on the degree of the node and its connected neighbors, 

were calculated using this definition of degree. The weighted form of betweenness was 

calculated on the absolute value of the correlation matrix using the MATLAB BGL 

(Boost Graph Library) package (http://dgleich.github.com/matlab-bgl/).  

The impact on dynamics was evaluated by testing the ability of the attacked 

agent-based model to solve the density classification problem, a problem originally 

utilized to evaluate whether a one-dimensional cellular automaton (CA) could  support 

computation (Mitchell et al. 1997). A CA can be thought of as belonging to a class of 

agent-based models, where agents are spatially embedded as adjacent cells. The goal of 
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the density classification problem is to find a rule that can determine whether greater than 

half of the cells in a CA are initially in the on state. If the majority of cells are on (i.e. 

density > 50%), then by the final iteration of the CA, all cells should be in the on state. 

Otherwise, all cells should be turned off. The system should be able to do this from any 

random initial configuration of node states. The key is that each node receives input from 

only a few other nodes in the network. Each node must decide based on this limited 

information whether to turn on or off in the next time step, resulting in network-wide 

cooperation without the luxury of network-wide communication. The rule and model 

parameters that must be used in order to perform this task are identified using a search 

optimization technique known as genetic algorithms.  We have demonstrated that the 

ABBM is able to perform the density classification task with a high level of accuracy 

across a range of densities, while null models with randomized connectivity are not 

successful, indicating that the topology of the brain network is amenable to computation. 

Here we wished to determine how targeted removal of high centrality nodes would 

impact performance on this task. Table 3.1 contains a summary of treatments of the 

functional brain networks used in each procedure for evaluating network structure and 

dynamics. 
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TABLE 3. 1 Summary of networks used to evaluate network topology and 

dynamics. 

 

 Topology Dynamics 

 S Eglob Eloc SA ABBM 

Number of nodes 15996 15996 15996 15996 90 

Threshold? Yes Yes Yes No Yes 

Weighting type Binary Binary Binary Weighted (+) Weighted (+, -) 

  

S: size of giant component, Eglob: global efficiency, Eloc: local efficiency, SA: spreading 

activation, ABBM: agent-based brain-inspired model. 
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3.3 Results 

3.3.1 Topological analyses 

 The quantities used to analyze the topological changes to the functional brain 

networks were the size of the giant component, global efficiency, and local efficiency. 

Each time the highest centrality nodes were identified and eliminated from the network, 

these three measures were recalculated and plotted along a curve. Figure 3.2 contains 

these curves, averaged across the networks of 5 subjects. The size of the giant 

component, S, was normalized to the size of the giant component of the original network 

(S0). As the network nodes were selectively removed, the size of the giant component 

decreased, but did not show a dramatic reduction until nearly 40% of the nodes were 

eliminated from the network, regardless of the type of centrality used to identify hubs 

(Figure 3.2). Eliminating these hubs steadily decreased the global and local efficiency of 

the network as well. When comparing the removal of nodes based on different centrality 

metrics, removing nodes with high eigenvector centrality had the least effect on the 

networks. Network metrics declined visibly less for the removal of high eigenvector 

centrality nodes compared to degree or leverage, when evaluating all three of the network 

metrics.  Targeted attack on high betweenness nodes was not highly different from degree 

or leverage, but it is notable that betweenness was also not highly different from 

eigenvector centrality when assessing local efficiency. Table 3.2, Table 3.3, and Table 

3.4 in Supporting Information 3.1 show the ranges where there was a statistically 

significant difference in the size of the giant component, global efficiency, or local 

efficiency depending on the type of attack.   
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FIGURE 3. 2 Topological changes in brain networks due to targeted attack and 

random failure. 

 

Panels depict changes in the size of the giant component (A), global efficiency (B), and 

local efficiency (C). The size of the giant component (S), was normalized to its original 

size (S0) in order to provide a consistent upper bound across subjects. All curves 

represent averages across 5 subjects, and error bars indicate standard deviations. Four 

centrality metrics were used to identify hubs: degree centrality (red), leverage centrality 

(blue), betweenness centrality (green), and eigenvector centrality (pink). Random failure 

(black) is included for comparison.  
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Targeted attack and random failure were also evaluated on a network with 

randomized connectivity. This network was generated using the method described in 

(Maslov and Sneppen 2002), where a functional brain network was rewired such that the 

degree distribution was preserved. The size of the giant component, local efficiency, and 

global efficiency underwent noticeably steeper declines after targeted attack than the 

original brain networks. Results from this experiment can be found in Supporting 

Information 3.2.  

 

3.3.2 Dynamical analyses using a spreading activation model 

 Simulations using a spreading activation model were employed to demonstrate 

changes in network dynamics after targeted attack or random failure. Figure 3.3 contains 

the results of the spreading activation model using the original (intact) network of one 

subject, as well as after attacking 20% of the highest degree centrality nodes. The activity 

within each node was computed at each time step, and during the simulation both the 

intact network and the attacked network were exhibiting Phase II activity. Recall that the 

Phase II activity pattern is characterized by a few nodes having activation that is 

exponentially increasing over time, while all other nodes in the network have activation 

that decays rapidly to zero. In the case of the original network, 9 nodes were exhibiting 

exponentially increasing activity. Panel A contains the two-dimensional color map of the 

time-series for the 9 nodes with exponentially increasing activity. The total activity in the 

network over the course of the simulation, defined to be the sum of activation across 

nodes at a given time step, is plotted in panel B. After the network was attacked, the 

number of nodes with exponential activity increased to 14, as pictured in panel C. The 
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increase in nodes with building activity caused the total activity in the network, shown in 

panel D, to increase relative to the intact network.  

 Figure 3.4 shows the total activity achieved at the end of the simulation (t=100), 

depending on the percentage of nodes removed using the four centrality metrics and for 

random failure. The original total activity is included, shown at 0% removed. These 

curves illustrate that the total activity achieved in the network increased depending on the 

extent of attack when high centrality nodes are targeted. Total activity was maximal when 

high degree and betweenness nodes were removed. Total activity actually decreased after 

random failure but removing further nodes had little effect beyond 5%.  

 All targeted attack curves in Figure 3.4 show a peak in total activity at a certain 

percentage of nodes removed. The peak in the curves corresponding to removal of high 

degree nodes occurs at 35%, and the peak corresponding to removal of high betweenness 

and eigenvector centrality nodes occurs at 40%. However, the curve corresponding to 

removal of high leverage nodes occurs much sooner, after 20% of nodes have been 

removed. According to Equation 1, the signal in a node is the sum of any external signal, 

previous activity that has not yet decayed, and new activity received from neighbors. The 

first two factors are not directly impacted by network attacks, as the seed nodes used for 

initial external signal are held constant as attacks are performed, and the decay factor is 

not dependant on the connectivity matrix. However, the changes in network connectivity 

will impact the spread of activity from neighboring nodes. Leverage centrality is 

designed to identify nodes that are connected to more nodes than their neighbors, and 

therefore control the content and quality of the information received by their neighbors. 

Therefore, leverage centrality tends to identify hubs whose directly connected neighbors  
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FIGURE 3. 3 Spreading activation in an intact brain network and after targeted 

attack. 

 

(A) The activity of the 9 nodes shown exponentially increases, while the activity in all 

other nodes has decayed to zero. (B) The total activity, defined to be the sum of 

activation across all nodes at a given time step, illustrates the exponentially increasing 

activation. This network is exhibiting Phase II behavior. (C) After removing 20% of the 

highest degree centrality nodes, there are 14 nodes exhibiting exponentially increasing 

behavior, where nodes 6 through 14 are the same as pictured in (A). (D) The total activity 

of the attacked network (dashed red line) is greater than that of the intact network (solid 

black line).  
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FIGURE 3. 4 Changes in final total activity in networks as nodes are removed. 

 

The total activity attained at the end of the simulation (t = 100 iterations) is shown, 

averaged across all nodes in the network.   
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would be negatively impacted by the loss of those hubs. As high leverage centrality 

nodes are removed, the remaining nodes that are highly dependent on high leverage 

nodes are not receiving as much signal. Therefore, leverage has the largest effect on 

hindering the spread of activation as measured via the peak in the total activation curves.  

Despite the change in total activation, full activation curves demonstrated that, in 

the majority of cases, the networks remained in Phase II after targeted attack or random 

failure (Figure 3.5). The exceptions were networks where 70 – 80% of high degree 

centrality nodes were removed. These networks exhibited Phase I behavior, in which the 

total activity in the network decayed to zero. Activation curves are shown for the original 

network and after removing 20%, 40%, 60%, and 80% of nodes. While targeted attack of 

high centrality nodes generally increased the total activity in the network (to a point), 

random failure decreased the total activity for all levels of node removal. One-sample t-

tests were performed to compare the final total activity across the 5 subjects after 

removing 20%, 40%, 60%, and 80% of the nodes. Supporting Information 3.1 contains 

the resulting statistics.  

Total activity curves after removing high centrality hubs and low centrality 

antihubs are shown in Figure 3.6 for a single subject. Recall that the seeds selected for 

this experiment were different from those used in previous experiments. Here, seed nodes 

were randomly chosen from the population of nodes not selected for removal as high 

centrality hubs or low centrality antihubs.  It was necessary that seed nodes not be 

removed throughout the simulations in order keep the initial external signal, which 

originated at seed nodes, constant. As the seed nodes for this simulation were unique 

from the ones used previously (Figures 3.3-3.5), these networks achieved higher total 
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activity values.  As hubs were attacked, the total activation increased as in the previous 

simulation. In this case, the peak and subsequent decrease in final total activity are not 

captured, as in Figure 3.4, although the leverage curve peaked at 20% of nodes removed 

in the previous experiment. The profiles of the degree, leverage, betweenness, 

eigenvector, and random curves are similar to Figure 3.4. On the other hand, as antihubs 

were attacked, the activation decreased to a slightly greater extent than random.  

Spreading activation experiments were also performed with seed nodes selected 

from the auditory cortex. However, the choice of seed nodes does not appear to change 

the observed dynamics in the spreading activation model. The results of this experiment 

can be found in Supporting Information 3.3. 
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FIGURE 3. 5  Total activity in the network after targeted attack and random failure 

in an example subject. 

 

Nodes are targeted by degree (A), leverage (B), betweenness (C), and eigenvector 

centrality (D), as well as at random (E). Curves represent networks after removing 20% 

(stars), 40% (triangles), 60% (squares), and 80% of the network (circles). The total 

activity of the original network is shown in yellow for comparison. 
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FIGURE 3. 6  Changes in total activity after targeted attack or random failure. 

 

High centrality hubs (open symbols) and low centrality antihubs (filled symbols) were 

targeted for removal to compare the impact on dynamics in an example subject. 
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3.3.3 Dynamical analyses using an agent-based model  

 In addition to the spreading activation model, simulations using an agent-based 

brain-inspired model (ABBM) were used to evaluate the impact of targeted attack and 

random failure on the ability of the ABBM to support global computation. A genetic 

algorithm was used to identify model parameters that enabled the ABBM to solve the 

density classification task using the original (intact) network (see Materials and Methods 

for details). The ABBM was then asked to solve the density classification task using the 

same parameters while operating on the networks with nodes removed. Accuracy curves 

were generated for each subject in order to evaluate the impact of targeted attack of hubs 

or antihubs and random failure on the ability of the model to solve this task. Mean 

accuracy curves, averaged across all subjects, are shown in Figure 3.7. On the left half of 

the density axis, where density < 0.5, fewer than half of the nodes were on at the first 

time step. To the right, where density > 0.5, greater than half of the nodes were initially 

on. All curves have a pronounced decrease in accuracy around density = 0.5, where the 

classification becomes more difficult. These accuracy curves show that, despite loss of 

highly central nodes, the ABBM maintains a high level of accuracy in solving the density 

classification task. This would suggest that the nodes that would be considered to be the 

most structurally integral components of the network have only marginal importance in 

information flow.  On the other hand, the impact of random failure is greater than any 

type of targeted attack, specifically in higher density ranges. An ANOVA comparing 

mean accuracy across attack types revealed that targeting low centrality antihubs resulted 

in significantly decreased accuracy when compared to targeting hubs in only a select 

number of cases. Differences were found between leverage antihubs and eigenvector 
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antihubs at density = 0.46 (mean difference 0.028, p = 0.019), leverage hubs and 

eigenvector antihubs at density = 0.53 (mean difference 0.064, p = 0.040), degree hubs 

and eigenvector antihubs at density = 0.61 (mean difference 0.046, p = 0.013), and 

leverage hubs and betweenness antihubs at density = 0.61 (mean difference = 0.058, p = 

0.019). There were no significant differences in accuracy using the intact network versus 

any of the attacked networks. 
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FIGURE 3. 7  Impact of targeted attack on accuracy of solving the density 

classification task. 

 

Each panel depicts the mean accuracy curve for each type of targeted attack, averaged 

across subjects. The mean accuracy curves were generated for the original network (A) 

and after removing 10% of the nodes based on degree centrality (B), leverage centrality 

(C), betweenness centrality (D), eigenvector centrality (E), and at random (F). In panels 

B - E, solid lines indicate results when targeting hubs, and dashed lines indicate results 

when targeting antihubs.  
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3.4 Discussion 

 We have presented a study on the topological and dynamical effects of targeted 

attack and random failure in human functional brain networks. Structural analyses 

employing local and global efficiency as well as the size of the giant component 

corroborate the findings presented in (Achard et al. 2006) in which the authors measured 

changes in the largest cluster size and the path length in functional brain networks, and 

further demonstrate that the choice of hub does not change the results appreciably. For 

any given centrality metric, nearly 40% of the nodes were removed before the size of the 

giant component qualitatively diverged from the random failure curve, which underwent 

a steady decrease as nodes were removed (although statistically significant differences 

exist much earlier). The reduction in local and global efficiency due to targeted attack 

followed curves only slightly steeper than random failure, with the effect on local 

efficiency somewhat greater than global efficiency. Global and local efficiency capture 

characteristics of the network structure that lend themselves to efficiency of information 

transfer. High local efficiency indicates topology that is conducive to local processing 

specificity, and topology with high global efficiency is amenable to long range 

information sharing. The topological characteristics that give the brain networks good 

local efficiency and reasonably high global efficiency are preserved, even when highly 

central nodes are targeted. Seemingly, whether high degree, betweenness, leverage, and 

eigenvector nodes are targeted, the result is the same: the topology of the functional brain 

network is relatively resilient to targeted attack.  

Dynamical simulations using the spreading activation model revealed similar 

findings for information spreading across functional brain networks. Although targeted 
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attack modified the total activity in the system at the end of the simulation, there was no 

phase transition in the overall behavior. The intact networks displayed Phase II activity, 

characterized by a limited number of nodes exhibiting exponentially increasing activity, 

while the activity in all other nodes decayed to zero. Random failure had very little 

impact on the total activity in the system. In contrast to random failure, the total activity 

in the network increased initially as high centrality nodes were targeted for removal, 

indicating that the signal was pooling in a number of nodes to a greater extent than before 

the attack, driven by the α parameter in the spreading activation model. Subsequently, as 

an increasing number of nodes were removed from the network, the final total activity 

decreased. Despite these quantitative changes, there was very little qualitative change in 

the system across all levels of targeted attack. It is important to note that the overall 

qualities of the system dynamics did not change.  Despite initial expectations based on 

the work by Tanaka et al. mentioned previously, targeted removal of low centrality 

antihubs, while decreasing the final total activity, did not have a greater effect than 

targeted removal of highly central hubs.  As Tanaka et al. note, low centrality nodes can 

maintain higher levels of activity because they do not spread their activity to many other 

nodes, while high centrality nodes tend to disperse activity to many other nodes. In the 

spreading activation model, when low centrality nodes are removed, less activity is 

allowed to pool, and the decaying term (γ) in the spreading activation model drives the 

behavior. On the other hand, removing high centrality nodes and their accompanying 

links decreases the dispersion of activity, and furthermore allows for increased pooling 

by simultaneously lowering the centrality of their former neighbors; therefore the total 

activity in the system increases.  
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The density classification task, rather than modeling the diffusion of information, 

tests whether a system can support computation. The agent-based brain-inspired model is 

constructed using the structure of the functional brain network. The agents in the model 

must make a collective decision (turn on or turn off) in order to solve the density 

classification task. As the network structure changes due to targeted attack or random 

failure, the information shared between nodes changes. Previously, we demonstrated that 

randomized connectivity patterns are not well suited to the density classification task, but 

that the functional brain network is. Therefore, we tested whether changes in network 

topology would impact the ability of the ABBM to make decisions.  While targeted 

attack of hubs or antihubs impacted the accuracy to some degree, the average accuracy 

over a range of densities was still high, much higher than the accuracy of null models 

with randomized connectivity shown in (Joyce et al. 2012). Random failure resulted in a 

greater decrease in accuracy than targeted attack. 

The density classification task is not a trivial problem. Each agent is supplied with 

a limited amount of local information, and must infer the state of the entire system. 

Furthermore, simply using the majority rule, where an agent chooses to take the state that 

the majority of its neighbors have taken, is not effective at solving this task (Mitchell et 

al. 1997). Rather, the system must evolve a complex, yet simple, rule that can solve this 

task over just a few time steps, and moreover can accomplish this for any initial 

configuration. Simply solving this problem alone is notable, but solving it after 10% of 

the most central hubs and their accompanying links have been removed is an even more 

impressive feat. The fact that random networks with the same degree distribution as the 

brain network cannot solve this task would indicate that the network topology that 
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enables the brain network to solve the density classification task remains intact after 

removal of central nodes. Since the global efficiency of the network remains high after 

targeted attack, one might be tempted to conclude that the efficient long range 

communication in the network lends it the ability to support computation. However, 

random networks, which cannot solve the density-classification task, are also 

characterized by high global efficiency. On the other hand, elementary cellular automata 

and other lattice-like networks with high local efficiency have been shown to be able to 

solve the density classification task with high accuracy (Mitchell et al. 1997; Joyce et al. 

2012). In these networks, nodes are clustered into well-connected groups and can share 

information readily, and therefore may be able to synchronize more easily. As high 

centrality nodes are targeted for removal from the voxel-wise functional brain networks, 

the networks maintain their high local efficiency to a much greater extent than 

randomized networks. In the agent-based model simulations, functional brain networks 

with 10% of the highest centrality nodes removed were still able to perform the density-

classification task. These two findings together suggest that functional brain networks are 

able to perform computational tasks after targeted attack because the networks maintain 

their efficient local connectivity.  

The two models we chose to employ for modeling dynamics on functional brain 

networks are the spreading activation (SA) model designed by Shrager et al. (Shrager et 

al. 1987), and an agent-based brain-inspired model (ABBM), originally introduced in a 

prior publication (Joyce et al. 2012). The SA model and the ABBM simulate the flow of 

information in two disparate ways. We chose the SA model, a type of diffusion model, 

due to its application in physiologically relevant settings over the past several decades. 
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Spreading activation has been used in artificial intelligence applications such as studying 

semantic networks, natural language processing, and information retrieval, as it was 

designed to be a model for memory associations and recall (Anderson 1983; Crestani 

1997; Katifori 2010; Fischer and Bauer 2011).  

While diffusion models are prevalent, agent-based modeling takes a somewhat 

different approach to simulating information flow. The ABBM is used to examine 

information sharing dynamics that can produce a collective behavior in the system. While 

the ABBM does not replicate the exact mechanisms of the brain, the method of agent-

based modeling is well suited to producing emergent behaviors, which is almost certainly 

necessary to produce the most complex human behaviors. In the ABBM, each agent 

collects and integrates the information received from each of its neighbors, distills the 

information to a binary signal, and makes a decision on whether to fire based on that 

signal. Although the ABBM operates on a far coarser scale, this process mirrors action 

potential generation in a neuron.  

Other widely used models include artificial neural networks, which consist of a 

set of nodes which take an input, operate on the input using mathematical functions, and 

produce an output. The networks are then trained to perform a particular task by allowing 

connections and mathematical operations to change. Neural networks are used in many 

pattern recognition applications, such as detecting seizures in EEG data (Bishop 1995; 

Ghosh-Dastidar 2009). The distinction between the ABBM and neural network 

approaches to modeling brain functions is that the ABBM uses the network architecture 

determined from human functional brain imaging data, whereas the structure of neural 

networks is often determined by a set of features and desired outputs. By using functional 
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brain network connectivity, the ABBM is generalized to solve different tasks without the 

need to re-train the network structure. 

Alternatively, some researchers model cognitive functions using physical 

microcircuits. Neural microcircuits are used in applications such as the Blue Brain 

Project (Markram 2006), where brain-like neural structures are modeled using a 

supercomputer dubbed Blue Gene. The computer consists of a network of 4,096 

interconnected integrated circuits. The enormous computational power of Blue Gene 

enables the machine to solve cognitive problems using a brute force approach (e.g. 

analyzing the result of any possible move in a game of chess).  Although the 

computational capability of Blue Gene is impressive, the advantage of using a 

combination of genetic algorithms and agent-based modeling is the elimination of the 

need to evaluate all possible outcomes, but instead search the solution space is a 

systematic way.  

The field of network science provides a multitude of measures to capture the 

characteristics of complex systems, but, paradoxically, the complexity of these systems 

makes the task of understanding their underlying mechanisms quite challenging. The 

brain is intrinsically difficult to study. The measures and simulations presented here are 

surrogates for understanding the structural and dynamic changes that can occur in the 

brain. One limitation of these simulations is that they do not account for functional 

specialization of the various brain regions, where specific brain regions are thought to 

play key roles in specific functions. Certainly, many case studies in history have shown 

that damage to certain locations in the brain have unique effects due to functional 

specialization (e.g., the famous Phineas Gage (Harlow 1848)).  
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The simulations presented here also do not account for neuroplasticity, which 

enables the brain to remap cortical functionalities in response to sustained injuries. One 

study by Rubinov et al. examined the impact of random failure and targeted attack of 

high betweenness nodes in a synthetic neuronal network with neuroplasticity. They 

showed that allowing for the addition of new nodes through synaptogenesis, even at rates 

much slower than simulated neuronal death, was able to combat the impact on global and 

local efficiency (Rubinov et al. 2009). Perhaps incorporating similar components of 

neuroplasticity into the models used in this work would enable an even greater 

demonstration of resilience.  

Despite these limitations, this work progresses our understanding of the resilience 

of the human functional brain network. Based on the topological and dynamical 

simulations presented here, we conclude that the functional human brain network is 

highly resilient to targeted attack, both in terms of network structure and dynamics.  
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Supporting Information 3.1 

Statistical analyses on effects of targeted attack and random failure 

After performing targeted attacks and random failure experiments, the size of the 

giant component, global efficiency, and local efficiency of each network were 

recalculated. The data from these experiments are shown in Figure 3.2 of the main text. 

Following these experiments, a one-way repeated measures analysis of variance 

(ANOVA) was performed in order to determine where statistically significant differences 

in the curves exist. Table 3.2, Table 3.3, and Table 3.4 below list ranges (in 5% 

increments) where statistically significant differences were detected (p < 0.05).  

 While the size of the giant component curves for degree, leverage, and 

betweenness centrality follow very close contours, significant differences were present at 

many points along the curves. The leverage centrality curve was the first to significantly 

diverge from the random failure curve.  

Global efficiency curves for all targeted attacks were significantly different from 

the random curve at every level of attack. The leverage global efficiency curve was not 

significantly different from the degree curve until 35% of hubs were removed, which is 

likely due to many high degree nodes also having high leverage. 

Similarly, local efficiency curves for all types of targeted attack were significantly 

different from the random failure curve at all levels of attack. Different types of targeted 

attack were also significantly different from each other at the majority of points along the 

curves. 
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TABLE 3. 2  Range of percent of nodes removed where there was a significant 

difference in the size of the giant component between attack types (p<0.05).  

 
 Degree Leverage Betweenness Eigenvector Random 

Degree - 5-35,45,65-95 5-10,40-45,55,65-95 5-15,35-70,80-85 35-95 

Leverage  - 10-20,30-35,65-70 5-70,90-95 5-95 

Betweenness   - 25-35,45-70,90-95 35,45-95 

Eigenvector    - 35-95 

Values in the table indicate percentage of nodes removed. 

 

TABLE 3. 3  Range of percent of nodes removed where there was a significant 

difference in global efficiency between attack types (p<0.05).  

 
 Degree Leverage Betweenness Eigenvector Random 

Degree - 35-45,65-80,90 5-25,40,50-70,80,90 5-60,75-80 5-95 

Leverage  - 5-45,60 5,15-60,75,90 5-95 

Betweenness   - 5-60,75,90 5-95 

Eigenvector    - 5-95 

 Values in the table indicate percentage of nodes removed. 

 

TABLE 3. 4 Range of percent of nodes removed where there was a significant 

difference in local efficiency between attack types (p<0.05).  

 
 Degree Leverage Betweenness Eigenvector Random 

Degree - 15-95 5-95 5-75 5-95 

Leverage  - 5-70,80-95 5-75,85-95 5-95 

Betweenness   - 5-40,55-70,85-95 5-95 

Eigenvector    - 5-95 

Values in the table indicate percentage of nodes removed. 
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Activation curves in the main text (Figure 3.5) demonstrated that, in the majority 

of cases, the networks remained in Phase II after targeted attack or random failure (the 

exceptions were networks where 70 – 80% of high degree centrality nodes were 

removed). One-sample t-statistic tests were performed to compare the final total activity 

across the 5 subjects after removing 20%, 40%, 60%, and 80% of the nodes. The mean 

total activity of the original networks was used as the null hypothesis mean. The total 

activity of the original networks was 218.6 +/- 48.9 (mean +/- standard deviation, 

arbitrary units). While the intact and targeted attack total activity curves in Figure 3.5 are 

qualitatively very similar, statistically significant differences exist at many attack levels. 

Differences due to random failure, on the other hand, were not found to be statistically 

significant. Table 3.5 contains the means and standard deviations of the final total activity 

after attacks.  

 

TABLE 3. 5 Level of statistical significance in pairwise t-statistic comparison of 

mean final total activity in the intact networks and after removing 20%, 40%, 60%, 

and 80% of nodes.  

 
 20% removed 

(mean, std) 

40% removed 

(mean, std) 

60% removed 

(mean, std) 

80% removed 

(mean, std) 

Degree 530.5, 39.9 * 611.5, 57.1 * 123.8, 71.0 * 0, 0 * 

Leverage 407.3,151.3 * 347.7, 78.2 * 229.8,114.1  184.5,110.7  

Betweenness 454.4,118.1 * 659.1,97.0 * 538.1,128.1 * 223.4,88.2  

Eigenvector 365.6, 64.2 * 498.9,84.9 * 437.9,128.5 * 414.0,140.7 * 

Random 234.4,67.0  233.5, 96.7  226.7,107.1  222.4,108.1  

 

* indicates statistical significance (p<0.05). 
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Supporting Information 3.2 

Targeted attack and random failure experiments in a network with randomized topology 

Targeted attack and random failure experiments were performed on a network 

with randomized connections. This network was generated using a method whereby a 

functional brain network is rewired such that the degree distribution is preserved. This is 

performed by selecting two links at random and swapping the nodes at which the two 

links terminate. Since the two terminating nodes each lose a single connection, but gain a 

new connection, the degree of each node does not change. Each random rewire alters two 

links, and 1000 rewires were performed, where it was possible to select any given link to 

be rewired multiple times.  

As was done for the original networks, nodes were selected for removing using 

degree, leverage, betweenness, and eigenvector centralities as well as at random. The 

network was attacked at 5% increments, until all nodes were removed. The size of the 

giant component, local efficiency, and global efficiency were measured after each attack.  

Figure 3.8 contains the resulting curves. Since random rewiring tends to introduce 

“short cut” links in the network, the initial global efficiency in this network was greater 

than the initial global efficiency in the original networks. Similarly, since random 

rewiring tends to reduce the clustered topology of brain networks, the initial local 

efficiency of the rewired network was lower than in the original networks. All three 

curves underwent noticeably steeper declines after targeted attack than the original brain 

networks, suggesting that the brain topology is more resilient to targeted attack than 

would be expected based on randomized topology. The impact of random failure on the 

randomized network is comparable to the original human brain networks.  
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FIGURE 3. 8 Changes in the size of the giant component (A), global efficiency (B), 

and local efficiency (C) due to targeted attack and random failure. 

 

When compared to the original brain networks (main text, Figure 3.2), this randomized 

network is more susceptible to targeted attack.  
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Supporting Information 3 

Spreading activation simulation with physiologically relevant seed nodes 

Here we present results from spreading activation simulations in functional brain 

networks, where seed nodes were chosen to have physiological relevance for sensory 

input. In this case, fifty seed nodes were selected from the left and right Heschl’s gyrus 

and superior temporal gyrus, as segmented by the Automated Anatomical Labeling Atlas. 

Seed nodes were selected to be 50 of the nodes in these regions which remained in the 

network when up to 60 percent of the nodes were removed. We attempted to maintain 

spatial clustering by selecting the first 50 nodes encountered from superior to inferior 

slices. Due to the restriction of choosing nodes from these four regions only, it was not 

possible to choose the same seed nodes for all subjects.  

Note that the nodes removed at each attack level are the same nodes removed in 

the simulations in the main text. The spreading and decay parameters were also held 

constant (α = 1, α/γ = 0.96), and the simulation was iterated for the same length of time 

(100 time steps). Figure 3.9 depicts the location of seed nodes in brain-space. Similar to 

the experiments in the main text, we show the total activity in the network at the final 

time step after varying percentages of nodes have been removed (Figure 3.10), as well as 

total activity curves over the course of the simulation for the original network and after 

20%, 40%, and 60% of the nodes were removed (Figure 3.11).  

Because the seed nodes used in this experiment are different from simulations in 

the main text, the initial total activity, and the total activity after attacks, is slightly 

elevated. The total activity curves using auditory cortex seed nodes in Panel A of Figure 

3.10 achieve higher peak total activity values than the curves using the original seed 

nodes in Panel B, but follow similar profiles. Additionally, the points at which each of the 
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curves corresponding to targeted attacks reach their respective maxima in the same order 

for both simulations, although these peaks occur at greater attack levels. 

The total activity curves shown in Figure 3.11 were generated using the same 

subject as the prior experiment with randomly chosen seed nodes (main text, Figure 3.5). 

Just as in the previous simulations, the total activity curves show that there is no phase 

change. A phase change may occur as more nodes are removed, as was observed after 70 

- 80 percent of high degree nodes were removed in the previous experiments.  

 In summary, the choice of seed nodes does not appear to significantly change 

dynamical observations using the spreading activation model.  
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FIGURE 3. 9 Auditory cortex seed nodes used in spreading activation simulation. 

 

A total of 50 seed nodes were selected. 
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FIGURE 3. 10 Changes in final total activity in functional brain networks after 

attacks. 

 

Panel A shows results using the randomly selected seed nodes used in the main text, and 

Panel B shows results using a selection of auditory cortex nodes as seed nodes.  
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FIGURE 3. 11 Total activity in an example network after targeted attack and 

random failure, using a selection of auditory cortex nodes as seed nodes. 

 

 

Nodes are targeted by degree (A), leverage (B), betweenness (C), and eigenvector 

centrality (D), as well as at random (E). Curves represent networks after removing 20% 

(stars), 40% (triangles), or 80% of the network (squares). The total activity of the original 

network is shown in yellow for comparison.  
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Abstract 

An agent-based model consists of a set of agents representing the components of a 

system. These agents interact with each other according to rules designed with 

knowledge of the system in mind. Although rules control the low-level interactions of 

agents, these models often exhibit emergent behavior at the system level. We apply the 

agent-based brain modeling framework to functional brain imaging data. In this model, 

agents are defined by network nodes and represent brain regions, and links representing 

functional connectivity between nodes dictate which agents interact. A link between two 

regions may be positive or negative, depending on the correlation in functional activity 

between the two regions. Agents are either active or inactive, and systematically update 

based on the activity of their immediate neighbors. Their dynamics are observed over a 

certain time period starting from predetermined initial configurations. While the 

information received by each node is limited by the number of other nodes connected to 

it, we have shown that this model is capable of producing emergent behavior dependent 

on global information transfer. Specifically, the system is capable of solving well-

described test problems, such as the density-classification and synchronization problems. 

The model is capable of producing a wide range of behaviors varying greatly in 

complexity, including oscillations with cycles ranging from a few steps to hundreds, and 

non-repeating patterns over hundreds of thousands of time steps. We believe this wide 

dynamic range may impart the potential for this system to produce a myriad of brain-like 

functional states.  
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4.1 Introduction 

A complex system is characterized by interconnected components which are 

typically quite simple, but when assembled as a whole exhibit emergent behavior that 

would not be predicted based on the behavior of each individual component alone 

(Mitchell 2009). In other words, the emergent behavior of the system is not a simple sum 

of behaviors of all the constituent components. The brain is an excellent example of a 

complex system. A complete understanding of the biochemical processes that underlie 

the behavior of an individual neuron can never produce an explanation for processes such 

as decision making and emotion. In his paper entitled More Is Different (Anderson 1972), 

P.W. Anderson makes the case that multiscale modeling approaches are necessary for 

modeling systems in the natural world. He advised against the reductionistic approach in 

which a system is condensed to its most basic constituent, studied ad infinitum at that 

level, and the resultant conclusions are applied to the system at the macroscopic level. It 

is becoming increasingly apparent that multiscale approaches will be necessary to 

understand many of the systems in our universe. In fact, in work by Gu et al. (Gu et al. 

2009), an infinite square ising model was used as formal evidence of Anderson’s 

assertion. In this work, the ising model was used to represent a cellular automaton (CA), 

a two dimensional lattice of cells that communicate with adjacent neighbors. Inputs to the 

CA were encoded as the ground state of the ising block, and the model stepped through 

time according to an update function. Many macroscopic features of the system were 

shown to be undecidable based solely on the microscopic properties. They concluded that 

a reductionistic “theory of everything” is necessary, but is unlikely to be solely sufficient 

to describe a complex system with emergent behavior. Clearly such a theory of 

everything would be inapplicable in the brain. However, by modeling the way neurons 
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interact with each other en masse, a bottom-up modeling approach may be able to 

reproduce some of the complex behaviors inherent to the brain. One such approach is 

agent based modeling.  

An agent based model (ABM) consists of a set of individuals, or agents, 

representing the components of a system. Agents are allowed to interact with each other 

according to a rule, or a set of rules, designed with knowledge of the system in mind. 

Agent based models are most valuable in systems that exhibit complex emergent 

behavior. Although rules only control the low-level interactions of agents, these models 

often exhibit emergent behavior on the level of the system. For example, the Boids 

simulation (Reynolds 1987) is one such ABM, where the agents in the simulation are 

birds, and the very simple rules they obey are cohesion (fly close to your neighbors), 

separation (not too close), and alignment (in the same direction). These simple rules will, 

over a few iterations, form a coordinated flock out of any random initial configuration of 

birds.  

The brain exhibits hierarchy in both structural (Hagmann et al. 2008; Bullmore 

and Sporns 2009) and functional (Meunier et al. 2008; Bullmore and Sporns 2009; 

Meunier et al. 2009) organization. Due to this hierarchical organization, the brain can be 

modeled at various scales ranging from the microscale level of the individual neuron to 

the macroscale level of the complete brain (Jirsa et al. 2010).  A microscale model of the 

brain including each of approximately 300 billion neurons would be difficult to 

implement and to interpret. Such a model would be just as complex as the brain, negating 

the advantage of producing a more simplified representation. On the other hand, a 

macroscale model at the whole-brain scale would include a top-down definition of the 
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system. Every behavior of the system would necessarily be individually defined. Between 

these two extremes lies a mesoscale model, wherein the brain model is composed of 

interdependent regions performing mesoscale interactions resulting in macroscale 

behaviors.  

We introduce a brain-inspired mesoscale agent-based model that we call the 

agent-based brain-inspired model (ABBM). The model is built upon a brain network 

measured using functional brain imaging data from humans. The ABBM uses rules that 

are based on the microscale level of the neuron and applies those rules at the mesoscale 

level of pools of neurons. These rules are used by each mesoscale brain region to process 

the information it receives and make a decision about whether to turn on or turn off. This 

decision-making process is analogous to a single neuron on the microscale integrating 

information received from neighboring neurons and firing if the excitation exceeds a 

minimum voltage. In this way, the ABBM uses principles from the microscale level and 

applies them to the mesoscale level.   

Our proposed framework is a more generalized version of a neural network 

model, such as that described by Goltsev et al. in (Goltsev et al. 2010). Their model 

utilized a set of excitatory and inhibitory neurons arranged as a network, and behaviors 

were driven by equations. The model exhibited oscillatory, chaotic, and critical 

behaviors. Other equation-based neural network models have demonstrated transitions 

from disordered chaos to global synchronization (Percha et al. 2005). Contrary to 

equation based modeling, our agent-based model utilizes interdependent agents driven by 

cellular automaton rules. Cellular automata have been studied thoroughly in resources 

such as (Bak et al. 1989; Braga et al. 1995; Wolfram 2002; Cook 2004). It is typical that 
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equation-based and agent-based models are capable of producing similar results, but 

agent-based models are often considered more intuitive as they produce results that are 

more easily interpreted (Parunak et al. 1998). Edward Fredkin has noted a distinct 

difference between cellular automata and equation-based models as noted by Robert 

Wright (Wright 1988) – “You can predict a future state of a system susceptible to the 

analytic approach without figuring out what states it will occupy between now and then, 

but in the case of many cellular automata, you must go through all the intermediate states 

to find out what the end will be like: there is no way to know the future except to watch it 

unfold.” Some cellular automata, including Conway’s Game of Life, have been shown to 

be capable of universal computation (Bak et al. 1989; Cook 2004), meaning that these 

systems are capable of computing any computable sequence and can replicate any 

computer program.  

Some neural network models utilize network structure based on real world 

systems, such as those in (Grinstein and Linsker 2004; Percha et al. 2005; Goltsev et al. 

2010). For example, Grinstein and Linsker (Grinstein and Linsker 2004) investigated the 

importance of the underlying network structure in defining the system dynamics of neural 

networks. Their neural network utilized Hopfield-type dynamical rules and was 

engineered such that the degree distribution of the network reflected topology that 

commonly occurs in self-organized networks. This design enabled the neural network to 

produce synchronous behavior and oscillatory sequences of neural activity commonly 

seen in experimental data. Likewise, the agent-based brain-inspired model studied here is 

an extension of the functional brain networks that are currently used to study the 

functional interactions between brain regions. A functional brain network is a set of 
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nodes and pathways between nodes representing the way in which regions of the brain 

communicate to perform a task. To clarify, these connections do not necessarily represent 

physical white matter tracts connecting neuronal cell bodies, but instead represent 

correlations in functional activity as measured through functional magnetic resonance 

imaging (fMRI). Functional brain networks are distinct from traditional fMRI data. 

Traditional fMRI data show which regions of the brain are active during a particular task. 

In contrast, functional brain networks consider all regions of the brain simultaneously by 

treating the brain as a network of interconnected and interdependent regions. The distinct 

advantage of a network-based approach of modeling the brain is that it does not focus on 

individual brain regions, but evaluates the interactions between all brain regions. This 

network-based approach has enabled us for the first time to model brain dynamics as 

described in this paper. In our model, agents are defined by functional network nodes 

representing brain regions, and functional links between nodes dictate which agents are 

allowed to interact. The utilization of functional brain networks derived from human data 

is a major strength of this approach.   

While the information received by each node is limited by the number of other 

nodes connected to it, we show here that this model is capable of producing emergent 

behavior at the level of the system. We apply this system to well-described test problems 

and additionally demonstrate the ability of the model to produce a wide range of 

behaviors. A combination of true brain network structure and cellular automata rules 

results in model output with a wide dynamic range, and imparts the potential to produce a 

myriad of brain-like functional states.  
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4.2 Methods 

4.2.1 Framework for an agent-based brain-inspired model 

The agent-based brain-inspired model (ABBM) is an agent-based model with 

connectivity structure that is derived from brain network data. The underlying brain 

network dictates which brain nodes can interact with one another by explicitly specifying 

the existence of connections. The brain nodes can be selected to represent the brain 

network at different levels, from the level of neurons to anatomical parcellation of the 

cortex. In this work, each node represents a distinct brain anatomical area defined by the 

AAL (automated anatomical labeling) atlas (Tzourio-Mazoyer et al. 2002), and 

connections between the nodes were determined using fMRI time series data as is 

described, for example, in (Bullmore and Sporns 2009). Although we used fMRI data to 

define connections, the framework may be applied to any functional or structural network 

derived from other imaging modalities or direct methods such as histology.  

 

4.2.1.1 Data acquisition and network generation 

Networks used for the ABBM were generated using functional brain imaging data 

from normal humans. Gradient echo EPI images (TR/TE = 2500/40 ms) were acquired 

over a period of 5 minutes while study participants were lying at rest with eyes closed, 

resulting in one full-brain volume every 2.5 seconds. The functional time series were then 

used to generate functional brain networks as described below. Acquisition was 

performed on a 1.5 T GE twin-speed LX scanner with a birdcage head coil (GE Medical 

Systems, Milwaukee, WI). The image volumes were corrected for motion, normalized to 

the MNI (Montreal Neurological Institute) space, and re-sliced to 4x4x5 mm voxel (or 

3D pixel) size using SPM99 (Wellcome Trust Centre for Neuroimaging, London, UK).  
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 ABBM generation is depicted in Figure 4.1. From the fMRI time series data, time 

courses were extracted from gray matter areas in normalized brain space and corrected 

for physiological noise by band-pass filtering to eliminate signal outside of the range of 

0.009 – 0.08 Hz (Fox et al. 2005; Heuvel et al. 2008). Mean time courses from the entire 

brain, the deep white matter, and the ventricles were regressed from the filtered time 

series in order to correct physiologically confounding noises further. The six rigid-body 

motion parameters from the motion correction process were also regressed out from the 

time series to correct for subject motions during the scan. The resulting time series data 

were averaged in 90 regions of interest (ROIs) as defined by the AAL atlas (Tzourio-

Mazoyer et al. 2002). The AAL atlas segments the cerebrum into 90 anatomical regions. 

As an example of this parcellation scheme, the medial surface of the frontal lobe is 

parcellated into 4 regions: the cingulate, paracingulate, marginal ramus, and paracentral 

regions.  Although this parcellation scheme is based on an anatomical segmentation, there 

is a structure-function relationship where in general the tissue contained in one region 

tends to be the tissue that is associated with a particular brain function. The structure-

function relationship is not one-to-one in that one region is often involved in many tasks, 

and multiple regions are often associated with one task, but in general this structure-

function relationship is present. A complete description of the parcellation is contained in 

Tzourio-Mazoyer, et al. (2002). The AAL atlas has become very common in ROI-based 

studies (Wang et al. 2009; Bassett et al. 2011; Power et al. 2011; Braun et al. 2012).  
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FIGURE 4. 1 Creating an ABBM from a functional brain network. 

 

Resting state fMRI data are collected. Voxel time series are extracted for 90 anatomical 

regions and a Pearson correlation analysis is performed between all possible pairs of 

nodes. A threshold is applied to prune weak correlations from the correlation matrix. The 

resulting links represent communication pathways between agents in the agent-based 

brain-inspired model. 
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A cross-correlation matrix of 90x90 was then calculated from the averaged time 

series data. Each value in this cross-correlation matrix represents a functional link 

between the 90 brain regions. A large correlation between two regions, either positive or 

negative, is considered as a functional connection between the nodes. The diagonal of the 

correlation matrix was set to zero in order to avoid self-connections. While there are 

some strong functional connections in the correlation matrix, the vast majority of 

correlation coefficients are close to zero. These weak connections can be pruned from the 

network by applying separate positive and negative correlation thresholds across the 

correlation matrix to remove weakly correlated positive or negative connections, 

respectively. There is some debate about how to properly threshold brain networks (Wijk 

et al. 2010; Foti et al. 2011; Rubinov and Sporns 2011). Ideally, the thresholded network 

should be sparse, but thresholding should not result in fragmentation of the network as 

there must be a path of communication between any given node and any other node in the 

network. We chose to threshold the network at the most stringent positive and negative 

thresholds that would not fragment the network. These thresholds were +0.3916 for 

positive correlations and -0.1839 for negative correlations. After determining these 

thresholds we verified that the connection density was appropriate for a network of this 

size (Laurienti, Joyce, Telesford, Burdette, & Hayasaka, 2011; Blagus, Subelj, & Bajec, 

2011).  Some portions of the work described here utilize the full correlation matrix (no 

correlation thresholds applied), the thresholded correlation matrix, or a signed binary 

adjacency matrix based on the thresholded correlation matrix. 
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4.2.1.2 Building the agent-based brain-inspired model 

 An agent based model is a collection of agents that interact with one another by 

following simple rules. The rules used here were inspired by the work of Stephen 

Wolfram (Wolfram 2002), who has been a major contributor to the study of cellular 

automata. In this case, agents are represented by the 90 nodes of the brain network, and 

links represent communication pathways between the agents. In order to succinctly 

visualize the output of the ABBM by representing the model as a cellular automaton, the 

90 nodes of the brain network are arranged on a 1-D grid. Each node has a state, which 

may be on (active) or off (inactive), and the states update over successive time steps 

based on the states of connected neighbors. As states update, the new 1-D grid is printed 

directly below the original one. All nodes are assigned an initial configuration at the start 

of the simulation, and all nodes are updated simultaneously. A 3-bit neighborhood Ψ is 

defined for each node based on its current state and the states of the immediate neighbors 

(Figure 4.2). These three bits are the positive bit ψp, self bit ψs, and negative bit ψn. The 

self bit is simply the state of the node itself, and can be either 1 (on) or 0 (off). The 

positive bit is based on the weighted average of states of all neighbors that are connected 

by positively-valued correlation links, with correlation coefficients as weights. If this 

weighted average exceeds some minimum value, called the positive bit minimum τp, then 

the positive bit, ψp, is set to 1. Similarly, the state of the negative bit ψn is based on the 

weighted average of states of all negatively connected neighbors of the node. The state of 

the negative bit ψn is then determined by applying the negative bit minimum τn. Note 

that the positive and negative bit minima are distinct from the positive and negative 

correlation thresholds that are applied to the correlation matrix. The correlation 
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thresholds are used to generate sparse connectivity and remove weak or spurious 

connections. The positive and negative bit minima are used to distill the information 

received from all positive and all negative connecting neighbors, respectively. Therefore, 

these minima do not alter the network topology, but instead change a node’s 

interpretation of its surroundings. The positive and negative bit minima may be user-

defined or chosen using an optimization algorithm (see section 4.2.3 on solving test 

problems with genetic algorithms). An example of the process of determining the 

neighborhood of a given node is pictured in Figure 4.2. 

 An intuitive interpretation of the above is that each node receives information 

from all of its connected neighbors, but the information is weakened if the two nodes are 

only weakly correlated. Neighbors that are negatively connected are grouped together to 

form one aggregate negative neighbor. Similarly, neighbors that are positively connected 

form one aggregate positive neighbor. Given two possible states (on or off) and a 3-bit 

neighborhood Ψ, 23
=8 possible neighborhood configurations exist. Those combinations 

are shown in Table 4.1, commonly referred to as a rule table. The top row displays the 8 

possible neighborhood configurations at the current time t, and the bottom row displays 

the state that a node having a given configuration will take in the next time step, t+1.  

The agent-based model can then be iterated over time steps, where all agents are 

updated simultaneously. The rule shown in Table 1 is just one example, and in fact there 

are 2
8
 = 256 possible rules for a neighborhood of size 3. This is derived from the fact that 

there are 2
3
 = 8 possible 3-bit neighborhoods (the top row of Table 4.1), and the 8 “next 

states” associated with these 8 neighborhoods (the bottom row of Table 4.1) can each be 

either a 1 or a 0. Therefore there are 2
8
 = 256 possible combinations of “next states” that  
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FIGURE 4. 2 Summarizing the neighborhood of a node into 3 binary bits. 

 

Pictured is the neighborhood for an example node (center node). Red lines indicate 

positive connections to positive neighbors (two left-most nodes) and blue lines indicate 

negative connections to negative neighbors (two right-most nodes). Nodes are either on 

(yellow nodes with values of 1) or off (red nodes with values of 0). The positive bit 

minimum τp and negative bit minimum τn are applied to the percentage of positive or 

negative nodes in the on state to determine the value of those bits in the binary 

neighborhood. In this example, all links are considered equally weighted, but in the 

ABBM link weights contribute to the percentage of nodes that are on or off. 

 

 

 

TABLE 4. 1 Rule 110 for a binary neighborhood of size 3. 

Neighborhood 

Ψ = [ψp,t ψs,t ψn,t] 

1 1 1 1 1 0 1 0 1 1 0 0 0 1 1 0 1 0 0 0 1 0 0 0 

Next State 

ψs,(t+1) 

0 1 1 0 1 1 1 0 
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can fill the bottom row of Table 4.1. By convention, rules are named by the decimal 

conversion of the binary string of “next states” – in the example shown above, the binary 

string 01101110 converts to 110 in decimal. The 256 combinations that can fill the 

bottom row of Table 4.1 are Rule 0 (00000000) through Rule 255 (11111111). 

The state of all nodes at one time describes the system state. Since the ABBM is a 

deterministic system, meaning there is no randomness, we can exactly predict the next 

system state using the corresponding rule and system parameters. In other words, if the 

current state of all nodes in the system is known, there is only one possible state the 

system can have in the next time step. Note that although each system state can lead to 

exactly one other system state, multiple system states may lead to a single system state 

(for example rule 255, where all possible states result in all nodes in the system turning 

on). The ABBM can be thought of as a generalized form of a Boolean network 

(Wuensche 2002) with the brain network playing an important role in state changes.  The 

set of all possible system states comprises the state-space of the system. We can imagine 

state-space as a diagram resembling a network, which describes all possible system states 

and the pathways by which the system travels from one state to the next. The system will 

follow a trajectory as it moves from one state to another. Eventually this trajectory will 

lead to a sequence of repeating states, which we refer to as an attractor. Often there are 

multiple entry points into a single attractor, and each attractor is associated with a unique 

set of system states of the state-space diagram, or a subspace of state-space. This 

subspace, consisting of all initial states and trajectories leading to a particular attractor, is 

called an attractor basin.  
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4.2.2 Equivalent null models 

 In order to determine if characteristics particular to the brain network topology 

drive the behavior of the ABBM, equivalent random networks were generated as null 

models of the original brain networks. Two null models were created for each brain 

network. The first null model (null1) was formed in a method similar to that described in 

(Maslov and Sneppen 2002). Specifically, the algorithm selected two edges in the 

correlation matrix and swapped their termini. This method preserved the overall degree 

of each node without regard to whether connections are positive or negative. The second 

null model (null2) destroyed the degree distribution by completely randomizing the origin 

and terminus of each edge in the correlation matrix. Figure 4.3 shows an example 

network and the corresponding null models. Where different realizations of the original 

network were studied (i.e. fully connected, thresholded, and binary), an equivalent null1 

and null2 model was made for each realization. 

 

4.2.3 Evolving rules to solve test problems 

We have tested the ABBM on two well-described test problems, namely the 

density classification and synchronization problems. These tasks have been used 

previously to show that a 1-D elementary CA can perform simple computations (Back et 

al. 1997). Since the ABBM is based on a functional brain network that has complex 

topology, and because nodes are diverse in the number of positive and negative 

connections, this is not an elementary cellular automaton. Therefore, we have performed 

these tests in the ABBM to show that it too is capable of computation.   
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FIGURE 4. 3 Generating equivalent null models for brain networks. 

 

Panel a shows an original correlation matrix, panel b shows the equivalent null1 model, 

maintaining the overall degree distribution, and panel c shows the equivalent null2 model, 

which is a complete randomization and does not maintain degree distribution.   
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The goal of the density classification problem is to find a rule that can determine 

whether greater than half of the cells in a CA are initially in the on state. If the majority 

of nodes are on (i.e. density > 50%), then by the final iteration of the CA, all cells should 

be in the on state. Otherwise, all cells should be turned off. The ABBM should be able to 

do this from any random initial configuration of on and off nodes. For the 

synchronization task, the goal is for the CA to synchronously turn all nodes on and then 

off in alternating time steps. As in the density classification problem, the CA should be 

able to perform this task from any random initial configuration. These problems would be 

trivial in a system with a central controller or other source of knowledge of the state of 

every node in the system. However, in the ABBM each node receives limited inputs from 

only a few other nodes in the network. Each node must decide based on this limited 

information whether to turn on or off in the next time step, resulting in network-wide 

cooperation without the luxury of network-wide communication.  

It has been demonstrated by others (Das et al. 1995; Mitchell et al. 1997; Mitchell 

1998) that these problems can be solved by finding an appropriate rule through genetic 

algorithms (GA). Genetic algorithms exploit the concept of evolution by combining 

potential solutions to a problem until an optimal solution has been evolved. In general, a 

GA begins with an initial population of individuals, or chromosomes. These individuals 

are potential solutions to a given problem, and their suitability is quantified by a fitness 

function. Typically the fittest individuals, those that produce the highest fitness, survive 

and reproduce offspring. Each offspring is a new solution resulting from a crossover of 

the parents’ chromosomal materials; each progenitor chromosome consists of 

components taken from two parents, ideally incorporating desirable characteristics from 
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both. Offspring may be subject to mutations, which diversify the genetic pool and lead to 

exploration of new regions of the solution space. Mutations that increase the fitness of an 

individual tend to remain in the population, as they increase the probability that those 

individuals will survive and reproduce offspring. This process of evaluating fitness, 

selecting parents, reproducing, and introducing mutations is repeated for a number of 

generations. For an excellent review of genetic algorithms, we refer readers to (Mitchell 

1998).  

Genetic algorithms were implemented to solve the two test problems as described 

in (Back et al. 1997) with minor modifications to suit the ABBM. For both the density 

classification and synchronization problems, the initial population was composed of 100 

individuals. Each individual contained 22 binary bits, where bits 1-7 represented the 

value of τp, bits 8-14 represented the value of τn, and bits 15-22 represented the 8-bit 

rule. The initial values for each variable were generated with uniform random probability. 

At the beginning of each generation, each chromosome was tested on 100 unique initial 

configurations (system states). These initial configurations were designed to linearly 

sample the range of densities from 0 to 100%. The fitness was calculated as the 

proportion of initial configurations for which the ABBM produced the correct output, and 

ranged from 0 to 1. The individuals with the top 20 fitness values were selected for 

crossover. An additional 10 individuals were selected at random from the bottom 80 

individuals in order to increase exploration of the solution space. These 30 individuals 

were saved for the next generation, and the remaining 70 individuals were generated by 

performing single-point crossover within each variable. Each offspring was mutated at 

three randomly selected points, where the bit is reversed from 0 to 1 or 1 to 0. The 
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genetic algorithm was iterated for 100 generations. To avoid convergence on a poor 

solution, the mutation rate was increased when the mean hamming distance of the 

population was below 0.25 and the fitness was less than 0.9. In such cases, the mutation 

rate was randomly increased to 4 – 22 bits per chromosome. These changes to the genetic 

algorithm increased the average maximal fitness level from about 0.65 to about 0.85.  

 Brain networks studied in the current literature are sometimes left as fully 

connected correlation-based networks, e.g. (Rubinov and Sporns 2011), and often they 

are thresholded to remove spurious connections while retaining the connection strengths 

of the remaining connections, e.g. (Fransson and Marrelec 2008). Most commonly the 

networks are binarized into adjacency matrices, such as in (Achard et al. 2006; Bullmore 

et al. 2009; Burdette et al. 2010; Joyce et al. 2010). Modified network architecture may 

significantly impact the ability of the ABBM to solve these test problems. As there is no 

consensus on the correct treatment of the correlation matrix, here the ABBM is studied in 

all three forms.  

 

4.3. Results 

4.3.1 Characterization of the ABBM 

The behavior of the agent based brain-inspired model is governed by an 8-bit rule, 

the positive bit minimum τp, and the negative bit minimum τn. Here we investigate the 

effects of these factors on output patterns of the ABBM.  

Output patterns are visualized as space-time diagrams, in which nodes are 

represented horizontally as columns consisting of white (on) or black (off) squares, and 

each time step is shown as a new row appended below the previous one. Rule diagrams 
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were generated, showing output of the ABBM for rules 0 through 255, starting from the 

same initial configuration of 30 randomly selected nodes being on, and at fixed values of 

τp and τn. These rule diagrams are shown in full in Supporting Information 4.1, but a 

selection of rules is shown in Figure 4.4. Importantly, the spatial arrangement of cells in 

the space-time diagrams does not reflect the configuration of nodes in the network, as 

each node shares connections with other nodes that may be located anywhere in the brain 

network. As such, the spatial patterns that have historically been used to classify 

elementary cellular automata (e.g. (Wolfram 2002)) cannot apply here. Instead, we have 

adapted the classification scheme introduced by Mahajan & Gade (2010) (Mahajan and 

Gade 2010), who used cellular automata to study coupled circle maps as networks. We 

have expanded their classification scheme (synchronized fixed point, fixed point with 

periodic orbit, fixed point with chaotic orbit, and spatiotemporal chaos) to include two 

additional output categories (fixed point, oscillators). These classifications are shown in 

Figure 4.5.  

Synchronized fixed point is shown in panel a, where all nodes take the same state. In 

panel b, the ABBM is in the fixed point phase, where nodes can be either on or off, but 

do not change in subsequent time steps. In panel c, steady state is reached after a few 

time steps and is characterized by fixed point nodes with some nodes perpetually 

oscillating between states. Fixed point with chaotic oscillators is shown in panel d, in 

which the system undergoes an extended period of state changes with no obvious pattern, 

until steady state is eventually reached. Panel e depicts spatiotemporal chaos, in which 

the system may continue for hundreds of thousands of steps without repeating states, until 

finally steady state is reached. Finally, panel f depicts the phase in which all nodes in the  
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FIGURE 4. 4 Output of ABBM using a selection of rules. 

 

Each rule started from the same initial configuration (30 randomly selected nodes were 

turned on). The positive bit minimum τp and negative bit minimum τn were both set to 

0.5. The ABBM is capable of producing a diverse range of behaviors depending on the 8-

bit rule specified.  
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FIGURE 4. 5 Output phases of the agent-based brain-inspired model. 

 

All space-time diagrams began at a randomly generated initial configuration in which 30 

nodes were initially on. a: Synchronized fixed point, Rule 98, τp = 0.3, τn = 0.4. b: Fixed 

point, Rule 98, τp = 0, τn = 1. c: Fixed point with periodic oscillators, Rule 98, τp = 0.5, 

τn = 0.5. d: Fixed point with chaotic oscillators, Rule 97, τp = 0.4, τn = 0.2. e: 

Spatiotemporal chaos, Rule 158, τp = 0.4, τn = 0.9. f: Oscillators, Rule 50, τp = 0.3, τn = 

0.3.  
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system are oscillating between two states.  

This classification scheme enables the qualitative description of the output of the 

ABBM, and also brings two observations to light. First, and unsurprisingly, modifying 

the underlying ABBM rule modulates the output of the model. Second, the same rule can 

cause dramatically different behavior depending on the model parameters τp and τn. We 

further explored this effect by modifying these parameters and observing the output of 

the model. We quantified the model output using two metrics: the number of steps for the 

system to reach steady state, and the period length at the steady state, which may either 

be constant or oscillatory. The outcome metrics are summarized as color maps where 

each data point corresponds to an outcome metric value of the ABBM corresponding to 

the model parameters τp and τn on the x- and y-axes, respectively. Simulations at each 

point on the color maps began at the same initial configuration of nodes being on or off. 

It is important to hold the initial configuration constant within each color map as different 

initial configurations can change the time to reach a steady state as well as the steady 

state period length (see 4.3.2 on attractors).  

Figure 4.6 shows the number of steps for the ABBM to reach a steady state, 

starting from 5 distinct initial states. These results demonstrate a wide range of behaviors 

that can be elicited by varying just two model parameters, τp, and τn. These results are 

for just one rule, Rule 41, out of the 256 possible 8-bit rules. Although these color maps 

reveal a wide range of behaviors, the overall qualitative properties are fairly consistent 

across initial configurations. There are distinct regions in which the system takes a few 

thousand steps to settle, regardless of the initial configuration of the system. Importantly, 

the color maps are not the same for the null models, providing evidence that the network 
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FIGURE 4. 6 Color maps summarizing the number of steps necessary for the 

ABBM to reach steady state using Rule 41. 

 
Each color map displays the number of steps necessary for the system to settle into a 

steady state behavior starting from 5 initial configurations. The positive and negative bit 

minima τp and τn are represented on the x- and y-axes, respectively. Maps were generated 

using the original brain network (left column), the null1 model (middle column), which 

randomizes connections while preserving degree distribution, or the null2 model (right 

column), which is a complete randomization of the network.  



154 

 

structure shapes the ABBM behavior.  

Figure 4.7 shows the period length of the steady state behavior resulting from the 

experiments in Figure 4.6. For the original brain network, there is a concentrated region 

where the period of the steady state behavior (i.e. the attractor into which the system has 

settled) is very long, and the output landscape is qualitatively consistent across initial 

configurations. The outputs of the null models are very different from those of the 

original network. There are no regions exhibiting extremely large periods (in excess of 

1000 time steps). When the data range of the color bar in the original network is set to 

match that of the null networks, the detail at lower period ranges is qualitatively similar 

(Figure 4.8). While very large periods may be possible in random networks using Rule 

41, there are strikingly different results for the brain network versus the null models for 

the conditions shown here. This further demonstrates that the network structure is vital 

for determining the behavior of the ABBM. 

Figure 4.9 and Figure 4.10 demonstrate the variability in the ABBM output across 

rules. While in Rule 41, results using the original network are very different from using 

the null networks, in Rules 97, 128, and 198, the overall characteristics of the color maps 

are similar between the original network and the null models (although critical peaks in 

rules 97 and 198 occur at differing τp and τn values). The network structure appears to be 

less crucial to ABBM behavior using these rules.  
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FIGURE 4. 7 Color maps summarizing the period length of the steady state 

behavior of the ABBM using Rule 41. 

 
Each color map displays the period length of the steady state behavior, starting from the 

same five initial configurations used in Figure 4.6. Maps were generated using either the 

original brain network (left column), the null1 model (middle column), which randomizes 

connections while preserving degree distribution, or the null2 model (right column), 

which is a complete randomization of the network.  
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FIGURE 4. 8 Top row of Figure 4.7, rescaled so that all color maps have the same 

color mapping. 

 
When the data range of the color bar in the original network is set to match that of the 

null networks, the detail at lower period ranges is qualitatively similar. 

  



157 

 

FIGURE 4. 9 Color maps summarizing number of steps to reach a steady state for 

three rules. 

 

 
Outputs for rules 97 (top row), 128 (middle row), and 198 (bottom row) are shown for the 

original brain network (left) and the null1 (center) and null2 (right) random models. Each 

color map was generated using the same initial configuration.  
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FIGURE 4. 10 Color maps summarizing period length for three rules. 

 

 
Outputs for rules 97 (top row), 128 (middle row), and 198 (bottom row) are shown for the 

original network (left) and the null1 (center) and null2 (right) random models. Each color 

map was generated using the same initial configuration used in Figure 4.9.   
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4.3.2 Attractors  

The size of an attractor can be considered as analogous to the period lengths 

reported in Figure 4.7 and Figure 4.10. Ideally, to visualize the landscape of attractors we 

would visualize the state diagram as a network as in (Hanson and Crutchfield 1992; 

Wuensche 2002). However, since there are 2
90

 possible states per state diagram in our 

ABBM, with each rule having a different diagram, there is no simple way to visualize the 

complete state-space. Current algorithms for visualizing the entire state-space are not 

designed for such large systems (Wuensche 2011). An alternative approach to visualizing 

the attractor landscape is to repeatedly run the model from random initial configurations 

and track the state changes (i.e. time-space diagram). This methodology is very similar to 

the statistical approach to exploring state-space that is presented in (Wuensche 2011). 

Although the complete state-space is not constructed, this method can reveal instances 

where there are multiple points of entry into a particular attractor and can also give 

information about the state-space landscape; some landscapes may be composed of 

millions of 2-state attractors with just three or four states leading into each one, while 

others may contain a small number of large attractors containing hundreds of thousands 

of states or more.  

The ABBM was run from 100 different initial configurations and the results are 

visualized in Figure 4.11, Figure 4.12, and Figure 4.13 for three qualitatively different 

rules. Figure 4.11 shows Rule 198 with long times to settle as well as a concentrated 

region of large attractors. The color map (left) shows the number of unique attractors that 

were found out of 100 runs at each point in τp − τn space. At each point, with only a few 

exceptions, unique initial configurations led to unique attractors. The histograms show 
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the frequency of occurance of attractors sorted by their period lengths for the entirety of 

τp − τn space (middle) and for two selected points (right). Interestingly, the frequency of 

attractor sizes across all of τp − τn space appears to follow a power law, although only 

two orders of magnitude are shown. Since the attractor sizes vary greatly, the attractor 

landscape of Rule 198 is very diverse.  

Figure 4.12 shows Rule 27, with both short times to settle and short periods. The 

color map (left) showing the number of unique attractors demonstrates that typically each 

initial configuration led to a different attractor, with only a few repeated attractors. The 

histograms (center, right) show that these attractors are somewhat homogenous in terms 

of size. Since Rule 27 consistently has a short settle time and a short period, we can 

conclude that its attractor landscape consists of a very large number of isolated short 

attractors with just a few states leading to each. We qualitatively classify this as a very 

simple rule. 

Conversely, Rule 41 (Figure 4.13) demonstrated an impressively diverse 

landscape. The number of unique attractors is highly variable; in some portions of τp − τn 

space a different attractor was encountered with each initial configuration, while in other 

locations the same 10 to 20 attractors occur repeatedly. The two point-of-interest 

histograms (Figure 4.13, right) examine specific locations of τp − τn space in greater 

detail. The upper plot was generated from a location where a different attractor was found 

for each initial configuration. The lower plot was generated from a location that had 

many occurrences of a particularly large attractor – one having a period of over 680,000 

steps. We conclude that Rule 41 is a very complex rule, as it is difficult to predict the 

type of behavior the system will elicit. The color maps corresponding to each rule are 
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good indicators of the type of attractor landscape belonging to each rule. Rules that tend 

to have rapid settle times and short periods are fairly simple rules, while those that have 

settle times and period lengths that span many orders of magnitude tend to be complex, 

meaning that their behavior is very difficult to predict. 
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FIGURE 4. 11 Attractors of Rule 198. 

 

Shown are the number of unique attractors found at each point in τp − τn space (left) as 

well as the frequency of occurance of attractors sorted by size for the entirety of τp − τn 

space (middle) and for two selected points (right). 

 

 

 

FIGURE 4. 12 Attractors of Rule 27.  

 
Shown are the number of unique attractors found at each point in τp − τn space (left) as 

well as the frequency of occurance of attractors sorted by size for the entirety of τp − τn 

space (middle) and for two selected points (right).  
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FIGURE 4. 13 Attractors of Rule 41. 

 
Shown are the number of unique attractors found at each point in τp − τn space (left) as 

well as the frequency of occurance of attractors sorted by size for the entirety of (middle) 

and for two selected points in (right) τp − τn space. 
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4.3.3 Problem-Solving with the ABBM 

 Density classification results for the ABBM are shown in Figure 4.14. The 

genetic algorithm was run using the original fully connected network, the thresholded 

brain network (thresholded such that the average degree was 20.8), and the binary brain 

network (derived from the thresholded correlation matrix). Their connectivity matrices 

are shown in Figure 4.14, left. For these networks, an optimal rule and set of parameters 

were sought using the GA, and their results were compared. Figure 4.14 shows the plots 

of the highest fitness individual in each generation of the GA (middle column) and the 

performance of the best individual on the density classification task, quantified by 

average accuracy (right column).  

Using the fully connected network (Figure 4.14, first row), the ABBM achieved a 

fitness value of 1 after just 4 generations. In this network, each node obtains information 

about all other nodes in the network. Although this information is modulated by the 

connection strength, each node has global information about the state of the system. Such 

a network is not solving a global problem using limited local information so it is not 

surprising that the model was able to solve the density problem with high speed and 

accuracy. Most naturally occurring networks, including the brain, are sparsely connected 

and each node only has information from its immediate neighbors. The thresholded brain 

network (Figure 4.14, second row) and the binary network (third row) are more 

consistent with the connectivity of the brain. In our model, information at each node is 

limited to 20.8 nodes out of 90 nodes on average, or about 24% of the network. 

Furthermore, removing weak links from the network results in groups of nodes that are 

well interconnected among themselves and less interconnected with the rest of the  
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FIGURE 4. 14 Density classification using the ABBM. 

 
 

Results are shown for the fully connected network (top), thresholded brain network 

(middle), and binary brain network (bottom). The fully connected network achieves the 

highest maximum fitness, does so in the fewest number of GA generations, and has the 

greatest accuracy in classification over a range of densities.  
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network, a property known as community structure (Girvan and Newman 2002). 

Information is shared within a community, and community nodes likely tend to 

synchronize states with each other more readily than with other network nodes. Therefore 

one community that is only weakly connected to the rest of the network may not be 

consistent with the remainder of the network. Consequently fitness is lower, with the 

thresholded brain network achieving fitness values of approximately 80%, and the binary 

network achieving maximum values of approximately 87%.  

Accuracy curves (Figure 4.14, right) are shown for the highest performing 

individual at the final generation of the GA. These curves plot the percent of correct 

classifications, averaged over 100 initial configurations, across a range of densities on the 

x-axis. The trends in accuracy curves follow expectations based on the GA fitness results, 

with the fully connected network performing the best, followed by the binary network, 

and finally the thresholded network. In each curve, there is a pronounced dip centered at 

around 50% density, where classification is most difficult. 

There is a notable decrease in fitness and accuracy for the weighted, thresholded 

network as compared the corresponding binary, thresholded brain network. We speculate 

that this is due to relatively weak links connecting some modules to the rest of the 

network. These links may be too weak to convey sufficient information about the rest of 

the network within our model, causing nodes to behave based largely on limited 

information. While some links are strong enough to survive the thresholding process, the 

net signal from multiple weak links may be too weak to allow the signal to exceed the 

positive or negative bit minima, τp or τn, and pass the signal on. The amount of 

information available to any one node in the system is greatest in the fully connected 
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weighted network since each node receives some degree of information from each other 

node. When a threshold is applied to the weighted network, many of these connections 

are removed and the node relies solely on local information, modulated by connection 

strength. When this network is binarized, the signal is not modulated by connection 

strength and is therefore more strongly represented. We reiterate that there is no 

consensus on network representation. Proponents of binarized networks argue that 

neuronal firing is a binary event and therefore binary networks are appropriate models. 

Proponents of weighted brain networks argue that signal correlations indicate the 

contribution of each node to the information received by a particular node, and therefore 

weighted networks are most representative of biological processes. We suggest based on 

the findings in Figure 4.14 that the binary representation may be most effective for 

information processing, as each node receives local information about the system, as is 

true for individual neurons, and this input is strong enough to provide sufficient 

information for the decision making processes.  

Density classification was also performed using the null networks, (Figure 4.15) 

including a fully connected null network, a thresholded null1 and null2 network, and a 

binary null1 and null2 network. The GA was run on each network as described for the 

original networks. The fully connected null model was generated by randomly swapping 

off-diagonal elements of the original correlation matrix, resulting in a network whose 

connections strengths are random. The thresholded null1 and null2 models were created as 

described in the methods section. The binarized null models were created from the 

corresponding thresholded null models by setting links with values greater than zero to 1, 

and links with values less than zero to -1. As was true in the original networks, the fully  
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FIGURE 4. 15 Density classification using null network models. 

 
Results are shown for a fully connected randomized network (row 1), thresholded null1 

(row 2) and null2 (row 3) models, and the corresponding binary networks (rows 4 and 5 

respectively). The left column shows the connectivity matrix for the null network models. 

The middle column shows the maximum fitness over generations of the GA. The right 

column shows the average classification accuracy over a range of densities of on nodes. 

Only the fully connected null model was able to consistently solve the density-

classification problem over a range of densities.  
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connected model performs the best out of all null models because each node receives 

some degree of information from every other node in the system.  

In contrast, the GA was unable to find a rule that was capable of solving the 

density classification problem for the thresholded and binary null models (Figure 4.15, 

rows 2-5). This is true regardless of whether the degree distribution is preserved. The 

rules evolved by the GA always turn all nodes on or all nodes off. These results indicate 

that the architecture of the brain network is suited for computation and problem solving, 

far more so than a random network. The ABBM model parameters used to produce each 

case in Figure 4.15 are shown in Table 4.2.  

 Results for the performance of the ABBM on the synchronization task are shown 

in Supporting Information 4.2. Regardless of the type of functional network used, the 

population achieved maximal fitness values within the first few generations of the GA. 

The chromosome at the final generation of the GA was able to perform synchronization 

from any of the tested initial configurations across densities. The same is true for each of 

the null models. These findings indicate that the synchronization task is a far easier 

problem for the ABBM than the density classification problem. In order to solve the 

synchronization task, the ABBM must first turn all nodes either on or off, and then 

alternate between all nodes being on and all off. The first and last bit of the rule encodes 

this alternating behavior, and the middle 6 bits encode the process of getting to one of 

those two states, with either all on or all off being acceptable regardless of initial density. 

Thus the encoding in the middle 6 bits may be somewhat flexible. On the other hand, in 

the density classification task the ABBM must decide whether to turn all nodes on or all 

nodes off based on the initial state. This more challenging task requires not only memory 
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of the initial configuration, but communication of the global past configuration to all 

nodes in the system.  

 Here we compared the ABBM to two null models with randomized connectivity. 

A third null model, a latticized weighted network, is presented in Supporting Information 

4.3. 

 

 

 

 

 

 

 

 

TABLE 4. 2 ABBM Parameters for solving the density classification problem. 

 

 τp τn Rule (binary form) 

Original networks 

Full Correlation 0.51 0.74 250 (11111010) 

Thresh. Correlation 0.6 0.69 250 (11111000) 

Binary 0.5 0.51 248 (11111000) 

Null models 

Null2 Full Corr. 0.49 0.29 160 (10100000) 

Null1 Thresh. Corr. 0.93 0.9 93   (01011101) 

Null2 Thresh. Corr. 0.38 0.36 23   (00010111) 

Null1 Binary 0.87 0.48 10   (00001010) 

Null2 Binary 1.0 0.16 37   (00100101) 
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4.4. Discussion  

 Here we have presented a new dynamic brain-inspired model that is based on 

network data constructed from biological information, as well as an expanded 

classification scheme for model output. Time-space diagrams and color maps 

characterize the behavior of the model depending on the rule and parameter values. The 

results presented here demonstrate that the model is capable of producing a wide variety 

of behavior depending on model inputs. This behavior is largely driven by the rule and 

location in τp-τn space, and is qualitatively consistent across initial configurations, 

although different attractors are often reached from different initial states. We further 

explored the attractor landscape, and discovered that the time to settle and period are 

good indicators of the type of attractor landscape for each rule. Rules that have settle 

times and period lengths that span many orders of magnitude tend to have very diverse 

attractor landscapes, and their behavior is difficult to predict. Finally, we solved two 

well-described problems, the density classification problem and synchronization problem. 

An exciting finding was that the brain network was far more successful in solving density 

problems than the equivalent null models with randomized connectivity. The ability to 

solve these tasks demonstrates that the network architecture is amenable to problem 

solving and the model can support computation. These simple test problems served to 

exemplify that among all the behaviors that can be produced, some are computationally 

useful.  

We introduced the notion of a complex system as one composed of interconnected 

components which are typically quite simple, but when assembled as a whole exhibit 

emergent behavior that would not be predicted based on the behavior of each individual 
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component alone (Mitchell 2009). We have shown that the ABBM can produce emergent 

behaviors that cannot be predicted without running the model and observing the 

behaviors. Recall from earlier Edward Fredkin’s statement on agent based models, that 

“there is no way to know the future except to watch it unfold.” Each agent follows an 

extremely simple 8-bit rule. By following these simple rules, very complex and 

unpredictable behaviors can emerge.  

A complex system, as described by Scott Page (Page 2010), is one that is diverse, 

adaptive, interconnected, and interdependent. The ABBM is diverse both in its 

connectivity and its dynamics. Diversity in connectivity arises from the variation in the 

degrees of nodes and the distribution of link weights. The diversity in dynamics arises 

from the dependence of the output on the rule, parameters, and initial configuration. The 

GA allows the ABBM to be adaptive. The goal behavior dictates which rules and 

parameters are selected by the GA to be used to drive the ABBM. The network structure 

on which the ABBM is based allows for the interconnectivity of agents. The small-world 

architecture specifically allows for clustered connectivity so that information is shared 

among local neighbors and long range connectivity so that information may also spread 

globally. Finally, the rules of the ABBM necessitate the interdependence in that the 

behavior of one node is impacted not only by its previous behavior, but also by the 

behavior of all of its connected neighbors.  

The ABBM is distinct from typical applications of artificial neural networks, 

where the architecture is engineered with a particular problem in mind and therefore 

these systems typically do not have a biologically relevant structure. The agent-based 

brain-inspired model utilizes brain connectivity information constructed from human 
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brain imaging data. By using functional brain network connectivity, the ABBM is 

generalized to solve different tasks without altering the network structure, but instead by 

altering the dynamics by changing the rule and model parameters. The model uses basic 

knowledge of how the brain works at the neuronal level, but applies this knowledge on 

the mesoscale level of brain regions. Since the network structure is based on actual 

human brain networks, the system dynamics are specific to that architecture.  

In widely-used equation based modeling techniques, such as modeling of a 

disease epidemic or population dynamics in a particular ecosystem, partial differential 

equations are used to model the behavior of each constituent of the system. On the other 

hand, in the ABBM, only a set of simple rules is defined for each agent constituting the 

system, and we simply observe the behavior of the system over time by allowing the 

agents to interact with each other. Aside from the rules each agent follows, agents’ 

interactions are constrained only by the underlying brain network structure to model the 

mesoscale interaction among various brain areas. Simply changing the rule or varying 

model parameters slightly can result in dramatic changes in the system behavior, from 

simple synchronization to spatio-temporal chaos.    

Genetic algorithms were paired with the agent-based model framework to find a 

rule and optimized parameters to drive the model. The application of genetic algorithms 

to the brain network promotes the emergence of behaviors rather than relying on 

previously learned or programmed responses to specific stimuli. This allows the ABBM 

to adapt to new and unlearned problems. The parameters determined by the genetic 

algorithm drive the ABBM to a particular type of attractor. Given a properly defined 

fitness function, genetic algorithms (or other search optimization techniques) may be 
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used to find a rule and set of parameters that will drive the ABBM to attractors 

corresponding to functionally relevant states. For example, the model may be able to 

produce an attractor resembling typical brain activity patterns during rest or under 

sensory stimulation. A dynamic model that produces biologically relevant behavior 

would be useful among a range of neurological and artificial intelligence research areas. 

 As it is presented here, the model utilizes a 90-node functional brain network 

constructed from resting state data, but any type of network can be used (functional or 

structural, directed or undirected, weighted or unweighted, and generated from any task). 

Recently, questions have been raised on the validity of ROI-based data, and it has been 

suggested that higher resolution voxel-wise networks may be better models (Zalesky et 

al. 2009; Hayasaka and Laurienti 2010). A 90-node parcellation scheme fails to retain 

information about the relationships between individual neurons. While modeling the 

network at the neuronal level is both intractable at this time and would limit the ability to 

study and interpret the model, a 90-node parcellation is indeed very coarse. A more 

optimal parcellation that reconciles the inaccuracies of the 90-node ROI parcellation 

scheme and the intractability of a microscale neuronal one would be a voxel-based 

approach. In such a model, each node would be represented by a single voxel of the fMRI 

image (approximately 4x4x5 mm of brain tissue). Additionally, although only directly 

connected neighbors were considered here, an alternate form may include neighbors 

separated by 2, 3, or n steps in the form of a larger neighborhood size. 

 The main contribution of this work has been to propose a brain-inspired agent-

based model. This model is constructed from a functional brain network, and transforms 

the topological information in the brain network into simulated system dynamics using 



175 

 

agent-based modeling techniques. This agent-based model of the brain satisfies the 

criteria of a complex system; that is, it is diverse, adaptive, interconnected, and 

interdependent. This model performs better at the density classification and 

synchronization tasks than models with randomized topology, providing evidence that 

this model can support global computation when each agent is provided with only local 

information. These tasks also demonstrate that GAs can be used to search for optimized 

model parameters that will produce predefined behaviors. In addition, the model is able 

to generate emergent behaviors that potentially could be used in the future to solve 

complex problems. These abilities are essential if this model is ever to produce brain-like 

dynamics. While the combination of a genetic algorithm and an agent-based model does 

not replicate the anatomy and physiology of the brain, this model may be capable of 

producing emergent brain-like behaviors.  
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Supporting Information 4.1 

Output patterns of the agent-based brain model are visualized as space-time 

diagrams. All nodes are represented horizontally in a row. Each cell can have a state, 

either on (white cells) or off (black cells). In each time step, nodes change states 

according to the states of their neighbors. Every node in the system updates 

simultaneously, and the new states are appended below the previous ones. Time space 

diagrams were generated for all rules 0 through 255, starting from the same initial 

configuration of 30 randomly selected nodes being on. Each diagram was generated at τp 

= τn = 0.5. 
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FIGURE 4. 16 Time-space diagram for each agent-based brain model rule.  
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Supporting Information 4.2 

Results for the performance of the ABBM on the synchronization task are shown 

in Figure 4.17. Regardless of the type of functional network used, the population 

achieved maximal fitness values within the first few generations of the GA. The 

chromosome at the final generation of the GA was able to perform synchronization from 

any of the tested initial configurations across densities. The same is true for each of the 

null models (Figure 4.18). These findings indicate that the synchronization task is a far 

easier problem for the ABBM than the density-classification problem. Table 4.3 contains 

the ABBM parameters used to solve the synchronization task. 
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FIGURE 4. 17 Synchronization task using the ABBM. 

 
 

Results are shown for the fully connected correlation matrix (top), thresholded correlation 

matrix (middle), and adjacency matrix (bottom). Each network is able to produce 

synchronization. 
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FIGURE 4. 18 Synchronization task using null network models. 

 

Results are shown for a fully connected randomized correlation matrix, thresholded null1 

and null2 models, and adjacency matrix null models. Once again, all networks are able to 

perform the synchronization task.  
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TABLE 4. 3 ABBM parameters for solving the synchronization task. 

Original networks 

 τp τn Rule (binary form) 

Full Correlation 0.3 0.52 13 (00001101) 

Thresh. Correlation 0.66 0.76 29 (00011101) 

Binary 0.72 0.87 29 (00011101) 

Null models 

Null2 Full Corr. 0.46 0.4 89 (01011001) 

Null1 Thresh. Corr. 0.34 0.72 39 (00100111) 

Null2 Thresh. Corr. 0.36 0.4 7 (00000111) 

Null1 Binary 0.25 0.55 9 (00001001) 

Null2 Binary 0.66 0.56 9 (00001001) 
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Supporting Information 4.3 

In the present work, the ABBM is compared to two null models with randomized 

connectivity, and we show that the ABBM out-performs these null models. Here we 

perform density classification using a third null model, a lattice network.  

The density-classification problem was originally used (Mitchell et al. 1997) to 

demonstrate that genetic algorithms can be combined with elementary cellular automata 

(CA) in order to solve computational tasks. Their elementary CA consisted of 149 nodes 

with each node receiving information from its nearest 6 neighbors. This CA can be 

equated to a 149-node binary undirected ring lattice where each node has a degree of 6. 

The purpose of this section is to explore the performance of a null model that is based on 

the lattice-like structure of an elementary CA, but having the same average degree (20.8) 

and connection weight distribution as the original network. The connections are arranged 

such that each node is connected to its immediate 20 or 21 neighbors, and therefore the 

degree distribution is not preserved in this null model. Each value in the set of connection 

weights in the original network is randomly assigned to a connection in the lattice 

network. Thus, the connection weight distribution in the lattice network is identical to the 

original network.  

A genetic algorithm was used to find a rule and thresholds τp and τn using the 

same procedure as described in the text. The GA population included 100 individuals, 

and the top 20 individuals were selected for crossover with an additional 10 randomly 

selected from the bottom 80 individuals. Crossover was performed at a single point per 

variable, and offspring were mutated at 3 locations (bits) by default. If the hamming 
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distance of the population was below 0.25 and the fitness was less than 0.9, the mutation 

rate was randomly increased to 4 – 22 bits.  The GA was run for 100 generations.  

The results of the density-classification task using the lattice null model are 

shown in Figure 4.19. At the completion of the GA, the latticized null model achieved 

fitness values of approximately 90%, exceeding the accuracy of the original thresholded 

weighted brain network. For a comparison to the original brain network, refer to Figure 

4.14, center row, of the main text.  

The highly clustered structure improves the sharing of local information in the 

lattice network. The latticized structure appears to be better suited to this task than the 

brain network of this size. However, in a larger network such as the voxelwise networks 

that have become more common, local connections may not convey sufficient 

information about the state of the entire system. In fact, the previous work using the 

density-classification problem (Mitchell et al. 1997) notes that as the CA size increases, 

the neighborhood size (i.e. the number of connections to each node) must increase as 

well. Alternatively to increasing the number of connections to each node, a small world 

connectivity pattern would enable a combination of both locally and globally shared 

information. At large network sizes, the small-world architecture intrinsic to brain 

networks would allow for local clustering with long range “short-cut” connections to 

promote global sharing of information.  
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FIGURE 4. 19 Density classification results using a latticized null model. 

 

Pictured are the latticized null model (left), the fitness of the best chromosome in the 

current population over the 100 generations of the GA (middle), and the average accuracy 

of the final chromosome on varying density levels (right). 
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Abstract 

Recently, we introduced a dynamic functional model of the human brain. This 

model, representing functional connectivity in the brain, is generated from subject-

specific physiological data collected using functional magnetic resonance imaging 

(fMRI). The dynamics of this model are examined using agent-based modeling 

techniques, wherein a collection of binary agents are embedded as nodes in the network. 

This model is capable of producing a wide variety of complex behaviors.  

 In this work, we use machine learning techniques to drive the model to produce 

desired behaviors. The solution space of the model is unreasonably large for a brute-force 

approach, but we demonstrate that genetic algorithms (GAs) are able to locate optimal 

model parameters within this space to achieve the desired behavior.  We detail the design 

of a GA specifically suited for this model, and discuss the relevant issues that arise in GA 

design. Specifically, we explore several fitness functions to accurately quantify the 

suitability of each potential solution. We examine their strengths and weaknesses, and 

identify an optimal fitness function for this system. We validate the GA with the optimal 

fitness function by showing that it can drive the system to produce pre-defined behaviors. 

The ability of the model to produce pre-defined behaviors indicates that it may be 

possible to produce physiologically relevant outputs. The model may be very useful for 

studying the changes in brain dynamics due to neurological diseases or conditions. 

Additionally, this powerful dynamic brain model may be instrumental in many artificial 

intelligence settings. 
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5.1 Introduction 

The human brain comprises approximately 100 billion interconnected neurons. 

Although each neuron behaves somewhat predictably, the collective action of all neurons 

results in highly complex behavior that is impossible to model or predict based on the 

behavior of a single neuron alone. This is the very definition of a complex system, where 

interconnected components are typically quite simple, but when assembled as a whole 

they exhibit emergent behavior that would not be predicted based on the individual 

components alone (Mitchell 2009). In such systems, agent-based modeling techniques 

have been employed as a “bottom-up” approach to reproducing some of the emergent 

behaviors exhibited by complex systems. In an agent-based model, system components 

are represented by agents that interact with each other according to certain rules. These 

rules only control the interactions between individual agents, but often result in emergent 

and unpredictable behaviors at the level of the system. Agent-based modeling examples 

include modeling flocking behavior (Reynolds 1987), the stock market (LeBaron 2001), 

and supply chains (Parunak et al. 1998). 

Recently, we introduced a dynamic functional model of the human brain, the 

agent-based brain model (ABBM). This model, representing functional connectivity in 

the brain, is generated from subject-specific physiological data collected using functional 

magnetic resonance imaging (fMRI). The dynamics of this model are examined using 

agent-based modeling techniques, wherein a collection of binary agents representing 

pools of neurons are embedded as nodes in the network. We demonstrated that the 

ABBM is capable of producing a wide array of complex behaviors.  

If a particular output from the model is desired, one must determine the model 

parameters that will produce that output. The solution space of the ABBM contains from 
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2
22

 to 2
112

 possible solutions, and is therefore too large for a brute-force approach. 

Genetic algorithms (GAs), a machine learning technique, are highly suited to such large 

solution spaces. GAs encode potential solutions to a problem on a population of 

chromosomes, and evolve those chromosomes through crossover and mutation over 

many generations until an optimal solution is reached. GAs have been used in 

applications as diverse as feature selection in medical images (Huang et al. 2007), 

modeling crystal formation (Richards et al. 1990), and neural networks (Leung et al. 

2003).  

In this work, we drive the ABBM to produce desired behaviors through GAs. We 

demonstrate that GAs are able to locate optimal model parameters within the solution 

space to achieve the desired behavior.  We detail the design of a GA specifically suited 

for this model, and discuss the relevant issues that arise in GA design. We examine the 

strengths and weaknesses of several fitness functions, each of which considers a different 

aspect of the ABBM output (the time domain, frequency domain, or agent cross-

correlation). We validate each fitness function by evaluating its ability to drive the system 

to produce pre-defined behaviors. 

 

5.2 Methods 

The functional brain network used as the framework for the ABBM was generated 

as described in (Joyce et al. 2010). Briefly, fMRI data were acquired from a healthy 

subject every 2.5 seconds over a period of 5 minutes at rest, resulting in 120 images. 

Time courses were extracted from gray matter voxels in normalized brain space, and 

were corrected for physiological noise by a band-pass filter in the range 0.009 – 0.08 Hz. 

To correct for subject motion, six rigid-body motion parameters were regressed from the 
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time series. The resulting time series data were averaged in 90 regions of interest (ROI), 

corresponding to the brain network nodes, as defined by the Automated Anatomical 

Labeling (AAL) atlas (Tzourio-Mazoyer et al. 2002). The time courses from all possible 

pairs of ROIs were cross-correlated, resulting in a 90 by 90 correlation matrix with 

positive or negative values, depending on the direction of correlations. This correlation 

matrix was thresholded to remove weak correlations close to zero using a separate 

positive threshold and negative threshold. Any correlations surviving either of these 

thresholds are considered to be functionally connected, and represented as edges with the 

corresponding correlation values as the edge weights. These thresholds were set such that 

the edge density would reflect the scaling relationship described in (Laurienti et al. 2011), 

and also preserved the ratio of positive and negative connections in the network. The 

resulting network included 755 positive and 180 negative connections, and an average 

degree (number of connections per node) of 20.8, with edge weights preserved.  

The 90 nodes in the functional brain network represent the agents in the agent-

based model, and edges represent communication pathways between agents. Each agent 

has a state, which is either 1 (on) or 0 (off). The states of all agents are updated at each 

time step by following a rule. This rule is modeled after Wolfram’s work in cellular 

automata (CA) (Wolfram 2002), which can be equated to agent-based models embedded 

along a line. In our model, a 3-bit neighborhood is defined for each agent based on its 

current state and the states of their connected nodes, or neighbors. These three bits are the 

positive bit, self bit, and negative bit. The positive bit is a weighted average of the states 

of all positively connected neighbors, where weights are defined by the connection 

weights. Likewise, the negative bit is a weighted average of the states of all negatively 
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connected neighbors. The weighted averages for positive and negative inputs are 

thresholded using a positive bit threshold τp and a negative bit threshold τn. If the 

weighted values exceed these thresholds they are set to 1; otherwise they are set to 0. 

Finally, the self bit is simply the state of the agent itself. At each time step in the 

simulation, all agents update their states, or their self bit, simultaneously based on their 

current 3-bit neighborhoods by following a rule. There are 2
3
 = 8 possible 3-bit 

neighborhoods, shown in the top row of Table 5.1. The bottom row shows the next state 

for an agent having that neighborhood. Since there are 8 possible neighborhoods, there 

are 2
8
 = 256 possible ways of filling in the rule table. The rules are often referred by their 

8-bit output expressed in decimal; for example, 10111100 in binary represents 188 in 

decimal, thus it is referred to as rule 188 (see Table 5.1). In each time step, all agents 

simultaneously update their states, and the results are visualized in a time-space diagram 

(Figure 5.1). Although the behavior of CA using these 256 rules has been studied 

comprehensively, the architecture of functional brain networks results in output that is 

very different from that of a CA.  

 

 

TABLE 5. 1 Rule 188 for a binary system with a 3-bit neighborhood. 

Neighborhood 111 110 101 100 011 010 001 000 

Next State 1 0 1 1 1 1 0 0 
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As is shown in Figure 5.1, the ABBM begins at an initial configuration of nodes 

being on or off, and the system updates according to the rule. Initially the behavior 

appears chaotic and unorganized (though it is not), and eventually the system settles into 

a repeating cycle of states, called an attractor. There are 2
90

 possible states for this 90-

agent system, and an attractor may incorporate any number of these states. Depending on 

the rule, thresholds τp and τn, and the initial configuration, there are virtually an infinite 

number of attractors that can exist in this system. Each attractor can be equated to a 

particular behavior, as it represents a sequence of brain regions becoming active and 

inactive.  

 

 

FIGURE 5. 1 Output of the ABBM using Rule 188 and τp = τn = 0.5. 

 

Each row represents the state of every agent in the system at one time. White cells are on 

and black cells are off. Time increases incrementally down the page as all agents update 

their states based on their immediately connected neighbors.  
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If we seek a model producing a particular behavior, we must determine the 

appropriate rule, thresholds τp and τn, and initial configuration. Since the solution space is 

so enormous, we use GAs to navigate the space and find the correct model parameters. 

GAs exploit the concept of evolution by combining potential solutions to a problem until 

an optimal solution has been evolved. A GA begins with an initial population of 

individuals, or chromosomes. The suitability of these individuals as solutions to the given 

problem is evaluated, quantified by a fitness function. The fittest individuals survive and 

produce offspring. Each offspring is a new solution consisting of components taken from 

the parents, ideally incorporating desirable characteristics from both. Offspring may be 

subject to mutations that diversify the genetic pool and lead to exploration of new regions 

of the solution space. Mutations that increase the fitness of an individual tend to remain 

in the population, as they increase the probability that those individuals will produce 

offspring. This process of evaluating fitness, selecting parents, producing offspring, and 

introducing mutations is repeated for a number of generations.  

Each of these steps has countless variations, and it is difficult to identify one 

“best” algorithm for a given problem. The size of the population, the method of selecting 

parents and the number of parents to select, the method and probability of crossover, and 

the method and probability of mutation are all important factors to consider (Mitchell 

1998). Most importantly, the method of evaluating fitness is the crux of GA design. The 

success or failure of a GA rides on the fitness function, as it defines the smoothness or 

roughness of the solution space (the set of all possible GA chromosomes) and therefore 

influences the ability of the GA to converge on the best solution.  Here we describe 4 

fitness functions. 
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The first is a matched filter design (Brown 1992), where the output attractor (i.e. 

the solution currently being considered) is compared to a goal attractor by sliding the 

output over the goal in the time direction and calculating the two-dimensional correlation 

between the signals while doing so. This results in a vector of correlation values. The 

fitness value is taken to be the maximum value in the vector. If the output attractor and 

the goal attractor are the same, the correlation value will be 1 when the signals are 

perfectly overlapped. The matched filter is useful in cases where the desired attractor is 

known exactly, but the output may be shifted in the time direction. The chromosome 

design for this GA involved encoding three variables in 22 bits: the 8-bit rule, the positive 

bit threshold τp encoded in 7 bits, and the negative bit threshold τn also encoded in 7 bits. 

The solution space therefore encompassed 2
22

 possible chromosomes. The initial 

configuration was given by the first step in the goal attractor. 

The second fitness function is based on the frequency-space diagram, generated 

by performing a 1D FFT on the time-space output across the time dimension. The 

dominant frequency, the frequency having the greatest power, is determined for each 

agent in both the output attractor and the goal attractor. Note that typically the DC 

component would have the greatest power, so this component is excluded from this step, 

except in cases where the DC is the only frequency component present. This results in 

one 90-element vector each for the output attractor and the goal attractor. The 2-norm 

distance, the square root of the sum of squared differences, between these vectors is used 

to evaluate their dissimilarity. This results in a single number summarizing the distance 

between the two attractors in terms of the dominant frequencies of each agent. The fitness 
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value is the negative of this distance value, so that poor solutions have very negative 

values, and the fitness of the correct solution is 0.  

 The third fitness function is based on the correlation matrix that is generated from 

the output attractor. This 90-by-90 cross-correlation matrix is populated by the 

correlation values between agents’ time courses over one cycle of the attractor. The 

correlation matrix for the output attractor and the goal attractor are compared by 

calculating the 1-norm distance between the matrices. This is performed by taking the 

absolute value of the difference in the matrices at each element, then summing the total 

differences and normalizing to the number of elements in the matrix. This distance is 

subtracted from 1 so that an output attractor with a correlation matrix that is similar to 

that of the goal attractor will have a fitness value close to 1. In this case the initial 

configuration may not be known, so this is encoded as an additional variable in the 

chromosome, making it 112 bits long. Solution space in this case encompassed 2
112

 

chromosomes.  

 The final fitness function is a variation of the third one, where instead of 

comparing the correlation matrices directly, we use the mutual information (MI) between 

the correlation matrices to evaluate fitness. The MI between the goal attractor and the 

output attractor is subtracted from the MI between the goal attractor and itself. The 

negative of the absolute value of that difference is used as the fitness function. MI is not 

restricted to an upper bound, so subtracting from the MI between the goal attractor and 

itself provides an upper bound. Thus, as the similarity between the attractors increases, 

the difference in MI will decrease, and the fitness will approach 0. Attractors with very 

low MI will have negative fitness values with large magnitudes.  
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 For all versions of the GA, an elitist selection scheme was used, where the top 10 

chromosomes out of the population of 100 were selected, along with 20 chromosomes 

randomly selected from the bottom 80. These additional 20 increase the exploration of 

the solution space that is somewhat “close” to the peaks identified by the top 10. Parents 

are identified from the 30 individuals by selecting pairs (with replacement) with uniform 

random probability. Parents are crossed with a probability of 0.7 using single-point 

crossover, where the crossover location is also selected with uniform random probability. 

Both offspring become members of the new generation, and parents are crossed until the 

original population size is achieved. Mutation is performed (on the offspring only) at 1 

randomly selected location for the first and second fitness functions where chromosomes 

are 22 bits long, and 4 locations for the third and forth fitness functions where 

chromosomes are 112 bits. As the GA progresses, the convergence of the algorithm is 

evaluated by the mean hamming distance between all chromosomes in the population. If 

the mean hamming distance is less than 0.25 but the maximum fitness of the population is 

below a certain value (based on the particular fitness function), then the GA is likely 

converging on a local maximum. In this case, the mutation rate is increased to up to 1/3 

the length of the chromosome for the next generation to drive the chromosomes off the 

local maximum and increase exploration. The GAs were run for 1000 generations, or 

until the optimal solution was found. 

 

5.3 Results 

Each fitness function was evaluated using six goal attractors. The time-space 

diagram, frequency-space diagram, and correlation matrix for each goal are shown in 

Figure 5.2. The goal attractors studied vary in size and complexity. The solutions 
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obtained using the matched filter based fitness function (Fmf), which evaluated fitness by 

comparing time-space diagrams, are shown in Figure 5.3. This fitness function was able 

to successfully identify the correct attractor for five out of the six goals. The frequency 

based fitness function (Ffs), which compared frequency-space diagrams, performed as 

well as the matched filter design (Figure 5.4). Neither of these fitness functions could 

successfully identify Goal 4, an attractor comprising 16 unique time steps. Interestingly, 

both fitness functions found the same incorrect solution. This suggests that there may be 

many rules and parameter settings leading to this attractor, indicating that it occupies a 

large area of the solution space.  

Neither of the correlation matrix based fitness functions (Fcm and FMI) could find 

exact matches to any of the goal attractors. However, the fitness function utilizing a direct 

comparison between the correlation matrices, Fcm, in Figure 5.5 did notably better than 

the one using MI, FMI, in Figure 5.6. Although the fitness values achieved by the FMI 

were numerically closer to ideal than the fitness values of Fcm, the corresponding time-

space diagrams of Fcm more closely resemble the original goals. Table 5.2 contains the 

fitness values of the solutions found by each fitness function for the six goals. 
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FIGURE 5. 2 Goals used to test fitness functions. 

 

 
 

Top: time-space. Middle: frequency-space. Bottom: correlation matrices.  

 

 

 

 

FIGURE 5. 3 Performance of the matched filter fitness function (Fmf) on each goal. 

 

 
 

Time space diagrams for the fittest solutions are shown. 
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FIGURE 5. 4 Performance of the frequency space fitness function (Ffs) on each goal. 

 

 
 

Time-space and frequency-space diagrams for the fittest solutions are shown. 

 

 

 

 

FIGURE 5. 5 Performance of the correlation matrix fitness function (Fcm) on each 

goal. 

 
 

Time-space diagrams and corresponding correlation matrices for the fittest solutions are 

shown. 
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FIGURE 5. 6 Performance of the correlation matrix MI fitness function (FMI) on 

each goal. 

 
 

Time-space diagrams and corresponding correlation matrices for the fittest solutions are 

shown. 

 

 

 

TABLE 5. 2 Performance of each fitness function on 6 goals. 

 Goal 1 Goal 2 Goal 3 Goal 4 Goal 5 Goal 6 

Fmf (perfect = 1) 1 1 1 0.879 1 1 

Ffs (perfect = 0) 0 0 0 -1.752 0 0 

Fcm (perfect = 1) 0.897 0.766 0.985 0.818 0.885 0.820 

FMI (perfect = 0) -7.929 x 

10
-6

 

-7.250 x 10
-4

 -1.577 x 

10
-4

 

-3.236 x 

10
-4

 

-1.523 x 

10
-4

 

-1.876 x 10
-

4
 

 

Fmf = matched filter fitness function. Ffs = frequency-space fitness function. Fcm = 

correlation matrix based fitness function. FMI = correlation matrix MI fitness function. 
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5.4 Discussion  

Each fitness function serves a purpose in a particular application. The “best” 

fitness function depends on the desired characteristics of the output. The matched-filter 

design is most useful in cases where a specific time-space output is known. The 

frequency-space based design is more useful when particular frequency characteristics 

are desired, and where the time-space output may not be known. The frequency-space 

fitness function is also more desirable for evaluating large attractors, as it is less 

computationally intensive than the matched filter in those cases. The correlation matrix 

based fitness function is best used when the relationship between individual agent 

behaviors is more important than the actual behavior itself. Each of these fitness 

functions can be generalized for any boolean network, and depending on the nature of the 

system, one fitness function may be more appropriate than the others.  

Although we have studied four fitness functions here, countless variations exist. 

Essentially any image or signal processing technique can be applied to the ABBM output 

and used as a fitness function, with the caveat that it must be computable in a reasonable 

amount of time, depending on the population size and the number of GA generations. 

Furthermore, while we have explored the design of a GA for this problem, there are 

alternate search optimization techniques including simulated annealing, particle swarms, 

and hill climbing. We anticipate that GAs are a more appropriate method however, 

because of the likely highly discontinuous nature of the solution space for this system.  

 

5.5 Conclusions 

Here we have explored four possible fitness functions and their applications to a 

recently introduced agent-based brain model. We tested the ability of these fitness 
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functions to identify model parameters that would result in several specific model 

outputs. The matched-filter and frequency-based fitness functions were successful in 

almost all cases. While the fitness function utilizing a direct comparison in correlation 

matrices was not perfect in any of the trials, it was able to find attractors whose 

correlation matrices did very closely resemble the desired ones. The MI-based fitness 

function was less successful and appears to be ill-suited to this task. The ability to 

produce pre-defined behaviors means that it is possible to have the model produce 

behaviors that mimic physiological ones. A model that can produce brain-like outputs 

may be useful for studying the changes in brain dynamics due to neurological diseases or 

conditions, and may additionally be useful in artificial intelligence research. 
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6.1 Summary of research 

The driving objective of this work was to study the human brain as a network of 

interconnected and interdependent components using network theoretic methods.  

Network science approaches have become a highly utilized resource for understanding 

the complexities inherent to real world systems in very diverse applications. The ability 

to represent the structure of complex systems can be invaluable towards understanding 

how the interactions of individual components can coalesce into the overall behavior of 

the system. In addition to determining the structure of complex systems, studying the 

dynamics of a system is vital to understanding its function. This systems-based 

philosophy of studying the brain is in stark contrast to traditional methods aimed at 

creating one-to-one mappings of regions and functions. Rather, by examining the brain as 

a whole, network science allows us to view complex behaviors such as perception and 

decision-making as collective properties that emerge from lower level interactions in the 

system.  

In this work, we explored methods of identifying regions in the brain that are 

critical for the flow of information, and explored the impact on the network when damage 

is sustained to those critical regions. We introduced leverage centrality as a new metric 

for identifying these regions. Leverage is uniquely suited to the brain because it does not 

assume that information travels through the system along the shortest communication 

pathways, and it accounts for the relationship between the connectivity of the node under 

consideration and the connectivity of its neighbors. We demonstrated that leverage 

centrality can more accurately identify functional brain network hubs than other 

centrality metrics.  
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Two dynamic models were utilized for studying how information is transmitted 

through the functional brain network. First, an agent-based brain model was introduced, 

which treated brain regions as individual agents that could communicate through links 

defined by the functional brain network. We characterized the output of this new model 

and demonstrated that, of all the varied behaviors that it is capable of producing, some 

behaviors are computationally useful. We accomplished this by employing genetic 

algorithms to drive the agent-based model to produce particular behaviors. The second 

dynamic model involved an adaptation of a spreading activation model (Shrager et al. 

1987). In contrast to the ABBM, a rule-based model that results in emergent system 

behavior, the spreading activation model simulated the flow of signal according to an 

equation. Both models were utilized to evaluate the effect of removing highly central 

nodes from functional brain networks. In the ABBM we evaluated the impact on the 

ability of the system to perform computational tasks, while in the spreading activation 

model we evaluated the impact on the ability for signal to perfuse the network. These 

analyses indicated that the functional brain network is resilient to targeted attack of 

critical nodes, both in terms of its structure and dynamics.  

In this remainder of this section, we discuss the efficacy of leverage as a measure 

of node centrality, the merits of rule-based and equation-based models, and the 

relationship between structure and dynamics in functional brain networks. We also 

introduce a biologically-inspired task for the agent-based brain model, and discuss the 

future direction of network science in studies of the brain.  
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6.2 Leverage as a measure of node centrality 

 All measures of node centrality operate under specific assumptions on how 

information or physical objects may travel through a system. Stephen Borgatti describes 

two features that characterize information flow processes: the type of transfer that occurs 

and the trajectories in which information can flow (Borgatti 2005). Information may be 

transmitted by transfer, where a single object moves from node to node in the network 

(e.g. a loaned book), or by replication, where multiple copies exist (e.g. a copied CD). 

Furthermore, replication can occur in a serial fashion (giving a single copied CD to one 

friend), or in parallel (giving five copied CDs to five friends). The four trajectories in 

which information can travel are (1) geodesics, or the shortest pathways, (2) paths, where 

information does not visit the same node or link twice, but does not necessarily travel 

along the shortest routes, (3) trails, where information may visit the same node twice, but 

not via the same link, and (4) random walks, where information may visit the same node 

or travel through the same link multiple times. Currency, which transfers from person to 

person and may be loaned back and forth, is an example of serial transfer via random 

walks. A mailed package tends to travel through geodesics, and moves from the origin to 

distribution centers to the destination through the most efficient routes.  

We introduced leverage centrality as a new metric that is specifically designed for 

the flow processes occurring in the functional brain network. In the brain, electrical 

signals traveling from neuron to neuron flow according to parallel duplication along 

random walks. A neuron may send a signal to all of the neurons with which it synapses, 

without any regard to the shortest route for transmission. Although the functional brain 

network does not capture functional relationships at the neuronal level, it is reasonable to 
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expect that this type of information flow translates to the coarser scale of the voxel. 

While degree and eigenvector centralities apply to this type of transfer, betweenness 

centrality assumes information travels along geodesics by serial transfer and therefore 

should not be used in studies of the brain. Furthermore, degree and eigenvector 

centralities tend to overlook the fact that the brain network has redundant connectivity. 

We found in Chapter II that the posterior cingulate and precuneus are composed of high 

degree and high eigenvector centrality nodes that are very highly interconnected. 

Therefore, after the loss of one of these nodes, information may still readily perfuse the 

network along alternate connections. Leverage centrality is designed to identify nodes 

that are connected to more nodes than their neighbors and therefore control the content 

and quality of the information received by their neighbors. Therefore, leverage centrality 

tends to identify hubs whose directly connected neighbors would be negatively impacted 

by the loss of those hubs.  

Leverage may also be of potential use in studying the spread of information 

through social networks. For example, consider the spread of information through social 

media services, such as Twitter, during a civil revolt. Information is transmitted from one 

user to his or her followers in the form of a tweet, which may be passed again via re-

tweets. A high profile Twitter user may supply information to many followers at once. 

Followers that do not receive information from many other suppliers may be cut off from 

the information flow if that high profile Twitter user is removed from the network. 

Leverage centrality can be used to identify critical information suppliers in this type of 

social network.  
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6.3 Agent-based modeling and equation-based modeling 

 Generally speaking, agent-based models, such as the one presented in Chapter IV, 

model the individuals that make up the system and allow observable behaviors from the 

system to emerge from the interactions of those individuals. Equation-based models, on 

the other hand, use equations to model the relationships between observable 

characteristics of the system. Equation-based models typically do not represent the 

interactions between individuals in the system, but it is recognized that those interactions 

are embedded in the observable characteristics represented by the governing equations 

(Parunak et al. 1998).  

Consider an ecosystem with two interacting populations of sheep and wolves. In 

this system, wolves and sheep interact as predators and prey, and the size of each 

population is interdependent on the size of the other. An equation-based model might 

employ differential equations to model the size of each population at any particular time. 

Model components might include the initial population sizes, population growth and 

decay rates, and the probability of a member of one population encountering a member of 

the other. While the interactions between individual sheep and wolves are not explicitly 

modeled, they are implied in the resulting changes in population sizes.  

On the other hand, an agent-based model would describe the presence of sheep 

and wolves in some computerized space. The sheep and wolves would move through the 

space according to movement rules in the agent-based model, and when a member of one 

population encounters a member of the other population, the agents follow a rule to 

determine the outcome, such as “wolf eats sheep,” or “sheep escapes.” Agents may be 

assigned properties, such as maximum speed or amount of hunger, which would 
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determine the probabilities of each possible outcome. These explicitly modeled 

interactions result in changes in the size of each population.  

Equation-based and agent-based models can be designed to produce the same 

measureable outcomes, but there are advantages of each method.  Proponents of agent-

based models argue that they are more natural to understand because they are easier to 

equate to the real-life systems they are designed to model. Agent-based models are 

straight forward to design since the rules of interactions are typically based on 

observations in real life. On the other hand, others prefer equation-based methods since 

they can be formally described using mathematics, and therefore the models can be 

studied analytically.   

We chose to simulate dynamics in functional brain networks using an agent-based 

model. Many of the brain’s behaviors are emergent properties of low-level interactions 

between neurons. The agent-based brain model is designed to allow system-level 

properties to emerge from interactions of network nodes, or pools of neurons. The very 

simple interactions that occur between nodes can result in highly variable outcomes with 

a wide dynamics range. We show in Chapter IV and Chapter V that the overall behavior 

of the agent-based brain model may be controlled using genetic algorithms, and that the 

model is capable of supporting computation.   

 

6.4 The relationship between network structure and network dynamics 

 In Chapter IV we showed that the ABBM is able to perform two computational 

tasks: density classification and synchronization. These tasks have been used previously 

to show that a 1-D elementary CA can perform simple computations (Back et al. 1997). 
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We used these tasks to determine whether the ABBM, a model based on a functional 

brain network that has complex topology and is not an elementary cellular automaton, 

could also perform simple computations. In pursuing this work, we discovered that there 

is a relationship between the structure of a network and its computational capabilities.  

We found that two null models having randomized topology were not able to solve these 

tasks. On the other hand, an elementary cellular automaton (analogous to an unweighted 

ring lattice network) is able to solve this task (Back et al. 1997), as well as a lattice 

network with weighted functional links (Joyce et al. 2012).  

Functional brain networks have a topological characteristic called clustering, a 

feature where the neighbors of a node tend to also be interconnected amongst themselves. 

This feature is also characteristic of lattice networks. We concluded that the clustered 

structure of the functional brain network enables it to share information amongst locally 

clustered groups of nodes, and thus these nodes are readily able to share information and 

synchronize behaviors.  

Furthermore, we demonstrated in Chapter III that as high centrality nodes are 

targeted from the voxel-wise functional brain networks, these networks maintain their 

high local efficiency (a metric that captures clustering) to a much greater extent than 

randomized networks. In the ROI networks used for agent-based model simulations, 

attacked networks with the 10% highest centrality nodes removed are still able to perform 

the density-classification task (the synchronization task was untested). Together, these 

two findings show that functional brain networks are able to perform computational tasks 

after targeted attack because these networks maintain their clustered connectivity. These 
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studies are evident of a strong dependence of the dynamical capabilities of a network on 

its topological characteristics.  

 

6.5 Biological task for the agent-based brain model 

The density classification and synchronization tasks presented in Chapter IV 

provided two well-studied computational tasks with which to test the ABBM. In this 

section, we describe potential biologically-inspired tasks in which the behavioral output 

of the ABBM may be driven by visual stimuli.  

One way to accomplish this is to use a GA to find model parameters that result in 

a time-space diagram that represents a goal image. In this case, the objective is for the 

ABBM to behave as if it “perceives” the goal image. One way to represent an image in 

the ABBM output is a one-to-one encoding, where one node in the model equates to one 

pixel in a two-dimensional image. Using this encoding, a 90-node network can be used to 

represent a 90-pixel image. In Figure 6.1, a picture of a dog is resized to a lower 

resolution, using bicubic interpolation, to yield a 9 x 10 image. This image is reshaped 

into a 90-element vector of intensity values by concatenating the rows of the image. The 

pixel intensities are represented as double precision floating point values between 0 and 

255. Each pixel can then be paired with a node in the 90-node functional brain network. 

Once an image is rescaled such that the number of pixels matches the size of the 

network, the time-space diagram must be decoded into an image. Each time-space 

diagram contains the time series data for the 90 network nodes over a number of time 

steps. In Figure 6.2, we show how the time series of each node can be decoded into pixel 

intensities.  
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FIGURE 6. 1 Resizing an image to match the size of a network. 

 

An image of a dog is resized to 9 x 10 pixels using the MATLAB function imresize, 

which uses bicubic interpolation. The 9 x 10 image can be flattened into a 1 x 90 vector 

of pixel intensity values by concatenating the rows of the image. Each pixel can then be 

mapped to a node in the 90-node functional brain network.  

  



 

FIGURE 6. 2 Converting a time

conversion. 

A time-space diagram is shown in panel A, where black cells are off and white cells are 

on. The state values (0 or 1) that correspond to the time

panel B, where each column in panel B contains a binary string associated with one node. 

In panel C, the columns of panel B are converted to a decimal value, and scaled between 

0 and 255. Thus each node has a pixel intensity that is obtained using its binary time 

series of state values.  
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In Figure 6.2, a time-space diagram is represented in panel A, and the state values 

corresponding to the time-space diagram are shown in panel B. The time series of state 

values for a single node is a binary string, which may be converted to a decimal value. 

Thus each node has a decimal value that is obtained using its binary time series of state 

values. This decimal value is scaled from 0 to 255 to match the range of image pixel 

intensities.  

In the simulations that follow, we choose to run the ABBM for 100 time steps to 

create a time-space diagram. It is important to mention that 100 time steps are more than 

necessary for accurately representing the original image, but will enable us to observe the 

qualitative differences in the time-space diagrams (as we will see below, in Figure 6.5).  

We present the ABBM with a visual task, where a genetic algorithm is used to 

find the model parameters where the resulting time-space diagram can replicate a 9 x 10 

input image. We map network nodes to image pixels by sequential ordering of the 

regions according to the AAL atlas. Thus, the order in which we map image pixels to 

network nodes is the order in which they appear in the time-space diagram.  

The genetic algorithm encodes candidate ABBM parameters on chromosomes 

using four variables: the rule (encoded in 8 bits), the positive and negative weight 

thresholds (encoded in 7 bits each), and the initial configuration (encoded in 90 bits). The 

fitness of a chromosome was calculated by computing the RMSE (root-mean-square 

error) between the decoded pixel intensities from the time-space diagram and the pixel 

intensities of the input image. Thus fitness values were restricted to the range from 0 to 

255, and chromosomes having lower fitness values (i.e. less error) were deemed fitter 

solutions. Additional GA parameters are shown in the information box in Figure 6.3.  

  



 

FIGURE 6. 3 GA Specifications for Visual Task.
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In Figure 6.4, we show the GA solving for the image of a dog used in the previous 

example (Figure 6.1). The genetic algorithm evolved fitter solutions until it converged on 

a solution with a fitness of 37.55 and could not find a fitter solution over 500 generations. 

The GA was run using 3 additional goal images. In figure 6.5 we show the resulting 

model behavior (time-space diagrams), the images decoded from the time-space 

diagrams, and the minimum fitness over the course of running the GA. Qualitative 

differences in time-space diagrams exist. For the first image of the white square and the 

second image of the shaded square, the time-space diagrams settle into a fixed point 

behavior, where all of the nodes have settled into a constant state (for reference, see 

Figure 4.5, which defines the types of ABBM behaviors). In the time-space diagram 

corresponding to the image of a ball, the model is synchronized in oscillation, while for 

the picture of a dog the model is in spatiotemporal chaos. Although all of the solutions 

bear some resemblance to the desired image, none of them perfectly match the input. 

Most notably in the white square, the shaded square, and the ball, there is not enough 

differentiation between similar intensities. On the other hand, there is more 

differentiation between pixels in the solution for the picture of the dog. This is due to the 

fact that the time-space diagrams for the first three examples settle out quickly into a 

steady state behavior with a period of 1 or 2 time steps, which causes the latter portion of 

the binary strings to be identical between nodes, and therefore the intensities of each node 

decode to similar (sometimes identical) values. In contrast, the time-space diagram 

corresponding to the dog is in spatiotemporal chaos, which results in a wider variety of 

pixel intensities. Although the fitness value is comparable to the earlier example in the 

previous figure, this solution appears to be a better match to the original image because of 
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this variation. A different fitness function might incorporate the statistical distribution of 

image intensities.  

Unfortunately, the low resolution that is obtainable using a 90-node network 

leaves much to be desired. A voxel-wise network with 20,000 nodes would allow for a 20 

mega-pixel image, but the computational time to run the GA on a network of that size is 

prohibitive. An alternative way of encoding the image so that it is not necessary to have a 

one-to-one node to pixel mapping would be highly desirable. For example, this may be a 

good setting for an image compression technique. By treating the time space diagram as a 

compressed version of the goal image, an image decompression algorithm may be used to 

translate the time-space diagram into a higher resolution image. The key in this case 

would be to identify, or develop, an image compression method that operates well under 

the constraints of the ABBM, as the time-space diagram is binary and there is a spatial 

and temporal dependence between nodes. 

 Another potentially interesting extension is to allow the visual cortex to perceive 

an image as described above, and allow the rest of the network to respond to the 

perception. There are numerous challenges associated with such a task, such as 

interpreting the response in a meaningful way and training the model to select ouput 

behaviors that are related to the stimulus to which they are responding. However, this 

application of the ABBM might allow for human users to interact with the model and 

shape its behavior. 

 

 

  



 

FIGURE 6. 4 The genetic algorithm evolves a solution to gener

At the final generation (generation 4198), the GA reached a solution having a fitness of 

37.55. This solution bears visual resemblance to the input image, but there are noticeable 

differences.  
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The genetic algorithm evolves a solution to generate a picture of a dog.

At the final generation (generation 4198), the GA reached a solution having a fitness of 

37.55. This solution bears visual resemblance to the input image, but there are noticeable 

 

ate a picture of a dog. 

 

At the final generation (generation 4198), the GA reached a solution having a fitness of 

37.55. This solution bears visual resemblance to the input image, but there are noticeable 



 

FIGURE 6. 5 The genetic algorithm evolves solutions for several input images.

From top to bottom, we show genetic algorithm results for a black and white square, a 

shaded square, a ball, and a dog. From left to right, we show the input images, the time

space diagram used to encode the ABBM’s representation of the image, the ABBM’s 

image decoded from the time

the course of the genetic algorithm.
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From top to bottom, we show genetic algorithm results for a black and white square, a 

shaded square, a ball, and a dog. From left to right, we show the input images, the time

diagram used to encode the ABBM’s representation of the image, the ABBM’s 

image decoded from the time-space diagram, and the best fitness in the population over 

the course of the genetic algorithm. 
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6.6 Future directions in brain-based network science 

Network methodologies have become a highly utilized resource for understanding 

the network structure of complex systems in very diverse applications. One of the most 

important themes in the future of network science in the brain will be the ability to 

measure and model network dynamics. Studies of system dynamics may allow us to 

understand the complex mechanisms of information flow and illuminate how the system 

reacts to changing environments and stimuli. As an analogy, it is difficult to understand 

how the birds in a flock interact by looking at a picture of a bird, but watching the flock 

in action may enable us to understand how the many simultaneous interactions between 

birds results in the overall flocking behavior. Understanding a system relies on studying 

not just the structure of a system, but also its dynamics.  

Aside from studying the dynamic properties of networks, there are several 

important advances that can be made in the structural domain. One improvement is the 

ability to measure directed links in functional brain networks. Linear correlation indicates 

a functional association between brain regions, but cannot indicate the direction of the 

relationship. Granger causality is one method that has been proposed to determine the 

direction of influence in fMRI data (Roebroeck et al. 2005), but the method is not widely 

employed. It is difficult to ascertain directed influence in fMRI data with Granger 

causality due to the low temporal resolution of fMRI compared to the time scale on 

which populations of neurons interact.  

Another neglected topic in brain network research is how to incorporate negative 

connections into the analysis of the network. The most common practice in studying 

functional brain networks is to threshold the network to remove weak positive 
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connections and completely remove any negative connections. Although the highly 

negative associations between regions are just as physiologically relevant as the highly 

positive ones, incorporating these negative links into network analyses is not straight 

forward. Almost all current network measures are not designed for networks with 

negative links. Furthermore, most network analysis tools are designed for sparse binary 

networks, and are not well suited to fully-connected weighted networks. Although the 

effort necessary to generalize these metrics is quite sizeable, some advances have been 

made in this direction, including computations for modularity and node centrality in 

fully-connected networks with positive and negative weighted links (Rubinov and Sporns 

2011). However, these issues may by bypassed by modeling the dynamics of networks 

using the full network topology with positive and negative links. Given that researchers 

typically try to understand network topology in order to understand the resulting 

dynamics, this may be an acceptable solution. 

Although there is still much methodological work to be done, the study of the 

human brain as a network of interconnected and interdependent regions constitutes an 

important advance in neuroscience research. As with all research, network based 

modeling will not be the final word on understanding the brain, but it has allowed us to 

make significant progress along the way.   
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