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Abstract 

Business professionals are seeking a solution to the problem of nonlinear optimization to 

maximize product value for the most respondents to a product survey. A comparative 

approach considers five methods of obtaining maximal solutions in minimal time. 

Simulated annealing and exhaustive enumeration seek to provide a family of solutions. 

Creating data warehouses using each of exhaustive enumeration, sampling with 

replacement, and sampling without replacement allows for more expedient analysis. Each 

method was assessed in terms of time requirements and quality of solution. Aside from 

exhaustive enumeration, the creation of a data warehouse that is a subset of all 

configurations via sampling without replacement provided near optimal families of 

solutions in minimal time.  
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Glossary 

attribute: a feature of a product [1] 

conjoint analysis: a method of addressing the value consumers place on product attribute 

levels for marketing research purposes [1] 

CPU time: total time the computer used to complete the task 

efficiency: provides a means of assessing the amount of time for which a processing unit 

is in fact utilized; the formula for efficiency (E) is 𝐸 =
𝑆

𝑁
 , where S is speedup and N 

is the number of processing units [7] 

heat factor: (in simulated annealing) a value between zero and one that is multiplied by 

the current temperature to decrease the temperature during the annealing process [2] 

hurdle: a quantitative representation of the value a respondent places on an existing 

product (also called a reservation utility) [3] 

level: a potential characteristic option of an attribute [1] 

optimal solution: the mathematically proven maximum obtainable solution 

part-worth utility: a quantitative representation of the value a consumer places on a 

given attribute level [1] 

part-worth vector: a data structure representing all part-worth utilities for a single 

respondent [3] 

real-time: a time bound placed on the solution in which the time required is relatively 

lower than that required by other algorithms and solutions; industry standard is less 

than one minute 

score: the value obtained when the optimization function is evaluated for a given 

configuration 
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share of choice: how many respondents’ hurdles were surpassed by the utility of the 

product (in a single product design) [4] 

share-of-choice problem: seeks to define the parameters of the product(s) for which 

share of choice is maximized under the given constraints [4] 

speedup: addresses the potential advantage of parallelizing a program by assessing the 

proportion of the time taken to run the program sequentially (Ts) to the time required 

to run the program in parallel (Tp); the formula for speedup (S) is 𝑆 =
𝑇𝑠

𝑇𝑝
  [7] 

temperature: (in simulated annealing) a quantitative representation of the perceived heat 

of a system that decreases as a state of minimum energy is sought; serves as a 

threshold probability for randomly keeping a configuration producing a score lower 

than the current maximum during annealing [2] 

wall time: elapsed time from beginning of task through completion 
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Chapter 1 Introduction 

 

1.1   Problem 

The thesis presented addresses a problem of nonlinear optimization in the context of 

consumer research. This work seeks to maximize product value for the most respondents 

to a product survey. Two constraints on the problem consider (1) interactions between all 

combinations of levels of two attributes while (2) selecting a single level per attribute. 

 

1.2   Significance 

Business professionals are actively seeking a solution to this problem. The linear version 

of this problem can be solved expeditiously, yet a solution to the nonlinear problem in 

real-time remains elusive. Real-time refers to a time bound placed on the solution in 

which the time required is relatively lower than that required by other algorithms and 

solutions. Industry partners define real-time as a required response time of less than one 

minute. The necessity of solving the nonlinear problem in real-time lies in the application 

of the model. Conjoint analysis addresses the value consumers place on product attribute 

levels for marketing research. This can be used to determine the combination of product 

attribute levels that maximizes the value of a product to consumers. An attribute is a 

feature of a product. Each attribute has multiple levels, or the potential characteristic 

options for that attribute. A part-worth utility is a quantitative representation of the value 

a consumer places on a given attribute level. [1] The industry seeks the ability to find the 

optimal solution in the nonlinear case in seconds. It is imperative, however, that the 

combination of attribute levels be adjustable in real-time in order to assess suboptimal 
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solutions and families of solutions that may in fact be more suitable than the termed 

optimal solution. 

 

1.3   Background 

Previous research has presented solutions to similar share-of-choice problems without  

interaction effects through the use of linear and nonlinear models. [3], [4] One of these 

solutions presented an exact branch-and-bound method whereby a search tree was solved 

in place of the traditionally implemented heuristics. Three phases (test, validation, and 

random benchmark) sought to select part-worth vectors and identify global optima with 

the consideration that respondents’ hurdles were distinct and previously selected within 

the context of all profiles. A part-worth vector is a data structure representing all part-

worth utilities for a single respondent. A hurdle, also called a reservation utility, is a 

quantitative representation of the value a respondent places on an existing product. This 

work identified a method for solving extensive problems in a plausible time frame for 

verifiable optimal solutions. [3] Further work deviated from the implementation of logic 

for solving the share-of-choice problem in order to advance from the single-product 

design to the product line design. The share of choice indicates how many respondents’ 

hurdles were surpassed by the utility of one or more products. The share-of-choice 

problem therefore seeks to define the parameters of the products for which share of 

choice is maximized under the given constraints. Considering the increase in size of the 

potential solution set when moving from the single-product to product line problem, the 

means of finding verifiable global optima was defined as an increasingly difficult 

problem to solve. An exact branch-and-price method was implemented via a two-part 



3 
 

algorithm: (1) product line selection for maximal share of choice followed by (2) 

adjustment of the product line per behavior of the product profiles under the current 

product line selection. A new approach was therefore reported for solving all tested 

problems in seconds as compared to previous methods that required minutes to solve a 

subset of those problems for verifiable optimal solutions. [4] 

 A general understanding of the share-of-choice problem may be obtained in the 

context of a real-world scenario. Suppose a sandwich shop owner wants to create a new 

specialty sandwich that will appeal to the most customers. Based on the budget and his 

supplier’s options, the owner can use exactly: one of three types of bread (rye, whole 

wheat, or pumpernickel), one of five meats (chicken, turkey, ham, bologna, or pastrami), 

one of four vegetables (lettuce, pickle, tomato, or green pepper), and one of four 

condiments (ketchup, barbeque sauce, mustard, or mayonnaise). Each of the categories 

(breads, meats, vegetables, and condiments) is an attribute. Each option for an attribute, 

such as each of the three types of bread, is a level. Suppose that ten customers, called 

respondents, are asked to place a value on each of the individual attribute levels 

indicating how much he or she likes that food. These values are the part-worth utilities 

for the respondents. The sum of each respondent’s part-worth utilities for each existing 

product is then calculated and the maximum of these sums is the respondent’s hurdle. 

The share-of-choice problem in this context would then seek to determine the 

combination of attributes that sums to values, called utilities, exceeding the most 

respondents’ hurdles. A similar scenario considers pizza, as defined in the literature. [1] 

The more options that exist for product attributes and product levels, the more 

complex the share-of-choice problem becomes. Consider a technology company that 
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seeks to improve on its current model of a smart phone, laptop computer, or smart car. 

The number of attributes and attribute levels increases with the detailed nature of these 

products, from appearance to operating system to memory requirements and hardware. 

The number of combinations identifying unique products therefore has the potential to 

increase exponentially with the number of attributes and levels. Interactions of two or 

more attributes occurring in the same product may also be taken into account as 

interaction effects. Consider the reduction in value a product may take if additional 

gigabytes of memory in a smart phone require hardware that increases the physical size 

of the device. Interaction effects add complexity to the share-of-choice problem. Time 

constraints must be taken into account in order to determine which products should be 

developed in each of these scenarios. 

 

1.4   Proposed Outcomes 

Extending previous research to consider the product line design with interaction effects 

aims to provide global optimal solution sets to industrial data sets. The data set utilized in 

this research is comprised of the part-worth utilities for 1,001 respondents given five 

attributes containing non-uniform numbers of levels (see Table I). Interaction effects are 

accounted for via cross-terms between attributes 3 and 4. The method developed seeks to 

consider time constraints and to be scalable to larger-scale problems. 

Attribute Number of Levels 

1 26 

2 26 

3 25 

4 25 

5 2 

 

Table I. Number of levels per attribute for data set used in this research  
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1.5   The Work 

This work seeks to contribute to the development of real-time solutions to nonlinear 

optimization problems in the context of conjoint analysis. A comparative approach 

developed following assessment of preliminary results was taken. 

First, a comparison of two methods directly seeking the maximum solution or a 

family of solutions was assessed: (1) time-limited simulated annealing and (2) an 

exhaustive method. In the first method, a time limit was enforced on the initial simulated 

annealing model. This development was assessed for optimality and efficiency. 

Comparison was made to the provided optimal solution. Reporting of these comparisons 

addresses the proximity of the solution obtained via the developed simulated annealing 

implementation to the known optimal solution, as well as the amount of time taken to 

obtain each of these solutions. In the second method, an exhaustive method was 

implemented. This method considers the size of the data set in terms of number of 

attributes and number of levels of each attribute. All possible combinations of attribute 

levels are enumerated. The enumerated combinations are evaluated in the context of the 

optimization function to obtain the value of ∑ 𝑦𝑖
𝑚
𝑖=1  for the given combination of attribute 

levels (where yi is one if the addressed combination satisfies or surpasses respondent i’s 

hurdle and zero otherwise, evaluated for all m respondents). [5] This value is the score. 

The results and temporal requirements of this method were compared with those of the 

simulated annealing method. 

Second, three approaches adhering to the problem constraints were implemented 

to build individual data warehouses: (1) the previously defined exhaustive method, (2) 

sampling with replacement, and (3) sampling without replacement. In each of these 
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approaches, the combinations of attribute levels are stored with their associated scores in 

data structures for further analysis. Each combination of attribute levels is termed a 

configuration. The data structure in each approach therefore serves as a data warehouse 

of potential product configurations. The exhaustive approach enumerates all possible 

configurations and obtains their associated scores, whereas the sampling with 

replacement and sampling without replacement approaches sample portions of the 

configurations obtained during the exhaustive method. Sampling with replacement and 

sampling without replacement enable consideration of time and space constraints not 

eligible for consideration in an exhaustive approach. The time-limited simulated 

annealing method is not sampled as the resulting configurations may not represent the 

data well. 

It is important to note that the exhaustive methods of enumeration, sampling with 

replacement, and sampling without replacement implement parallelization as a means of 

reducing the time required. Multiple methods of parallelization were developed and 

tested on the Wake Forest University High Performance Computing Distributed 

Environment for Academic Computing (WFU HPC DEAC) Cluster. The DEAC Cluster 

is a heterogeneous cluster comprised of various types of hardware and is available for 

research purposes throughout Wake Forest University. [6] Elapsed wall time and CPU 

time were taken into consideration when evaluating these methods. The reported 

parallelization utilizes OpenMP to provide flexibility in workload distribution for the best 

speedup and efficiency possible. 

Speedup (S) addresses the potential advantage of parallelizing a program by 

assessing the proportion of the time taken to run the program sequentially (Ts) to the time 
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required to run the program in parallel (Tp). The formula utilized for this calculation is 

𝑆 =
𝑇𝑠

𝑇𝑝
 . [7] Ideally, speedup would be linear such that S = N for N processing units. In 

practice, however, this is often not the case. [8] To provide a measure in which the 

sequential and parallel time were obtained on identical processing units, a batch job was 

submitted to the DEAC Cluster requesting 32 cores on a single node when measuring 

speedup. Batch jobs are handled by SLURM, the scheduling software employed by the 

DEAC Cluster. [9] In the current work, the processing unit utilized is a core. The 

sequential time was obtained by running the program on one core of the allocated node. 

Subsequent runs of the program in the same batch job utilize 2, 3, 4, …, 32 cores on the 

allocated node. 

As speedup is typically less than ideal, measuring efficiency (E) provides a means 

of assessing the amount of time for which a processing unit is in fact utilized. The 

formula utilized for this calculation is 𝐸 =
𝑆

𝑁
 , where N is the number of processing units. 

Ideally, efficiency would be 1. In practice, however, efficiency is a value between 0 and 

1. [7] The closer the efficiency is to 1, the greater the utilization of the processing unit. 

The implementation of the discussed methods was completed in the C++ 

programming language. The data set, stored in a comma-separated values (CSV) file, is 

read into the main program at runtime. The parameter file specifies which of the five 

methods to run, as well as the associated parameters for the selected method. Information 

regarding these parameters, including which methods require each parameter and 

acceptable values for each parameter, is available in the README.txt file (see Appendix 

I). The direct approaches output a family of solutions to the NBestData.csv file. The data 

warehouse approaches output the data warehouse to the DataWarehouse.csv file. 
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A prototype program was developed to provide a means of assessing the optimal 

product(s) upon including attribute levels in or removing attribute levels from the data 

warehouse. A user interface (UI), programmed in C++, is utilized to enable the user to 

include or exclude attribute levels from consideration. This program reads a 

DataWarehouse.csv file at runtime and outputs a SelectData.csv file containing the subset 

of the data warehouse requested. The SelectData.csv file may then be opened in 

Microsoft Excel for further assessment in real-time. The manipulation allowed therefore 

targets the stored data and provides results in real-time. This provides a time trade-off: 

the data can be manipulated in real-time at the expense of an initial time cost to create the 

data warehouse. 

This work is summarized in Figure 1. 

 

Figure 1. Summary of work 
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 The final work presents a discussion of the solutions obtained from each method 

in terms of time required and quality of solution. 

 

1.6   Determining N for Reporting N-Best Solutions 

The N-Best solutions are obtained and reported for comparative purposes as a means of 

assessing families of solutions in the direct approaches to the simulated annealing and 

exhaustive methods. Initially, N = 10 for evaluation and reporting purposes. Investigation 

into an appropriate value of N was completed. Figure 2 shows a comparative method that 

was assessed as a means of defining the value of N. This method addressed the Euclidean 

distance between each score enumerated via the exhaustive method and the optimal 

solution’s score with the Hamming distance between each associated configuration and 

the optimal solution’s configuration.  

 

Figure 2. Euclidean distance of exhaustively enumerated scores and known optimal 

solution versus Hamming distance of associated exhaustively enumerated configurations 

and configuration of known optimal solution 

 

While the initial intent was to evaluate this and other methods of determining the 

value of N, it was discovered early on that this was not necessary. As observation and 

discussion with business professionals indicate that differences in the value of N are 

present throughout the business sector, to declare a most appropriate value of N for 

reporting the N-Best scores should be left to the user. Therefore, research into this 
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concept was halted and the value of N became a parameter in programmatic 

implementations requiring a value of N. Should the user fail to specify a valid value for N 

in the program’s parameter file, the default for N is hard-coded as 10 given its place in 

the initial implementation of the program. 
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Chapter 2 Simulated Annealing (Direct Approach) 

 

The development of this work follows from the iterative assessment of implementing a 

stochastic method to solve the problem presented. Research into a survey of the known 

stochastic methods and machine learning algorithms yielded promise for implementing 

simulated annealing and genetic algorithms. While genetic algorithms were not addressed 

in the course of this research, simulated annealing was implemented. A substantial review 

of simulated annealing is available in Brooks and Morgan (1995). [2] An understanding 

of conjoint analysis and the share-of-choice problem was gained to build the context of 

this nonlinear optimization model. The nonlinear model without interaction effects was 

developed first to provide a basic means of assessing the work to ensure the accurate 

implementation of the program. Subsequently, a modified program was implemented 

such that the nonlinear model would take interaction effects into account. 

The aforementioned programmatic implementations employ simulated annealing 

in attempts to converge to the optimal configuration. While the optimal configuration is 

the ideal solution desired, it is recognized that obtaining the optimal solution is unlikely 

when using large data sets in simulated annealing implementations. The starting 

temperature, heat factor, and number of iterations for which annealing is applied are 

adjustable as program parameters. A single level per attribute is selected at random to 

comprise the initial configuration. An optimal configuration is sought by randomly 

selecting at each iteration one level of one attribute to replace the current level of the 

selected attribute in the configuration. Each iteration of the annealing process calculates 

the value of the optimization function. The configuration is kept if the value obtained is 
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greater than the current maximum value; otherwise, the configuration is kept if a random 

probability is greater than the threshold probability (defined as the temperature). 

Throughout program development, data was output to CSV files for assessment of the 

process. Microsoft Excel provides tools for analyzing data in this format and has been 

utilized in this regard. The program parameters were adjusted based on plots created and 

assessed as a means of evaluating the program. 

 

2.1   Methodology and Implementation 

The method initially implemented to address the current problem employed simulated 

annealing. Given that enumerating the possible configurations for any large data set is 

often not possible, initial assessment of the problem presented indicated a potential 

advantage in the random and selective nature of a stochastic method. By selecting 

random configurations at each iteration of the algorithm, the search space can be assessed 

in a manner not prone to bias. It is dually noted that the random nature of the algorithm 

lacks true randomness due to the pseudo-random number generator associated with 

programming in C++. To provide a random number generator with some degree of 

randomness, the seed for the random number generator was set to time(NULL). 

 The simulated annealing program functions via the use of vectors implemented 

for the determination of the current iteration’s configuration given that assessed in the 

previous configuration. Throughout runtime, the N-Best solutions are maintained in a 

separate vector. The value of N is defined via a parameter specified by the user in a 

parameter CSV file prior to running the executable. 
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The current configuration is maintained in two different vectors: (1) a sparse 

representation of the current configuration consisting of as many entries as the total 

number of levels for all attributes combined and (2) a minimal representation of the 

current configuration consisting of as many entries as there are attributes. The sparse 

representation is a binary depiction of the current configuration in which a zero indicates 

that the attribute level indicated by the discussed vector entry is not selected in the 

current configuration and a one indicates that it is selected for the current configuration. 

While this vector can be expensive in terms of space requirements, particularly for large 

data sets, it is imperative for determining whether any given attribute level was selected 

in the previous configuration when selecting the configuration to be assessed at the 

current iteration. The minimal representation is an integer depiction of the current 

configuration in which the currently selected level of each attribute is stored at the 

appropriate entry in the vector. This vector is utilized for directly accessing the current 

configuration without requiring a search of the sparse representation to determine the 

single level currently selected for each attribute. Accessing the current configuration in 

this manner is most pertinent to the evaluation of the N-Best solutions in each iteration. 

 The simulated annealing implementation is an iterative approach that seeks to 

converge at the maximal solution. At each iteration of the simulated annealing 

implementation, one attribute is randomly selected to have its level altered from the 

previous configuration. As such, a random number is selected and the sparse 

representation is consulted to ensure that the randomly selected attribute level is not 

selected in the current configuration. If this level is currently selected, then another 

attribute level is selected. Given that the sparse representation is accessed with the 
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randomly selected attribute level, any attribute can be selected for alteration in the next 

configuration regardless of any previous selection in the current or previous iterations. At 

each iteration, the configuration assessed will therefore differ in exactly one attribute’s 

level from the previously assessed configuration. Once the current configuration is 

assembled, the optimization function is evaluated to obtain the score. The score obtained 

at the current iteration is then compared against the maximum score maintained over all 

previous iterations. If the current configuration yields the new maximum score, then the 

current configuration is kept for alteration in the next iteration. If the current 

configuration yields a score less than or equal to the maximum score from previous 

iterations, then the current configuration is kept if a randomly selected probability is less 

than the current temperature of the system. Otherwise, the configuration from the 

maximum score is kept for alteration in the next iteration. This allows the system to 

attempt to converge at the maximal configuration. The temperature decreases via 

multiplication by the constant heat factor at each iteration in which a new maximum is 

not found. The starting temperature, heat factor, and number of iterations for which 

simulated annealing should run are parameters defined by the user prior to runtime in the 

CSV parameter file. The score obtained at each iteration is compared against each of the 

N-Best scores, from highest to lowest, to adjust the N-Best scores recorded in the least 

number of steps at each iteration. 

 This implementation runs until all iterations are complete or until a user-specified 

time limit is reached. Error checks are in place to ensure that user-specified parameters 

are valid values. Elapsed time is compared to the time limit prior to each iteration of the 

program. Due to the seemingly unresolvable loop-carried dependencies in this program, 
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no parallelization was implemented to expedite the runtime. The N-Best scores are 

written to a CSV file upon completion of the simulated annealing program. The elapsed 

wall time and CPU time are then reported. 

While this implementation sought to provide a starting point for the 

implementation of stochastic methods to solve the problem presented, simulated 

annealing revealed the instability of applying stochastic methods to a problem of this 

nature. Reviewing the purpose of the implementation provides reasoning for this 

observation. The solution desired from any implementation addressing the current 

problem is the maximum score obtained from all configurations enumerated during 

program runtime. It is, therefore, in the best interest of the problem to enumerate as many 

different configurations as possible before program termination. This seeks to provide the 

most representative pool of scores and associated configurations prior to determining the 

N-Best values. 

 

2.2   Results and Discussion 

Upon evaluation, the solution was most meaningful when considered as a family 

of solutions. This contextualizes the solution in the likely event that the maximum 

obtainable solution be underestimated (a global maximum is being sought) given the 

influence of the random nature of the algorithm. Convention and observation of trial and 

error indicated that the ten best solutions should be reported. The program was therefore 

adjusted to track and report the N-Best solutions, where N = 10 was used. 

The accuracy of the mathematical calculations completed in the simulated 

annealing program thus defined was verified through the implementation of a second 
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program. This verification program provides a user-oriented analysis of the optimization 

model by taking the attribute levels of a given configuration in a parameter CSV file and 

calculating the value of the optimization function for that configuration. A comparison of 

the value returned from the user-oriented program with that reported from the simulated 

annealing program verified the accuracy of the calculations. The accuracy of the 

verification program was checked against the known optimal solution for the data given 

its configuration. 

The simulated annealing program was assessed through multiple runs of the 

program under varied parameters. A sample of the convergence to the maximum score is 

shown in Figure 3. The value obtained when the optimization function is evaluated for a 

given configuration is referred to as the score. The random selection of configurations 

was verified by studying the distribution of attribute levels appearing in the random 

configurations obtained in the simulated annealing program. For this random selection to 

be plausible in the context of this problem, each attribute’s levels should occur 

approximately the same number of times. A histogram displaying the number of 

appearances of each attribute level in the configurations randomly selected in the current 

run of the program indicated an approximately uniform distribution of each attribute’s 

levels. This verification is shown in Figure 4 for the run of the program producing the 

convergence in Figure 3. 
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Figure 3. Value of the maximum score stored after each iteration of the annealing process 

for a sample run of the simulated annealing program (Maximum converged on: 697; 

Parameters specified: time limit = 45 seconds, 100000 iterations, temperature = 1, heat 

factor = 0.995) 

 

 

Figure 4. Histogram displaying each attribute level’s frequency in the random 

configurations obtained during the run of the simulated annealing program that produced 

the results in Figure 1 (Maximum converged on: 697; Parameters specified: time limit = 

45 seconds, 100000 iterations, temperature = 1, heat factor = 0.995) 
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While the time limit imposed on the system alleviates the concern of extensive 

time requirements, various runs of this program indicated the potential to converge at 

higher scores should the time limit either be increased or eliminated to allow for the 

completion of additional iterations. To report such extensive data would be menial based 

on the random nature of each run of the simulated annealing program. Thus, it is simply 

noted that the randomness of the program implies that the real-time requirements to 

obtain and subsequently converge on the best family of solutions possible, while capable 

of being minimal should a time limit be imposed and the family of solutions obtained 

deemed acceptable, have the potential to be extensive. 

Results from repeated trials of the simulated annealing program that considers 

interaction effects under the parameters most likely to lead to convergence per 

observation were assessed. Considering the N-Best solutions, the results indicated that 

the levels of attributes 1 and 2 generally fluctuated, whereas the levels of attributes 3 and 

4 remained stable and the levels of attribute 5 occurred in an approximately equal number 

of solutions. The problem therefore appears to be a function of attributes 1 and 2. This 

observation and the extensive real-time required to run the program to arrive at these 

results led to inquiries into the exhaustive data. 
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Chapter 3 Exhaustive Method (Direct Approach) 

 

Given the fit of the results obtained thus far to the data currently in use, the potential for 

generalization of a solution to nonlinear optimization problems considering interaction 

effects requires consideration of the timeframe required to obtain the results. After 

detailing the proof of the computational complexity of the exhaustive solution to the 

problem (see Appendix II), a programmatic implementation of the exhaustive method 

was developed. This implementation evaluates the optimization function to obtain the 

value of ∑ 𝑦𝑖
𝑚
𝑖=1  for all possible combinations of attribute levels (such that there is exactly 

one level selected per attribute per combination). [5] Each value is a score. All scores 

were output with their associated configurations to a CSV file and subsequently analyzed. 

 

3.1   Methodology and Implementation 

Following the implementation of a stochastic approach, the inability of the system to 

consistently converge to a maximum led to interest in evaluating other methods. While 

simulated annealing initially proposed a means of assessing varied configurations with 

minimal to no bias in selection given its random nature, study of the requirements for 

exhaustive enumeration seemed necessary to support the use of selecting a sample of the 

configurations. The question remained as to whether exhaustively enumerating all 

configurations in a data set provided significantly better solutions than did selecting any 

sample of the obtainable configurations. Given the size of the testing data set, exhaustive 

enumeration of the data set as a point of reference for evaluation of other methods was 

possible. 
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 The implementation of exhaustive enumeration employs nested for loops to iterate 

through all possible combinations of attribute levels such that exactly one level is 

selected for each attribute in each configuration. Once a configuration is assembled, the 

optimization function is evaluated and the result is compared against the N-Best scores 

already stored. This allows for the storage of exactly N scores throughout the program to 

minimize space requirements. The value of N is a user-specified parameter. The N-Best 

scores and their associated configurations are then written to a file upon completion of 

the program. 

Considering the potential application of this research to large data sets, it was 

noted upon implementation of exhaustive enumeration that the time requirements have 

the potential to increase exponentially given that this problem is on the order of           

O(m * a1 * a2 * ... * an), where m is the number of respondents, n is the number of 

attributes, and ai is the number of levels of attribute i (see computational complexity 

proof in Appendix II). Parallelization was therefore implemented to minimize the time 

required for the exhaustive enumeration of data sets while maximizing the number of 

configurations that could be enumerated in a select time frame. The parallelization also 

attempts to employ all computational resources allocated to the program to obtain the 

best parallelization possible. 

 The time required to run the exhaustive enumeration implementation was 

immediately noted as a hindrance to the utilization of the method should the problem size 

increase. Thus, the use of available computing resources becomes advantageous in 

decreasing time requirements. In a real-world implementation, high performance 

computing resources may be available or sought for use in assessing problems of 
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nonlinear optimization. For testing purposes, the Distributed Environment for Academic 

Computing (DEAC) Cluster at Wake Forest University was utilized. Initial attempts at 

parallelization employed Message Passing Interface (MPI). However, parallelizing the 

code for exhaustive enumeration in a manner in which the workload is determined by the 

system by employing OpenMP provides the most suitable distribution of the workload. 

 During the development of the parallelized implementation of this method, 

contention for the critical section required to maintain the N-Best solutions was observed 

as each iteration of the program required access to the critical section to check for 

updates to the N-Best vector. To reduce this contention for the critical section, a private 

N-Best vector was implemented. Each thread therefore updates its own N-Best vector 

while enumerating possible configurations, eliminating the need for a critical section in 

this regard. Once all threads have completed their work in the parallel section, all private 

N-Best vectors are then sequentially compared and a shared N-Best vector is assembled 

by a single thread prior to exiting the critical section. While the potential for some 

overhead from the sequential comparison of the private N-Best vectors and the additional 

barrier required to ensure all threads have completed their work before handling the 

overall N-Best vector exists, this trade-off eliminated the additional time requirement of 

an unnecessary critical section experiencing constant contention. 

 The direct approach to the exhaustive enumeration implementation runs to 

completion or until a user-specified time limit is reached. Error checks are in place to 

ensure that user-specified parameters are valid values. 
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3.2   Results and Discussion 

Results from this analysis (see Figure 5 and Table II) highlighted the importance of 

reporting a family of solutions. Based on the distribution of the exhaustive solutions, the 

identification of an outlier or understanding of the range of the solutions can be best 

interpreted in the context of suboptimal solutions. Furthermore, families of solutions may 

identify suboptimal solutions better suited to the real-world context in which the problem 

should be solved. 

 

Figure 5. Histogram of scores for every possible configuration of attribute levels 

(exhaustive data) 

 

Average* 336 

Median 319 

Mode 250 

Standard Deviation* 101 

Maximum 714 

Minimum 123 

 

Table II. Statistics for scores from Figure 5 (exhaustive data)                                                                                                      

*rounded to nearest integer 
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One initial step in evaluating families of solutions in the exhaustive data sought to 

assess the efficacy of clustering N-Best solution sets from the exhaustive data through 

visualization. K-means clustering of the N-Best solutions in the exhaustive data for 

varied values of K and N was completed. Whereas previous programming and 

visualization were completed in C++ and gnuplot on a VirtualBox Virtual Machine, this 

program was completed in Python for clustering and visualization purposes. Resulting 

clusters under varied parameters failed to provide meaningful patterns for further 

assessment. 

Given that the solutions obtained when exhaustively enumerating a data set will 

present the maximal solution, also known to be the optimal solution as all solutions are 

considered, the quality of the solution when enumeration is run to completion does not 

require further analysis. Upon parallelizing this implementation, the time requirements 

were assessed. A custom bash shell script was used to run the program with 1 through 32 

cores, incrementing the number of cores by one at each run of the program. While the 

number of cores changed, the parameters provided to the program remained constant. It is 

noted that the shell script and all associated program runs were encapsulated in a SLURM 

script. This provides certainty that all tests for this program were run on the same node on 

the DEAC Cluster via a single batch job. While only a single run of the program is 

reported for these times, observation supports that multiple runs of the program yield 

approximately the same timings. The values specified in the parameter CSV file for all 

parallelized results reported in this section were as specified in Appendix III. 
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Ideally, CPU time would remain constant as wall time decreases. As seen in 

Figure 6, the CPU time remained nearly constant as wall time decreased from over 80 

seconds on a single core to less than 5 seconds when running on 32 cores. 

 

Figure 6. Elapsed time for program completion for varied number of cores. CPU and wall 

time are presented in this figure. Data reflects the exhaustive method (direct approach), 

run with 1 through 32 cores on a single node via a batch job on the DEAC Cluster. 

Reported elapsed CPU time including reading in file overlaps with elapsed CPU time 

excluding reading in file; the same is true for elapsed wall time. 

 

Both elapsed CPU time and elapsed wall time were reported with and without the 

time required to read in the file containing the testing data set. While it was hypothesized 

that there would be a minor yet noticeable difference in the elapsed time for each of wall 

and CPU time including reading in this file as compared to each of wall and CPU time 

when the clock was started after reading in this file, this was not exhibited in the results 
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(see Figure 6). Speedup and efficiency were calculated utilizing the wall time including 

reading in the file for a comprehensive evaluation of the entire program. 

When considering the run on a single core to be the practical evaluation of 

sequential time, speedup was calculated and plotted. Ideally, linear speedup would be 

obtained. As seen in Figure 7, the speedup curve obtained resembles linear speedup for 

lower numbers of cores and exhibits slightly less than linear speedup for larger numbers 

of cores. 

 

Figure 7. Speedup for wall time (including reading in file). Data reflects the exhaustive 

method (direct approach), run with 1 through 32 cores on a single node via a batch job on 

the DEAC Cluster. Compare to linear speedup (ideal). 

 

 Efficiency was also calculated and plotted. Ideally, efficiency would remain at 1. 

In practice, convergence to a value as close to 1 as possible is desirable. As seen in 
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Figure 8, efficiency in this assessment converges to approximately 0.8. While not 

perfectly ideal, the efficiency here is acceptable. 

 

Figure 8. Efficiency for wall time (including reading in file). Data reflects the exhaustive 

method (direct approach), run with 1 through 32 cores on a single node via a batch job on 

the DEAC Cluster.  
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Chapter 4 Exhaustive Method (Data Warehouse Approach) 

 

The direct approach to the exhaustive method provides a family of solutions after 

enumerating all possible configurations, in effect discarding all sub-maximal scores and 

their associated configurations. For the user to manipulate the attributes and/or attribute 

levels considered in assessment of those available, the entire program must be run once 

changes are made to the original data set. This presents additional overhead for 

continually enumerating subsets of the same pool of exhaustively enumerated possible 

configurations. By creating a data warehouse in which all possible configurations and 

their associated scores may be stored upon running the program to completion or to a 

user-specified time limit, assessment when excluding or including any attribute(s) or 

attribute level(s) may be done in real-time without the added overhead of continuously 

enumerating configurations and their associated scores from the data set. 

 

4.1   Methodology and Implementation 

As described in Chapter 3, exhaustive enumeration was implemented as a point of 

comparison to methods that select a subset of the possible configurations to find a family 

of solutions. The initial implementations of exhaustive enumeration, both sequential and 

parallelized, provided solely the N-Best solutions for a user-specified parameter N. To 

provide a user-oriented program such that specified attribute levels may be included or 

excluded, the previous approach would require that the original data set be altered and 

exhaustive enumeration run again. Such repetition and lack of flexibility suggested a 

need for a method that would not require repetition of exhaustive enumeration to make 

selections regarding the attributes and attribute levels. Adjustments were therefore made 
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to the parallelized exhaustive enumeration approach to write all scores and their 

associated configurations to a file to build a data warehouse. 

 To build the data warehouse, only one change was required from the direct 

approach to exhaustive enumeration. Rather than maintaining the N-Best scores, each 

score and its associated configuration are stored in a private buffer. When a thread’s 

private buffer is full, it requests access to the critical section and, upon entering the 

critical section, writes the contents of the buffer to the CSV file containing the data 

warehouse before emptying the buffer and continuing to the next configuration. If the 

buffer is not empty when a thread completes its allotted work, then the thread will access 

the critical section when possible to write the remaining contents of its buffer to the file 

before termination of the parallel section. The size of the buffer, also considered to be the 

number of lines to be written to the data warehouse at once, is fixed at 100. This value 

was determined after experiments testing the elapsed time for running the program with 

the size of each private buffer being 10, 100, 1000, and 10000. While no noticeable 

difference in time required for a single run was encountered, size 100 was used in the 

implementation as the least time was required in the test using this size. Although the 

extension of this remedy for contention for a critical section to other parallelized data 

warehouse methods was discussed, it was not implemented in other methods given the 

lack of observed decrease in time requirements. 

The decision to buffer the output and write to the file when a fixed number of 

lines was present in the buffer followed from the observation that the critical section was 

being accessed as many times as there were configurations assembled. Such contention 
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for the critical section has the potential to greatly increase the time requirements, 

particularly when the size of the problem can increase exponentially. 

 The data warehouse approach to the exhaustive enumeration implementation runs 

to completion or until a user-specified time limit is reached. Error checks are in place to 

ensure that user-specified parameters are valid values. 

  

4.2   Results and Discussion 

The time requirements were assessed for this method when parallelized. When run on a 

DEAC Cluster head node, a slight decrease in the elapsed time was observed when the 

contention for the critical section was removed by alleviating the write to memory from 

occurring for every configuration. 

A custom bash shell script was used to run the program with 1 through 32 cores, 

incrementing the number of cores by one at each run of the program. While the number 

of cores changed, the parameters provided to the program remained constant. It is noted 

that the shell script and all associated program runs were encapsulated in a SLURM 

script. This provides certainty that all tests for this program were run on the same node on 

the DEAC Cluster via a single batch job. While only a single run of the program is 

reported for these times, observation supports that multiple runs of the program yield 

approximately the same timings. The values specified in the parameter CSV file for all 

parallelized results reported in this section were as specified in Appendix III. 

Ideally, CPU time would remain constant as wall time decreases. As seen in 

Figure 9, the CPU time remained nearly constant as wall time decreased from over 80 

seconds on a single core to less than 5 seconds when running on 32 cores. 
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Figure 9. Elapsed time for program completion for varied number of cores. CPU and wall 

time are presented in this figure. Data reflects the exhaustive method (data warehouse), 

run with 1 through 32 cores on a single node via a batch job on the DEAC Cluster. 

Reported elapsed CPU time including reading in file overlaps with elapsed CPU time 

excluding reading in file; the same is true for elapsed wall time. 

 

Both elapsed CPU time and elapsed wall time were reported with and without the 

time required to read in the file containing the testing data set. While it was hypothesized 

that there would be a minor yet noticeable difference in the elapsed time for each of wall 

and CPU time including reading in this file as compared to each of wall and CPU time 

when the clock was started after reading in this file, this was not exhibited in the results 

(see Figure 9). Speedup and efficiency were calculated utilizing the wall time including 

reading in the file for a comprehensive evaluation of the entire program. 

When considering the run on a single core to be the practical evaluation of 

sequential time, speedup was calculated and plotted. Ideally, linear speedup would be 
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obtained. As seen in Figure 10, the speedup curve obtained resembles linear speedup for 

lower numbers of cores and exhibits slightly less than linear speedup for larger numbers 

of cores. 

 

Figure 10. Speedup for wall time (including reading in file). Data reflects the exhaustive 

method (data warehouse), run with 1 through 32 cores on a single node via a batch job on 

the DEAC Cluster. Compare to linear speedup (ideal). 

 

Efficiency was also calculated and plotted. Ideally, efficiency would remain at 1. 

In practice, convergence to a value as close to 1 as possible is desirable. As seen in 

Figure 11, efficiency in this assessment converges to approximately 0.8. While not 

perfectly ideal, the efficiency here is acceptable. 
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Figure 11. Efficiency for wall time (including reading in file). Data reflects the 

exhaustive method (data warehouse), run with 1 through 32 cores on a single node via a 

batch job on the DEAC Cluster.  
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Chapter 5 Sampling with Replacement (Data Warehouse Approach) 

 

The data warehouse approach to sampling with replacement refers to the method of 

sampling configurations from the pool of all possible configurations such that any unique 

configuration may be selected at random zero or more times. A data warehouse is 

assembled as the sampled configurations are stored (potentially more than once) with 

their associated scores in a specified data structure. A separate program may then be 

utilized by a user to manipulate the inclusion or exclusion of attributes and attribute 

levels with reduced time requirements. By allowing repeated selection of unique samples, 

a truly representative sample may be forfeited. Thus, although implemented and 

discussed, it notably does not contend amongst the other methods presented for obtaining 

the best families of solutions. 

 

5.1   Methodology and Implementation 

While exhaustive enumeration has the potential to provide the most representative family 

of solutions when run to completion, whether directly or via a data warehouse, it is often 

not possible to exhaustively enumerate all possible configurations. This may be the case 

given time and/or space constraints. To offer a program flexible for adjustment by the 

user, the data warehouse approach was identified as the most suitable concept to address 

in further development. To provide a means of obtaining the most representative family 

of solutions when exhaustive enumeration is not possible, sampling was explored. 

 Initial research led to the implementation of sampling with replacement. While 

best suited to bootstrapping, sampling with replacement was implemented to assess 
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whether the nature of replacement would fill the sample with scores toward the median of 

all possible scores with some higher scores on the nearly normally distributed score set 

(see Figure 5). Sampling with replacement was implemented by selecting a random level 

for each attribute via the pseudo-random number generator. Once the configuration has 

been randomly selected, the optimization function is evaluated and the score is written to 

the CSV data warehouse file with its associated score. This is repeated for the user-

specified parameter(s) indicating the number of samples to take or until the user-specified 

time limit is reached. The user may specify the maximum number of samples to be taken 

as an integer value or as a percentage of the number of possible configurations. Error 

checks are in place to ensure that the parameters selected by the user are valid. 

 Given the potential for extensive time requirements when large sample sizes are 

sought, the initially sequential sampling with replacement implementation was 

parallelized to decrease the time required to obtain the most samples. This parallelization 

was accomplished via OpenMP in which the workload is distributed by the scheduler via 

a parallel section. All writes to the data warehouse file are encapsulated in a critical 

section to avoid interleaved results. 

 Although the initial implementation of sampling employed replacement, it was 

noted in further research and discussion that sampling with replacement does not suit the 

current problem. The problem of nonlinear optimization under study is not a 

bootstrapping problem and does not require increased variance due to replacement when 

sampling. Further research therefore deviated from sampling with replacement to 

sampling without replacement. Results have been reported and discussed in this chapter 
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for sampling with replacement; however, these are acknowledged as not pertinent to the 

current research. 

 

5.2   Results and Discussion 

The time requirements were assessed for this method when parallelized. Multiple 

attempts to parallelize this implementation were assessed. The results reported here are 

representative of the method of parallelization maintained in the final version of the 

prototype program. However, it is noted that parallelizing this implementation with a 

#pragma omp barrier and alterations to the parallel section yielded approximately 

the same results. 

A custom bash shell script was used to run the program with 1 through 32 cores, 

incrementing the number of cores by one at each run of the program. While the number 

of cores changed, the parameters provided to the program remained constant. It is noted 

that the shell script and all associated program runs were encapsulated in a SLURM 

script. This provides certainty that all tests for this program were run on the same node on 

the DEAC Cluster via a single batch job. While only a single run of the program is 

reported for these times, observation supports that multiple runs of the program yield 

approximately the same timings. The values specified in the parameter CSV file for all 

parallelized results reported in this section were as specified in Appendix III. 

Ideally, CPU time would remain constant as wall time decreases. As seen in 

Figure 12, the CPU time remained nearly constant as wall time decreased from over 40 

seconds on a single core to less than 5 seconds when running on 32 cores. 
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Figure 12. Elapsed time for program completion for varied number of cores. CPU and 

wall time are presented in this figure. Data reflects sampling with replacement (data 

warehouse), run with 1 through 32 cores on a single node via a batch job on the DEAC 

Cluster. Reported elapsed CPU time including reading in file overlaps with elapsed CPU 

time excluding reading in file; the same is true for elapsed wall time. 

 

Both elapsed CPU time and elapsed wall time were reported with and without the 

time required to read in the file containing the testing data set. While it was hypothesized 

that there would be a minor yet noticeable difference in the elapsed time for each of wall 

and CPU time including reading in this file as compared to each of wall and CPU time 

when the clock was started after reading in this file, this was not exhibited in the results 

(see Figure 12). Speedup and efficiency were calculated utilizing the wall time including 

reading in the file for a comprehensive evaluation of the entire program. 

When considering the run on a single core to be the practical evaluation of 

sequential time, speedup was calculated and plotted. Ideally, linear speedup would be 
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obtained. As seen in Figure 13, the speedup curve obtained resembles linear speedup for 

lower numbers of cores and exhibits slightly less than linear speedup for larger numbers 

of cores. 

 

Figure 13. Speedup for wall time (including reading in file). Data reflects sampling with 

replacement (data warehouse), run with 1 through 32 cores on a single node via a batch 

job on the DEAC Cluster. Compare to linear speedup (ideal). 

 

Efficiency was also calculated and plotted. Ideally, efficiency would remain at 1. 

In practice, convergence to a value as close to 1 as possible is desirable. As seen in 

Figure 14, efficiency in this assessment converges to approximately 0.8. While not 

perfectly ideal, the efficiency here is acceptable. 
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Figure 14. Efficiency for wall time (including reading in file). Data reflects sampling 

with replacement (data warehouse), run with 1 through 32 cores on a single node via a 

batch job on the DEAC Cluster. 
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Chapter 6 Sampling without Replacement (Data Warehouse Approach) 

 

The data warehouse approach to sampling without replacement refers to the method of 

sampling configurations from the pool of all possible configurations such that any unique 

configuration may be selected at random at most one time. A data warehouse is 

assembled as the sampled configurations are stored with their associated scores in a 

specified data structure. A separate program may then be utilized by a user to manipulate 

the inclusion or exclusion of attributes and attribute levels with reduced time 

requirements. 

 

6.1   Methodology and Implementation 

As sampling with replacement was determined to be impertinent to the current problem, 

sampling without replacement became a point of focus for purposes of finding the best 

family of solutions. Sampling without replacement fits the current problem description 

for the concept of removing a sample from the pool of possible configurations to sample 

once it has been selected. This follows from the natural understanding of selection from a 

pool of possible configurations. 

 The implementation of sampling without replacement utilizes a hash table to store 

the configurations already selected. This provides an efficient mechanism for checking 

that a randomly selected configuration has not previously been selected prior to 

evaluating the optimization function for that sample and adding it to the data warehouse. 

To employ the hash table, the C++ stringmap functionality is used to define the hash 

function. [10] The hash value is obtained by first converting the randomly selected 

configuration to a comma-separated string and subsequently calling the hash function on 
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the string representation of the configuration. The index of the hash table is evaluated by 

taking the absolute value of the hash value obtained and taking the mod of the result and 

the table size. The table size is initialized as the next prime from double the number of 

samples to be taken (per the user-specified parameter). Two vectors are utilized to 

comprise the hash table to provide for the most expedient runtime possible. One vector 

stores the configuration and a second vector stores the score associated with that 

configuration. These two vectors are associated by index, where the index is obtained as 

aforementioned. Although the space requirements are increased by a constant multiple of 

two, the maintenance of two separate vectors allows for the parallelization of the 

program. By maintaining two separate vectors, a thread can claim a configuration and 

move forward with the evaluation of the optimization function and recording of the 

associated score outside of the critical section without risking that additional threads will 

evaluate the same configuration and add it to the hash table. This eliminates the 

possibility for interleaved results, lost time from multiple threads’ evaluations of a single 

sample, contention for the critical section, and unnecessary time spent by a single thread 

in the critical section. If a configuration is randomly selected by a thread and that 

configuration is found to be in the hash table of configurations (represented as strings), 

then the thread will continue selecting configurations at random until a new configuration 

is found. Configurations are sampled by selecting a random level for each attribute via 

the pseudo-random number generator. Once a new configuration has been randomly 

selected, the optimization function is evaluated and the score is stored in the appropriate 

vector at the previously determined index. This is repeated for the number of samples to 

take indicated by the user-specified parameter(s) or until the user-specified time limit is 
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reached. The user may specify the maximum number of samples to be taken as an integer 

value or as a percentage of the number of possible configurations. Error checks are in 

place to ensure that the parameters selected by the user are valid. Once sampling is 

complete, whether all samples have been taken or the time limit is reached, the parallel 

section is exited prior to sequentially writing the scores and their associated 

configurations to a CSV data warehouse file by iterating through the hash table and 

writing to the file only when the hash table entry is non-empty. 

The results reported here are representative of the method of parallelization 

maintained in the final version of the prototype program. Parallelizing this 

implementation with a #pragma omp barrier and alterations to the parallel section 

yielded the best results for this method. 

 

6.2   Results and Discussion 

The time requirements were assessed for this method when parallelized. A custom bash 

shell script was used to run the program with 1 through 32 cores, incrementing the 

number of cores by one at each run of the program. While the number of cores changed, 

the parameters provided to the program remained constant. It is noted that the shell script 

and all associated program runs were encapsulated in a SLURM script. This provides 

certainty that all tests for this program were run on the same node on the DEAC Cluster 

via a single batch job. While only a single run of the program is reported for these times, 

observation supports that multiple runs of the program yield approximately the same 

timings. The values specified in the parameter CSV file for all parallelized results 

reported in this section were as specified in Appendix III. 
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Ideally, CPU time would remain constant as wall time decreases. As seen in 

Figure 15, the CPU time increased slightly as wall time decreased from approximately 40 

seconds on a single core to less than 5 seconds when running on 32 cores. 

 

Figure 15. Elapsed time for program completion for varied number of cores. CPU and 

wall time are presented in this figure. Data reflects sampling without replacement (data 

warehouse), run with 1 through 32 cores on a single node via a batch job on the DEAC 

Cluster. Reported elapsed CPU time including reading in file overlaps with elapsed CPU 

time excluding reading in file; the same is true for elapsed wall time. 

 

Both elapsed CPU time and elapsed wall time were reported with and without the 

time required to read in the file containing the testing data set. While it was hypothesized 

that there would be a minor yet noticeable difference in the elapsed time for each of wall 

and CPU time including reading in this file as compared to each of wall and CPU time 

when the clock was started after reading in this file, this was not exhibited in the results 
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(see Figure 15). Speedup and efficiency were calculated utilizing the wall time including 

reading in the file for a comprehensive evaluation of the entire program. 

When considering the run on a single core to be the practical evaluation of 

sequential time, speedup was calculated and plotted. Ideally, linear speedup would be 

obtained. As seen in Figure 16, the speedup curve obtained resembles linear speedup for 

few cores and exhibits visibly non-linear speedup for larger numbers of cores. 

 

Figure 16. Speedup for wall time (including reading in file). Data reflects sampling 

without replacement (data warehouse), run with 1 through 32 cores on a single node via a 

batch job on the DEAC Cluster. Compare to linear speedup (ideal). 

 

Efficiency was also calculated and plotted. Ideally, efficiency would remain at 1. 

In practice, convergence to a value as close to 1 as possible is desirable. As seen in 

Figure 17, efficiency in this assessment converges to approximately 0.6. 
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Figure 17. Efficiency for wall time (including reading in file). Data reflects sampling 

without replacement (data warehouse), run with 1 through 32 cores on a single node via a 

batch job on the DEAC Cluster. 

 

Multiple attempts were made to implement the hash table in this program. 

Various adjustments were made to the table size to assess any effect of table size on 

number of collisions upon accessing entries in the hash table. Counts of the number of 

accesses to the hash table and the number of collisions when searching for a unique 

configuration in the hash table were obtained under varied circumstances. An access to 

the hash table occurs each time an entry in the hash table is compared against. A collision 

occurs when an access to the hash table yields a non-empty entry that does not match the 

configuration searched for. Alterations to the size of the hash table did not yield 

noticeable differences in the number of accesses required. No reportable reduction in 
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time occurred as no reduction in the number of accesses required to determine whether a 

configuration was present in the hash table was observed. 
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Chapter 7 Comparative Analysis of Methods 

 

Prior to comparatively analyzing the discussed methods, it is important to note some 

aspects of this work indicated during the preliminary phase of this research as matters to 

be addressed and discussed further. 

First, the value of N for N-Best warranted scrutiny beyond simply allowing users 

to specify the value. Business convention provides its own value(s) of N; however, the 

question remained as to whether a value for N that would succinctly provide sufficient 

results for a family of solutions to be determined could be identified. Following the 

implementation of a user-specified value for N as a means of providing user control over 

program results, the search for a method of determining the value for N that best serves 

the purpose of this work was reasonably abandoned. Providing a set value of N for any of 

the implementations discussed has the potential to conflict with the parameterization 

provided by the user. The freedom of the programs implemented to adapt to user needs 

likewise provides a necessary freedom to alter the value of N to fit the specifications 

otherwise made. To indicate a set value for N would reduce the flexibility of the 

methodology sought in this research. While the methods discussed in the preliminary 

work were furthered in regards to determining a value of N for N-Best reporting, no 

further discussion or analysis of the results is addressed. 

Second, the methods assessed as potential solutions to solving a problem of 

nonlinear optimization in a business context are namely the direct approaches to 

simulated annealing and exhaustive enumeration and the data warehouse approaches to 

exhaustive enumeration and sampling without replacement. It should be noted that 

sampling with replacement, although implemented and previously discussed, has been 
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disqualified from further discussions and comparisons due to its lack of pertinence to the 

problem studied in this research. 

The direct approaches provide a family of solutions upon completion of each run 

of the program. As the amount of time required to run these implementations depends 

upon the time limit imposed by the user (if any) and the number of cores available for 

distribution of the workload, the time requirements for the direct and data warehouse 

approaches may not be compared by the time required for each run of the program. A 

more suitable assessment is of the number of times the program must be run. Considering 

the amount of time required given the number of cores available and any time constraints 

placed on the program (as reported for each method in its dedicated chapter), each change 

in the data set to be considered in a direct approach will require that amount of time to 

obtain a new set of solutions. With the potential for the time requirements of the direct 

approach to increase considerably, the program may require tens of seconds or even 

minutes to obtain families of solutions under varied aspects of the data set. 

To avoid unnecessary additional time requirements enforced by the continual re-

running of the direct approach program at each adjustment to the data set, the data 

warehouse approaches provide a means of undertaking the extensive time requirement to 

fill the data warehouse one time for a single data set. The separate user interface (UI) 

program included in this work is run sequentially, reducing computing power 

requirements after the initial data warehouse is obtained. Furthermore, the UI program 

enables a user to adjust the data set and obtain subsets of the data warehouse based upon 

the inclusion or exclusion of given attributes and attribute levels. The subset of the data 

obtained via the UI is stored in a CSV file, which may be opened and evaluated in 



48 
 

Microsoft Excel (as is the standard in many business settings). Families of solutions may 

be assessed expediently in Microsoft Excel via sorting and other available tools. 

Obtaining subsets of the data was shown to require mere seconds when the UI program 

was used. Sorting and managing the data obtained in Microsoft Excel has the potential to 

be completed instantaneously in practice. The direct approaches may only provide a 

reasonable mechanism for obtaining a family of solutions when the program is to be run 

for a single instance. The data warehouse approaches therefore appear to provide a 

system for obtaining solutions over a long-term period. 

The README.txt file detailing the parameterization of the prototype program 

and the link between the program implementing the described methodologies and the UI 

program is included in Appendix I. 

Third, the results obtained in this assessment of the implemented methods are 

specific to a data set with a fixed number of attributes and levels per attribute. The 

translation of these results to larger data sets (whether increasing the number of attributes, 

number of levels per attribute, or both) may yield different results. Extension of this work 

to other data sets of varied size would benefit from future work (see Chapter 8). 

 

7.1   The Direct Approaches 

When comparing the direct approaches, two factors were considered. First, the exhaustive 

method requires less wall time than the simulated annealing method given well-suited 

parameters. Second, the optimal solution is not guaranteed by the simulated annealing 

approach. In an attempt to remedy the second factor, the simulated annealing method was 

adjusted to employ backtracking at the end of the specified iterations in an effort to force 

the program to eventually converge on the global maximum found during the course of 
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the program. Backtracking is an algorithm that allows a program to work towards a 

solution in the event that the outcome does not meet specified standards by reverting to a 

previous state and continuing the program as though the subsequent work was not 

completed. [11] This approach failed to provide much improvement in the solution sets 

obtained and increased the time required. 

The hill-climbing nature of simulated annealing was thus found to be less than 

ideal for solving the problem presented. However, the work completed on simulated 

annealing and the exhaustive approach established the basis for potentially more suitable 

solutions. 

 

7.2   Sampling without Replacement as the Method of Choice 

When considering the methods providing data warehouses, sampling without replacement 

provides a method with greater potential for generalization to solving problems of 

nonlinear optimization while considering time constraints and the quality of the solution. 

Exhaustive enumeration is clearly the best method to employ when possible as it has the 

potential to avoid precluding any configuration from consideration. However, in the 

event that exhaustive enumeration cannot be run to completion, a random sample may be 

selected. The implementation of sampling without replacement presented in this research 

employs parallelized exhaustive enumeration if all possible samples are requested by the 

user. To randomly select unique configurations from those possible when all cannot be 

included in the data warehouse, sampling without replacement avoids bias presented by 

simply terminating the exhaustive enumeration approach prematurely. This logically 

follows from the observation that the implementation of exhaustive enumeration entails 
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fixed loops such that certain configurations will be handled at the beginning of runtime 

and others at the end for a fixed number of cores. 

While time constraints have been addressed for all methods, the quality of 

solution obtained via sampling without replacement requires analysis and discussion. An 

initial hypothesis noted that the number of high scores obtained in the N-Best scores for 

N = 10 (the default) would increase with the sample size. This follows from the concept 

that the pool of options to select from is decreased with each sample taken when 

sampling without replacement. It therefore becomes more statistically likely that a higher 

value present in a smaller pool of options will be selected as more samples are taken.  

This hypothesis is supported by the results obtained when observing the 

maximum score reported from each of 1000 runs of the sampling without replacement 

program with a varied sample size via a batch job on the DEAC Cluster (see Figure 18). 

As shown in Figure 18, the maximum scores obtained for larger sample sizes are 

clustered towards the higher end of possible scores. The known optimal solution 

(considerably the absolute maximum score obtainable from the testing data set) is 714. 

For comparative purposes, the known absolute minimum score obtainable from the 

testing data set is 123. Sampling without replacement has the potential to obtain families 

of solutions close to the optimal solution even in small sample sizes. It is understood, 

however, that smaller sample sizes can also provide poor families of solutions with low 

maxima. This is a matter of chance given the random nature of selection in sampling 

without replacement. The values specified in the parameter CSV file for the results 

reported in this section were as specified in Appendix III. 
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(a) 1% of Possible Configurations (Max), Sampling without Replacement (1000 runs) 

 

 
(b) 2% of Possible Configurations (Max), Sampling without Replacement (1000 runs) 

 

 
(c) 3% of Possible Configurations (Max), Sampling without Replacement (1000 runs) 
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(d) 4% of Possible Configurations (Max), Sampling without Replacement (1000 runs) 

 

 
(e) 5% of Possible Configurations (Max), Sampling without Replacement (1000 runs) 

 

 
(f) 10% of Possible Configurations (Max), Sampling without Replacement (1000 

runs) 
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(g) 15% of Possible Configurations (Max), Sampling without Replacement (1000 

runs) 

 

 
(h) 20% of Possible Configurations (Max), Sampling without Replacement (1000 

runs) 

 

 
(i) 25% of Possible Configurations (Max). Sampling without Replacement (1000 

runs) 
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(j) 50% of Possible Configurations (Max), Sampling without Replacement (1000 

runs) 

 

 
(k) 75% of Possible Configurations (Max), Sampling without Replacement (1000 

runs) 

Figure 18. Histograms of top 10 scores when sampling without replacement over 1000 

runs of the program. Each histogram addresses a maximum percentage of the data 

sampled. 

 

 Sampling without replacement therefore provides an effectively randomized 

manner of selecting a subsample of all the possible configurations when exhaustive 

enumeration is not possible. To assess the potential families of solutions, the average 

minimum and the average maximum of the N-Best scores (for N = 10) were assessed 

when bounded by the maximum and minimum of each for the set of 1000 runs per 
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sample size. The assessment of the minima of the 10-Best over 1000 runs for each sample 

size is presented in Figure 19 and a similar assessment for the maxima of the 10-Best is 

presented in Figure 20. These results support the improved quality of families of 

solutions as sample size increases. 

 

Figure 19. Evaluation of minimum value from top 10 scores for each of 1000 runs, 

Sampling without Replacement (Mean of Minima of Top 10, Bounded by Max of 

Minima and Min of Minima - assessed for each percentage). 
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Figure 20. Evaluation of maximum value from top 10 for each of 1000 runs, Sampling 

without Replacement (Mean of Maxima of Top 10, Bounded by Max of Maxima and Min 

of Maxima - assessed for each percentage). 

 

 To the extent that randomization removes consistency from results, unpredictable 

stochastic methods such as simulated annealing do not provide sound results to support 

its continued use for the purposes addressed by this research. Given the increasing quality 

of solutions presented by sampling without replacement, the randomization involved is 

addressed through the repeated tests presented in this section. Repetitively sampling 

without replacement suggests that this method has the potential to provide a data 

warehouse of acceptable quality in minimal time in the absence of resources required for 

exhaustive enumeration.  
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Chapter 8 Future Work 

 

Relative to the completed work, future work is relied upon for the scaling of this program 

to larger data sets. The current data set was fixed at five attributes, each with a fixed 

number of levels (see Table I). Given the potential for the use of significantly larger data 

sets when working with problems pertaining to nonlinear optimization in the business 

sector, it is imperative to the scalability of this research that the flexibility of this program 

be addressed. While the number of levels in an attribute can be altered expediently by 

adjusting the value of a single variable for each attribute, this requires the intervention of 

the programmer given that these values are hard-coded. The number of attributes, 

however, is not as easily alterable. Nested for loops, storage of data in data structures, 

and writing of data to files in the prototype program presented in this research often rely 

on a fixed number of attributes, namely five in the testing data set. Future versions of this 

program would benefit from an additional program serving as a precursor to the current 

program in which the program code would be generated given the parameters of the data 

file to be handled. This would enable any relevant data set to benefit from analysis 

through the researched methods and tested program without concern as to the size of the 

data set. Furthermore, a program that generates the code would remove the programmer 

from the end-user’s daily activities by enabling business professionals to tailor the 

program to the needs of their data by simply providing the details of a data set. 

 While self-generating code provides one solution for future work to extend and 

enhance the research presented here, the implementation of recursion may instead serve 

the function of tailoring the logistics of the program code (such as in nested for loops or 
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when iterating through the attributes to write to a file). A recursive implementation of the 

prototype program presented in this research would likely rely on user-specified values 

for the number of attributes and number of levels per attribute. Given these values, 

recursive calls could take the place of nested for loops and hard-coded limits on for loop 

iterations when writing to a file. Particularly noting the complexity involved with the 

recursive implementation of aspects of an extensive program to improve its flexibility for 

end-users, error checks on user-specified parameters should be extended in this future 

work. 

 Further work may also address the parallelization employed in the data warehouse 

approaches and in the direct approach to exhaustive enumeration. The work presented 

assessed the utilization of up to 32 cores on a single node in a cluster environment to 

reduce time requirements. Additional research may be warranted to assess the time 

requirements when multiple nodes are utilized. Contention for the bus when 

communicating between nodes may affect time requirements. 

As previous research has extended the scope of research in this field to consider 

the uncertainty of estimating the utilities, there is potential for future work to extend the 

study of this concept to the current problem. Future work may also implement genetic 

algorithms to search for the optimal solution or family of solutions from raw data (see 

Figure 1). 
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Appendix I README File for Prototype Program 
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Appendix II Computational Complexity Proof for Exhaustive Method 

Consider the computational complexity of this method if every possible combination of 

attribute levels is evaluated and the value of the objective function recorded. 

 

Let n be the number of attributes. 

Let m be the number of respondents. 

Let ai be the number of levels of attribute i. 

 

PROPOSITION: The computational complexity of the exhaustive method is on the order 

of  

O(m * a1 * a2 * ... * an). 

 

PROOF (by construction): 

Consider the pseudocode describing the assembly of all combinations of the attribute 

levels such that each of the combinations is a configuration consisting of exactly one 

level of each attribute. 

 

Pseudocode: 

for each level of the attribute 1 

{ 

 for each level of attribute 2 

 { 

  for ... 

  { 

   for each level of attribute n 

{ 

for each of m respondents 

    { 

access the utility for each of the selected attribute 

levels and sum 

    } 

add in the interaction effects 

evaluate the optimization function 

   } 

  } 

 } 

} 

 

Thus, as the work denoted in red can be considered to require a constant amount of time 

to complete, the work done by this algorithm is on the order of the product of the for 

loops selecting the configuration of attribute levels and iterating through all respondents. 

This is an exhaustive method because all possible combinations of attribute levels is 

addressed. Therefore, the computational complexity of the exhaustive method is in  

O(m * a1 * a2 * ... * an). 
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Appendix III   Parameters Specified for Testing Purposes 

Program: [VARIED] 

Time Limit: 45 seconds 

Percentage of Possible Configurations to Sample: 50% 

(except for results reported in Chapter 7, in which this value was [VARIED]) 

Maximum Number of Samples: 2000 

N for N-Best: 5 

Maximum Number of Iterations: 100000 

Starting Temperature: 1 

Heat Factor: 0.995 
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