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Abstract 

During routine patient care, Electronic medical records (EMR) collects vast 

amounts of clinical data, including genomic testing results. Unfortunately, a majority of 

EMR data are unstructured free text and not easy to be understood and/or categorized by 

simple processing methods. In this study, we explored how natural language processing 

(NLP) and machine learning can help to evaluate the impact of genomic testing on the 

clinical practice using free-text progress reports of cancer patients. We obtained 5,889 de-

identified progress reports from 755 cancer patients, who have undergone clinical 

sequencing from Wake Forest Baptist Comprehensive Cancer Center. An NLP system 

was implemented to process the free-text data and extract NGS-related information. 

Afterwards, three types of recurrent neural network (RNN) namely; gated recurrent unit 

(GRU), long-short term memory (LSTM), and bidirectional LSTM (LSTM_Bi), were applied 

to classify documents to treatment-change or no-treatment-change group. The 

performance of RNNs was compared to five traditional machine learning algorithms 

including Naive Bayes (NB), K-nearest Neighbor (KNN), Support Vector Machine (SVM), 

Random Forest (RF), and Logistic Regression (LR). Our results suggested that, overall, 

RNNs outperformed traditional machine learning algorithms, and LSTM_Bi showed the 

best performance among the RNNs employed in this study. In addition, pre-trained word 

embedding can improve the results of RNNs and reduce the training time. In summary, 

NLP and RNN-based text mining solutions have demonstrated advantages in information 

retrieval and document classification for unstructured clinical progress notes. 
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Chapter 1 

Introduction 

1. Next-generation sequencing 

Recently, the advent of next generation sequencing (NGS) technologies and their 

continually declining costs have resulted in the accumulation of very large sets of genetic 

data and facilitated identification of actionable genetic alterations in different tumor types. 

NGS or massive parallel sequencing, allows simultaneous sequencing of millions of DNA 

fragments without previous sequence knowledge (Figure 1)[82].  

 

Figure 1. Cost per raw megabase of DNA sequence 

Despite the wide spread access to NGS testing, it has also brought challenges. 

For example, there is a growing need for the evaluation of the effectiveness of genetic 

tests, which could be invaluable for assisting tumor diagnosis and prognosis to direct 

patient treatment. Also, it is unclear so far what are the best ways to incorporate the results 

of these genetic tests into medical practice or how to interpret the function of unknown 

genetic alterations [56].  
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2. Electronic medical records 

With a widespread use of electronic medical records (EMR) systems in clinical 

care, secondary use of clinically relevant information of cancer patients are treasure grove 

for comparative effectiveness, patient reported outcomes, and precision genomic 

medicine research. Despite the availability of some structured data in a care setting, a 

large proportion of the clinical data are unstructured (or semi-structured), which presents 

a challenge to automatically parse through them and identify meaningful data. Figure 2 

shows an example of a free-text medical report [79]. Therefore, harnessing the potential 

of clinical narratives in the EMR requires strategies for efficient, accurate, and automated 

information extraction and understanding.  

 

Figure 2. Example of a free-text clinical report 

3. Natural language processing 

Natural language processing (NLP), which converts unstructured text into 

structured form, can provide such ability at some level through automatic identification and 

extraction of relevant information. For example, patient characteristics, potential 
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phenotypes, treatment history, and drug responses could be extracted using existing NLP 

methods. It has the potential to eliminate the resource-intensive and expensive manual 

chart review.  

3.1 Vector space model 

Computers understand very little of the meaning of human language. The 

documents need to be transformed from the full text version to numeric vectors, which 

describes the contents of the documents in order to reduce the complexity. Vector space 

models (VSMs) have been developed and widely used for representing text documents 

as vectors of identifiers, such as index terms [64,73]. The basic idea of the VSM is to 

represent each document in a collection as a point in a space (a vector in a vector space). 

Points that are close to each other in this vector space are semantically similar and the 

points that are far apart are semantically distant. Therefore, the documents can be 

classified or clustered based on their semantical similarity in the vector space. There are 

many methods can be used to create the vector space; the most commonly used model 

is called the bag-of-words (BOW). In this model, a text is represented as the occurrence, 

usually scored as counts or frequencies, of words within a document. A better way to score 

the words is Term Frequency-Inverse Document Frequency (TF-IDF) approach [64], 

which takes into account how rare the word is across documents. It is intended to reflect 

how important a word is to a document in a collection or corpus. Despite BOW models are 

commonly used in methods of document classification [2], an important limitation is that it 

ignores the context of each word, and thus cannot capture the semantic meanings of the 

words. 

3.2 Word embedding 

Word embeddings, learned in an unsupervised manner, have tremendous success 

in numerous NLP tasks in recent years. The term word embedding was originally proposed 

by Bengio et al. in 2003 [5] who trained it in a neural language model together with the 
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model’s parameters. Collobert and Weston were arguably the first to demonstrate the 

power of pre-trained word embedding in 2008 [20], in which they establish word 

embedding as a highly effective tool when used in downstream tasks, while also 

announcing a neural network (NN) architecture that many of today’s approaches were 

built upon. However, it was Mikolov et al. 2013 [53], who brought word embedding to more 

common use through the creation of word2vec, a toolkit enabling the training and use of 

pre-trained embedding. Word2vec takes a large corpus of text as its input and produces 

a high-dimension vector space, with each unique word in the corpus being assigned a 

corresponding vector in the space. Word2vec can utilize either of two model architectures 

to learn word embedding, continuous bag-of-words (CBOW) or continuous skip-gram. In 

the CBOW architecture, the model predicts the current word from a window of surrounding 

context words, therefore, the order of context words is of no importance. The continuous 

skip-gram architecture uses the current word to predict the surrounding window of context 

words, it weighs nearby context words more heavily than more distant context words. 

Unlike traditional word representation methods, such as bag-of-words and one-hot 

encoding (binarization of categorical data), word embedding can capture the semantic 

meanings of the words within the numeric vectors [5]. Words that are semantically similar 

are closer to each other in distance, while words that are semantically different are farther 

apart in distance. Recently  in  the  biomedical research, word  embedding  has  been  

remarkably  utilized  in  applications  like  biomedical  named  entity  recognition  (NER) 

[49,69], medical synonym extraction [83], relation extraction (RE) including chemical-

disease relation [78], drug-drug interaction [50,75] and protein-protein interaction [36], 

biomedical IR [84,85] and medical abbreviation disambiguation [86]. 

3.3 NLP tools 

A number of clinical NLP systems have been in development and are now publicly 

available, including the Mayo Clinical Text Analysis and Knowledge Extraction System 
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(cTAKES) [65], MetaMap [1], Noble Tools [72], and CLAMP[67]. However, these tools 

have mainly focused on clinical concepts recognition utilizing publicly available biomedical 

vocabularies such as Unified Medical Language System (UMLS) [6]. In addition, they 

provide limited flexibility to incorporate various machine learning algorithms. 

In addition, many general-purpose Python NLP packages, such as, NLTK [87] and 

Gensim [60], can also handle a wide range of tasks such as word normalization, sentiment 

analysis, document classification, and topic modeling, which are complementary methods 

in this study. 

4. Machine learning 

The features collected by NLP systems are used to classify patients into 

subgroups. Many machine learning algorithms can be used for text classification, including 

traditional models, such as Logistic regression (LR), Naive Bayes (NB), Support Vector 

Machine (SVM), K-nearest Neighbor (KNN), and random forests (RF). However, these 

models have so far had mixed results modeling sequential events or time dependencies 

[54]. More recently, a collection of models based on neural network (NN) has gained 

popularity in NLP and documents classification. 

4.1 Logistic Regression  

LR is a special type of linear regression and an important machine learning 

algorithm to model the categorical labels (e.g. binary) using a sigmoid function, where 𝑦 

denotes the outcome, 𝑥 is the input, and 𝜃 is the weight vector to be estimated. 

𝑦 = ℎ𝜃(𝑥) =
1

1 + 𝑒−𝜃
𝑇𝑥

 

This sigmoid function is an S-shaped function that “squashes” any real input 𝑥, 

whereas the output always takes values between zero and one, and hence is interpretable 

as a probability [40]. The goal is to search for the values of 𝜃 so that the probability 𝑃(𝑦 =
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1|𝑥) is large when 𝑥 belongs to the “1” class and small when 𝑥 belongs to the “0” class (so 

that 𝑃(𝑦 = 0|𝑥) is large). For a set of training examples with binary labels {(𝑥(𝑖), 𝑦𝑖): 𝑖 =

1,… ,𝑚} the following cost function is used to measure how well a given set of weights 

does: 

𝐽(𝜃) = −∑(𝑦(𝑖) log (ℎ𝜃(𝑥
(𝑖))) + (1 − 𝑦(𝑖))log(1 − ℎ𝜃(𝑥

(𝑖))))

𝑖

 

In this project, we take dimensional-reduced TF-IDF representation of the text data 

as input of LR and calculate the probability that a given example belongs to the “treatment-

change” class versus the probability that it belongs to the “no-treatment-change” class. LR 

has been widely used to solve clinical NLP tasks, for instance, phenotyping and 

categorization [15,21,43,80].  

4.2 Naïve Bayes 

NB is a group of classifiers based on applying Bayes’ theorem with assumptions 

that the features are independent from each other. In the following equation, 𝑥𝑖 denotes 

the feature vector of sample 𝑖 , 𝐶𝑗  is the notation of class 𝑗, 𝑃(𝐶𝑗|𝑥𝑖) is the conditional 

probability of a sample that belongs to 𝐶𝑗 given the feature vector 𝑥𝑖, 𝑃(𝑥𝑖|𝐶𝑗) denotes the 

probability of observing sample 𝑥𝑖 given that it belongs to class 𝐶𝑗,  𝑃(𝐶𝑗) is the probability 

of 𝐶𝑗, and 𝑃(𝑥𝑖) is the probability of 𝑥𝑖. 

𝑃(𝐶𝑗|𝑥𝑖) =
𝑃(𝑥𝑖|𝐶𝑗) ∗ 𝑃(𝐶𝑗)

𝑃(𝑥𝑖)
 

In our case, we want to calculate the conditional 

probability𝑃(𝑡𝑟𝑒𝑎𝑡𝑚𝑒𝑛𝑡 − 𝑐ℎ𝑎𝑛𝑔𝑒|𝑔𝑒𝑛𝑒𝐴𝑡𝑒𝑠𝑡𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒), which means the probability of a 

patient belongs to “treatment-change” given the sentence “gene A test positive” appears 

in his/her clinical note. We can calculate it using Bayes theorem: 
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𝑃(𝑡𝑟𝑒𝑎𝑡𝑚𝑒𝑛𝑡 − 𝑐ℎ𝑎𝑛𝑔𝑒|𝑔𝑒𝑛𝑒𝐴𝑡𝑒𝑠𝑡𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒)

=
𝑃(𝑔𝑒𝑛𝑒𝐴𝑡𝑒𝑠𝑡𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒|𝑡𝑟𝑒𝑎𝑡𝑚𝑒𝑛𝑡 − 𝑐ℎ𝑎𝑛𝑔𝑒) ∗ 𝑃(𝑡𝑟𝑒𝑎𝑡𝑚𝑒𝑛𝑡 − 𝑐ℎ𝑎𝑛𝑔𝑒)

𝑃(𝑔𝑒𝑛𝑒𝐴𝑡𝑒𝑠𝑡𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒)
 

Since for our classifier we’re just trying to find out which category has a bigger 

probability, treatment-change or no-treatment-change, we can discard the divisor – which 

is the same for both categories – and just compare: 

𝑃(𝑔𝑒𝑛𝑒𝐴𝑡𝑒𝑠𝑡𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒|𝑡𝑟𝑒𝑎𝑡𝑚𝑒𝑛𝑡 − 𝑐ℎ𝑎𝑛𝑔𝑒) ∗ 𝑃(𝑡𝑟𝑒𝑎𝑡𝑚𝑒𝑛𝑡 − 𝑐ℎ𝑎𝑛𝑔𝑒) with 

𝑃(𝑔𝑒𝑛𝑒𝐴𝑡𝑒𝑠𝑡𝑝𝑜𝑠𝑖𝑡𝑖𝑣𝑒|𝑛𝑜𝑛 − 𝑡𝑟𝑒𝑎𝑡𝑚𝑒𝑛𝑡 − 𝑐ℎ𝑎𝑛𝑔𝑒) ∗ 𝑃(𝑛𝑜𝑛 − 𝑡𝑟𝑒𝑎𝑡𝑚𝑒𝑛𝑡 − 𝑐ℎ𝑎𝑛𝑔𝑒) 

We can actually calculate two probabilities using our training dataset. Since NB 

assumes that the features are independent, we can calculate the combined probability for 

a sample by multiplying the probabilities for all the words in his/her clinical note. The 

probabilities of the words can be used to predict the classification of new patients. 

NB has demonstrated competitive performance in classification tasks, especially 

for small sample sizes, although the independence assumption is often violated in practice 

[24,61]. In addition, NB has been successfully applied to classification problems using 

information extracted from free-text EMR [12,13]. 

4.3 Support Vector Machine 

SVM is a supervised learning algorithm that was first introduced in 1963, and 

further developed 30 years later to add the kernel trick and soft margin versions [7,22]. 

The core idea of SVM is to construct a set of hyperplanes in a high-dimensional space, 

which can be used for classification, regression, or outlier detection. It tries to maximize 

the distance from hyperplanes to the nearest training-data point of any class (also called 

margin). As shown in Figure 1 using 2D data points as an example [81], the hyperplane is 

simply a line maximizing margin between the data points from both categories and itself.  
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Figure 3. 2D example of hyperplanes 

For the data points to discriminate are not linearly separable in the space, SVM 

uses a kernel trick to map the original space to a higher-dimensional space in order to 

make the separation easier [7]. As demonstrated in Figure 2, the data points clearly cannot 

be separated by a straight line. In this case, we need to apply the kernel trick – mapping 

data points to a third dimension𝑧 = 𝑥2 + 𝑦2, thus the data points can be separated in the 

third dimension. Figure 2 shows the hyperplane we draw in the third dimension and 

mapped back to 2D [81].  

 

Figure 4. Non-linear separable example with kernel trick 

SVM has been extensively studied in recent years and had a great success in 

classification, image analysis, and text classification [23,28,38]. It is a commonly applied 

machine learning algorithms to analyze free-text data in EMR [12,55,62]. 
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4.4 K-nearest Neighbors 

KNN classifier is one of the simplest methods in machine learning algorithms. It is 

a non-parametric method to classify unlabeled observations by assigning them to the class 

of the most similar labeled examples. It makes no explicit assumptions about the mapping 

function (the function maps input to outcome), avoiding the dangers of mismodeling the 

underlying distribution of the data. In addition, it does not explicitly learn a model. Instead, 

it chooses to memorize the training instances which are subsequently used as 

“knowledge” for the prediction phase. By default, the KNN employs the Euclidean distance 

to evaluate the similarity between data points as shown in equation 3, where 𝑝 and 𝑞 are 

subjects to be compared with 𝑛 characteristics [66]. 

𝐷(𝑝, 𝑞) = √(𝑝1 − 𝑞1)
2 + (𝑝2 − 𝑞2)

2 +⋯+ (𝑝𝑛 − 𝑞𝑛)
2 

Another concept is the parameter K which decides how many neighbors will be 

chosen for the KNN algorithm. Given a positive integer K, an unseen observation p (in our 

case, the word representation of a new sample) and a similarity metric D, KNN classifier 

performs the following two steps: 

1. It runs through the whole dataset computing D between p and each training 

observation. We call the K points in the training data that are closest to p the 

set Q.  

2. It then estimates the conditional probability for each class, that is, the fraction 

of points in Q with that given class label. Note 𝑦 is the predicted class and 𝐼(𝑥) 

is the indicator function which evaluates to 1 when the argument 𝑥 is true and 

0 otherwise. 

𝑃(𝑦 = 𝑗|𝑃 = 𝑝) =
1

𝐾
∑𝐼(𝑦(𝑖) = 𝑗)

𝑖∈𝑄

 

3. Finally, input p gets assigned to the class with the largest probability. 
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K in KNN is a hyperparameter that we must pick in order to get the best possible 

fit for the data set. A small value for K provides the most flexible fit, which will have low 

bias but high variance. On the other hand, a higher K averages more voters in each 

prediction and hence is more resilient to outliers. Larger values of K will have smoother 

decision boundaries which means lower variance but increased bias. KNN has also been 

applied in various biomedical research [27,35], including clinical NLP tasks [68]. 

4.5 Random Forests 

RF, also known as random decision forests, is an ensemble method that can be 

used to build predictive models for both classification and regression problems. It operates 

by constructing a multitude of decision trees at training time and outputting the class that 

is the mode of the classes (classification) or mean prediction (regression) of the individual 

trees. The ensemble approach is a divide-and-conquer approach used to improve 

performance by using a group of “weak learners” can come together to form a “strong 

learner”. The most commonly used ensemble method is bootstrap aggregating (bagging), 

which was introduced by Leo Breiman in 1994 [8,9]. Bagging is a machine learning 

ensemble meta-algorithm designed to improve model stability and accuracy, as well as 

avoid overfitting, by sampling from training set uniformly with replacement. By sampling 

with replacement, some observations may be repeated in each subset. If we set the size 

of each subset equals to the original set, then for large the subset is expected to have the 

fraction approximately 63.2% of the unique examples of original set, the rest being 

duplicates. The figure below provides a great example of ensemble, where 100 subsets 

of original set were used to build “weak learners” (grey), and then averaged to form a final 

model (red) [74]. 
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Figure 5. Relationship between Ozone and temperature (from Wikipedia) 

As is the case with the other algorithms mentioned above, RF has been widely 

applied in biomedical research, including analyzing free-text EMR data in a combination 

with NLP techniques [51,70,76]. 

4.6 Neural networks 

A Neural Network (NN) is a computational model that is plausibly inspired by the 

way biological neural networks in the human brain process information [30]. The basic unit 

of computation in a neural network is the neuron, also known a node or unit. It receives 

input from some other neurons, or from an external source and computes an output using 

an activation function. Each input has an associated weight (𝑤), which is assigned on the 

basis of its relative importance to other inputs. The node applies the activation function to 

the weighted sum of its inputs as shown in Figure 4 below: 
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Figure 6. Basic structure of a single neuron 

The above network takes numerical inputs 𝑋1 and 𝑋2 and has weights 𝑤1 and 𝑤2 

associated with those inputs. Additionally, there is another input 1 with weight 𝑏 (bias) 

associated with it. Finally, 𝑌 is the weighted sum of𝑋1, 𝑋2 and the bias computed by the 

activation function𝑓.The following figure is the basic architecture of a NN with one hidden 

layer created using IRIS dataset as an example [26]. 

 

Figure 7. Basic architecture of a neural network 
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Recently, NNs have generated a lot of excitement in Machine Learning research 

and industries, thanks to many breakthrough results in speech recognition, computer 

vision and text processing [25,29,29]. Specifically, multi-layer neural networks, or deep 

learning, have been applied to process EMRs, including structured (e.g. diagnosis, 

laboratory tests) and unstructured data (e.g. medical notes). The major differences 

between deep learning and conventional NNs are the number of hidden layers, as well as 

their capability to learn meaningful abstractions of the input. Traditional NN is usually 

limited to three layers and is trained to obtain supervised representations that are 

optimized only for a specific task and usually not generalizable. Differently, every layer of 

a deep learning system produces a representation of the observed patterns based on the 

data it receives as inputs from the prior layer [47].  

4.6.1 Convolutional neural networks 

A convolutional neural network (CNN) is a class of deep, feed-forward networks 

(without cycle), composed of one or more convolutional layers with fully connected layers 

on top [88]. It uses fixed weights and pooling layers, in particular, max-pooling layer [77]. 

This architecture allows CNNs to take advantage of the 2D structure of input data, which 

makes them suitable for processing visual and other two-dimensional data [46]. CNNs 

have shown superior results in image processing and NLP [20,44]. In Chapter 2, we 

incorporated a 1D-convolution layer with 32 filters, a kernel size of 3 and stride of one 

word, followed by a max-pooling layer, in the RNNs. The basic structure of the CNN used 

text mining is demonstrated in figure 6 [11]. The first layers embeds words into low-

dimensional vectors. The next layer performs convolutions over the embedded word 

vectors using multiple filter sizes. For example, sliding over 3, 4 or 5 words at a time. Next, 

we max-pool the result of the convolutional layer into a long feature vector, add dropout 

regularization, and classify the result using a softmax layer. 
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Figure 8. CNN structure for text mining 

The convolutional layer, as well as the max-pooling layer, can help to learn useful 

word representations and reduce the dimensions of the input corpus.  

4.6.2 Recurrent neural networks 

A special type of deep learning, recurrent neural networks (RNNs), are neural 

networks that add additional weights to the network to create cycles in the network in an 

effort to model time dependencies and sequential events [34]. As shown in figure 7 [89], 

the hidden layer A takes input 𝑋𝑡 and the output from previous layer ℎ𝑡−1, and outputs 

valueℎ𝑡. They cycle allows information to be passed from one time point of the network 

to the next. In our case, RNN reads the numeric representation of each word at each time 

point, and pass the calculated value to the next layer. 

 

Figure 9. Structure of an unrolled RNN 

Despite the popularity of RNNs in text mining, regular RNNs suffer from the 

gradient vanishing problem - the gradients of the network's output with respect to the 
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parameters in the early layers become extremely small. This is because many activation 

functions (e.g. sigmoid, hyperbolic tangent) map a large input space to a much smaller 

output range, and backpropagation computes gradients by the chain rule, which causes 

the gradient to decrease exponentially, especially when the neural network has many 

layers  [3,32]. As shown in a simplified 3-layer NN in figure 8 [90]: 

 

Figure 10. Simplified 3-layer NN 

Each node is associated with an input weight, and outputs a function (𝑓(𝑥)) of that weight 

times the input value. We can refer the output of 𝑓(𝑥) as 𝑧𝑛 for node n, thus the output of 

node n+1 is 𝑧𝑛+1 = 𝑓(𝑤𝑛 ∗ 𝑧𝑛) . The goal of this process is to calculate a loss that 

measures the difference between the expected value and outputted value, and it is a 

function of 𝑧3 for the output of our last node. We can skip ahead to calculating how to 

change the first input weight of the network as following (more details can be found in 

Michael Nielsen’s book [57]): 

𝜕𝐿𝑜𝑠𝑠

𝜕𝑤1
=

𝜕𝐿𝑜𝑠𝑠

𝜕𝑓(𝑧3)
∙
𝜕𝑓(𝑧3)

𝜕𝑓(𝑧2)
∙
𝜕𝑓(𝑧2)

𝜕𝑓(𝑧1)
∙
𝜕𝑓(𝑧1)

𝜕𝑤1
 

Now, we note that node 3 depends on node 2, which depends on 𝑤1 and𝑥1. In addition, 

the weight is constant in RNN, which is different from typical NN structures. Because of 

multiplying many activation functions during the process, certain activation functions, such 

as sigmoid and tanh, will suffer from small derivatives at both ends, which is also known 

as neuron saturation. They have a zero gradient and drive other gradients in previous 

layers towards 0. Thus, with small values in the matrix and multiple matrix multiplications 

the gradient values are shrinking exponentially fast, eventually vanishing completely after 
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a few time steps [10]. To address this problem, a variation of RNN, long short-term 

memory networks (LSTM) was created by Hochreiter and Schmidhuber in 1997  [33].  

4.6.3 Long short-term memory neural networks 

Instead of having a single layer in the repeating unit, the repeating unit of LSTMs 

has multiple layers working interactively to maintain the information from previous state 

[33]. The key component of LSTMs is the memory unit, which has the ability to remember 

or forget information from previous states, as well as add new information from the current 

state, through several gate functions. As shown in figure 9 below [89], LSTMs consist of 

a series of gate functions to decide how much information should be kept from previous 

states. 

 

Figure 11. Structure of the repeating unit in LSTMs 

The first step LSTMs does is to decide how much information in the memory cell 

𝐶𝑡−1  that the network should discard through a forget gate function: 𝑓𝑡 = 𝜎(𝑊𝑓 ∗

[ℎ𝑡−1, 𝑥𝑡] + 𝑏𝑓), where 𝑊is weight of the output of previous step ℎ𝑡−1 and input of current 

step 𝑥𝑡, and𝑏𝑓 denotes the bias. The fraction of the information in memory cell to be kept 

is decided by the product of memory cell and forget gate𝐶𝑡−1 ∗ 𝑓𝑡 since 𝑓𝑡 takes values 

between 0 and 1. In the second step, a function (same as forget gate) of the inputs passes 

through the input gate and is added to the cell state to update it. In the final step, the output 

gate function (same as forget and input gates) decides what values from the cell state we 
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are going to add to the hidden state output. If we take a look at the memory cell in an 

LSTM, it does not have an activation function applied on it, except multiplying the output 

of forget gate function. Technically, if 𝑓𝑡 equals to 1, the activation function is the identify 

function itself, which means that information from the previous cell state can pass through 

unchanged. Thus, gradient vanishing is not an issue any more in LSTMs [90]. Therefore, 

LSTMs are able to maintain long-term dependencies and has been successfully applied 

to various machine learning tasks including text mining, speech recognition, and image 

caption.  

4.6.4 Bidirectional LSTMs 

A modified version of LSTMs, bidirectional LSTMs that allow analyzing sequential 

data from both directions, has been used to process medical text data and achieved 

elevated performances over non-deep learning tools in terms of named entity recognition 

(NER) [31,45]. Therefore, bidirectional LSTMs will be incorporated in our NLP pipeline to 

perform information extraction and text classification tasks. 

4.6.5 Gated Recurrent Units 

GRUs is a variation of RNNs introduced by Cho, et al. in 2014 [17], aiming to solve 

the vanishing gradient problem which comes with a standard RNN. To solve the vanishing 

gradient problem, GRUs use the so called update gate and reset gate. Basically, these 

are two vectors which decide what information should be passed to the output. The special 

ability of the gates is that they can be trained to keep information from previous steps 

without losing it through time or remove information which is irrelevant to the prediction 

[17]. GRUs can be considered as a variation of LSTMs since both of them have similar 

architectures that are designed to deal with vanishing gradient problem. The main 

difference is that GRUs do not have memory unit as LSTMs do and has fewer parameters 

[19].  According to the empirical comparisons between LSTM and RNN, both of them 
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demonstrated similar performance while RNN performs better on smaller data sets 

[19,39]. 
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Abstract 

Next generation sequencing (NGS) is now a relatively common clinical test for 

cancer patients, but the data on how physicians use these genetic data is often stored in 

electronic medical records as unstructured text in patient progress notes. As such, the 

data held in the patient progress notes could significantly improve the performance of 

machine learning algorithms, for example, if that data could be converted into a structured 

form. In our present study, we combined natural language processing (NLP) and machine 

learning to evaluate the impact of NGS results obtained from clinical practice based on 

the free-text visit progress notes of cancer patients. We obtained 5,889 de-identified 

progress reports (2,439 words on average) for 755 cancer patients who had undergone a 

clinical NGS testing in Wake Forest Baptist Comprehensive Cancer Center for our data 

analyses. An NLP system was developed and implemented to process the free-text data 

and extract NGS-related information. Three types of recurrent neural networks (RNNs) 

namely, gated recurrent unit (GRU), long-short term memory (LSTM), and bidirectional 

LSTM (LSTM_Bi) were applied to classify documents to the treatment-change and no-

treatment-change groups. Further, we compared the performances of the RNNs to five 

machine learning algorithms including Naive Bayes (NB), K-nearest Neighbor (KNN), 

Support Vector Classifier (SVC), Random Forest (RF), and Logistic Regression (LR). Our 

results suggested that, overall, RNNs outperformed traditional machine learning 

algorithms, and LSTM_Bi showed the best performance among RNNs in terms of 

accuracy, precision, recall, and F1 score. In addition, pre-trained word embedding can 

improve the accuracy of LSTMs by 3.4% and reduce the training time by more than 60%. 

In summary, NLP and RNN-based text mining solutions have demonstrated advantages 

in information retrieval and document classification for unstructured clinical progress 

notes. 
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Background 

Recently, the advent of next generation sequencing (NGS) technologies and their 

continually declining costs have resulted in the accumulation of very large sets of genetic 

data and facilitated identification of actionable genetic alterations in different tumor types. 

Despite the dramatic growth of its availability and affordability, genetic testing in the 

healthcare system has also brought challenges, including the need for evaluation of the 

effectiveness and actionability of genetic testing that could be invaluable for assisting 

tumor diagnosis and prognosis to direct patient treatment [56].  

With a widespread use of electronic medical records (EMR) systems in clinical 

care, secondary use of clinically relevant information of cancer patients are available to 

biomedical research including comparative effectiveness, patient reported outcomes, and 

precision genomic medicine [52]. However, in contrast to structured available data in a 

health care setting, large percentage of the clinical data are unstructured (or semi-

structured), for example, free-text data, which makes them not easily parsable by the 

machines/software [14]. Therefore, harnessing the potential of clinical narratives in the 

EMR requires strategies for efficient and automated information extraction and 

understanding. 

Natural language processing (NLP) and machine learning techniques can provide 

such ability at some level, which convert unstructured text into structured form, and enable 

automatic identification and extraction of relevant information. If effectively implemented, 

such automated system would significantly reduce delays in EMR processing and allow 

more accurate extraction of embedded information [14]. A number of clinical NLP systems 

have been in development and widely adopted in biomedical settings, for example, the 

Mayo Clinical Text Analysis and Knowledge Extraction System (cTAKES) [65], MetaMap 

[1], and Noble Tools [72]. However, these approaches mainly focus on utilizing medical 
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vocabularies such as Unified Medical Language System (UMLS) [6] to perform concepts 

recognition and information extraction [72].  

There are many conventional machine learning algorithms have been used in 

clinical text mining, however, these models require human experts to encode domain 

knowledge through feature engineering, and have so far had mixed results modeling 

sequential events or time dependencies [54]. More recently, multi-layer neural networks, 

or deep learning, have been applied to gain actionable insights from heterogeneous 

clinical data [54,59]. The major differences between deep learning and conventional 

neural networks (NNs) are the number of hidden layers, as well as their capability to learn 

meaningful abstractions of the input [47]. Conventional NNs are usually limited to three 

layers and is trained to obtain supervised representations that are optimized only for a 

specific task and usually not generalizable [63]. Differently, every layer of a deep learning 

system produces a representation of the observed patterns based on the data it receives 

as inputs from the prior layer [4]. Deep learning has been applied to process aggregated 

EMRs, including both structured (e.g. diagnosis, laboratory tests) and unstructured data 

(e.g. medical notes, images) [54]. Several studies used deep learning to predict diseases 

from the patient clinical notes. For example, Liu et al. used a four-layer convolutional 

neural network (CNN) to predict congestive heart failure and chronic obstructive 

pulmonary disease and showed promising performance [16].  

A special type of deep learning, recurrent neural networks (RNNs), are neural 

networks that add additional weights to the network to create cycles in the network in an 

effort to model time dependencies and sequential events [48]. Despite the popularity of 

RNNs in text mining, regular RNNs suffer from the gradient vanishing problem - the 

gradients of the network's output with respect to the parameters in the early layers become 

extremely small [32]. To address this problem, Hochreiter and Schmidhuber  introduced a 

variation of RNNs, long short-term memory networks (LSTMs) [33]. The key component 
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of LSTMs is the memory unit, which has the ability to remember or forget information from 

previous states, as well as add new information from current state, through several gate 

functions. Thus, LSTMs are able to maintain long-term dependencies and has been 

successfully applied to various machine learning tasks including text mining, speech 

recognition, and image caption. LSTMs were used to create DeepCare [58], an end-to-

end deep dynamic network that infers current illness states and predicts future medical 

outcomes using EMR. Another variation of RNNs, gated recurrent unit (GRU) [17], was 

used to develop Doctor AI, an end-to-end model that uses patient history to predict 

diagnoses and medications for subsequent encounters [18]. A modified version of LSTMs, 

bidirectional LSTMs, which allows analyzing sequential data from both directions, has 

been used to process medical text data and achieved elevated performances over non-

deep learning tools in terms of named entity recognition (NER) [31,45].  

Word embedding, learned in an unsupervised manner, have seen tremendous 

success in numerous NLP tasks in recent years. The term word embedding was originally 

proposed by Bengio et al. in 2003 [5] who trained them in a neural language model 

together with the model’s parameters. More recently, Mikolov et al. [53] created word2vec, 

a toolkit enabling the training and use of pre-trained embedding. Word2vec takes a large 

corpus of text as its input and produces a high-dimension vector space, with each unique 

word in the corpus being assigned a corresponding vector in the space. Word2vec can 

utilize a continuous bag-of-words (CBOW) architecture to predict the current word from a 

window of surrounding context words, therefore, the order of context words is of no 

importance [53].  

Unlike traditional word representation methods, such as bag-of-words and one-hot 

encoding, word embedding can capture the semantic meanings of the words within the 

numeric vectors [5]. Words that are semantically similar are closer to each other in 

distance, while words that are semantically different are farther apart in distance. Recently  
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in  the  biomedical research, word  embedding  has  been  utilized extensively in  

applications  like  biomedical  named  entity  recognition  (NER) [49,69], medical synonym 

extraction [83], relation extraction (RE) including chemical-disease relations [78], drug-

drug interactions [50,75], protein-protein interactions [36], biomedical IR [84,85], and 

medical abbreviation disambiguation [86]. 

The primary goals of this project are to 1) identify the section of the progress report 

that discusses genomic testing results and treatment information, 2) predict if there is a 

treatment change or not for the patients based on the extracted information using deep 

learning and word embedding, and 3) compare the performance of nine RNN-based and 

conventional machine learning algorithms for text classification task using clinical progress 

reports. 

Methods 

Progress reports and preprocessing 

The progress reports for cancer patients were obtained from the Translational Data 

Warehouse at Wake Forest Baptist Health upon institutional review board (IRB) approval. 

A total of 5,889 progress reports that were recorded belonging to 755 NGS patients after 

their tests were included in the study corpus (2,439 words on average). We excluded 28 

patients who had NGS testing completed twice. A subset (44) of these progress reports 

were manually annotated by a precision medicine nurse based on the classification task 

of interest. These annotations served as “true” labels to evaluate the performance of our 

classification task. Additionally, a “rule-based” annotation method was also implemented 

to label the group of the reports based on NGS and therapeutic-related keywords. 

A text preprocessing pipeline was implemented to perform text cleaning and re-

formatting. All the English letters were converted to lowercase. We removed English stop 

words, special characters and punctuations, empty spaces, and strings with length < 2. 

Numbers were also excluded since they do not usually carry relevant information in this 
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type of analysis. Abbreviations were replaced with the full terms, for example, “‘’ve” was 

replaced with “have”, “‘re” was replaced with “are”, and “‘ll” was replaced with “will”. We 

also performed word stemming for non-NN machine learning models.  

We identified the section for each report that discusses genomic testing results 

based on keyword searches. A list of keywords including genes, mutations, and treatment 

names were created based on the information of target sequencing panels provided by 

Foundation Medicine (https://www.foundationmedicine.com/), Caris 

(https://www.carislifesciences.com/), Guardant (http://www.guardanthealth.com/), as well 

as our local database. A text window was extracted for each report based on the location 

of the first keyword extended for 200 words up and down. By extracting the target section, 

we reduced the size of the reports from an average of ~5000 words to 289, which greatly 

eliminated the redundant content, as well as improved the efficiency of our training.  

Word representations 

Two types of word representation techniques were used to convert word tokens in 

each report into numerical vectors, term frequency-inverse document frequency (TF-IDF) 

and word embedding, for conventional machine learning models and RNNs, respectively. 

TF-IDF weight is a statistical measure used to evaluate how important a word is to a 

document in a collection or corpus [64]. Word embedding has gained significant popularity 

recently in the text mining community [53]. In this study, we applied two methods to 

generate word embeddings: 1) using Word2Vec with CBOW architecture to pre-train word 

embeddings on our entire corpus [53], and 2) including an embedding layer in the network 

and train the word embeddings on the fly. We then compared the performance of the NNs 

with and without pre-trained word embeddings. 

Recurrent Neural Networks (RNNs) 

Since the RNN architecture is designed to model the sequential events, such as 

word sequences, this architecture is specifically suitable for capturing meaningful linguistic 
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patterns across long sequences of words within a document [48]. We implemented four 

variations of RNN in this study: 1) LSTM with word embedding trained on the fly 

(LSTM_onFly); 2) LSTM with pre-trained word embedding on the entire corpus 

(LSTM_Pre); 3) Bidirectional LSTM with pre-trained word embedding (LSTM_Bi); and 4) 

a simplified version of LSTM, Gated Recurrent Unit (GRU) with pre-trained word 

embedding. We also evaluated the performance of these four RNN models for information 

extraction and text classification in this study. 

Convolutional Neural Networks (CNNs) 

CNNs have been successfully applied in image processing and NLP[20,44]. We 

incorporated a 1D-convolution layer with 32 filters, a kernel size of 3, and stride of one 

word, followed by a max-pooling layer, in our RNNs. The convolutional layer, as well as 

the max-pooling layer, can help to learn useful word representations and reduce the 

dimensions of the input corpus.  

Non-neural network models 

We compared the performance of the RNNs against the performance of several 

conventional predictive models that can also be used for text classification. These include 

Naive Bayes (NB) [41], K-nearest Neighbor (KNN) [71], Support Vector Classifier (SVC) 

[37], Random Forest (RF) [9], and Logistic Regression (LR) [91]. We generated TF-IDF 

vectors on the processed text using unigrams with a minimum document frequency of 5, 

and a maximum document frequency of 80%. Singular-value decomposition (SVD) was 

applied to reduce the dimension of the input matrix. 

Hyperparameter optimization 

We used a grid search technique to perform hyperparameter optimization for non-

NN algorithms. Specifically, the smoothing parameter alpha of NB, number of neighbors 

of KNN, penalty parameter C, kernel types (linear or radial basis function (RBF)), and 

kernel coefficient gamma of SVC, the maximum depth of a tree, the minimum number of 
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samples required to split an internal node, and the minimum number of samples required 

to be at a leaf node of RF, and the L2 penalty parameter C of LR, were optimized using 

the grid search method. A 3-fold cross-validation was used during hyperparameter 

optimization to evaluate the performance of each version of the algorithms. The best 

hyperparameter setups for all the algorithms have been are listed in Table 1. 

Model setup and evaluation metrics 

For each model, we split the data into 0.66/0.33 train/test data sets, without any 

overlapping patients between train and test. In addition, we performed stratified 5-fold 

cross-validation during the training to evaluate the model performance. Binary cross 

entropy was used as the loss function for all the classifiers. For RNN algorithms, we 

implemented the early-stopping mechanism, i.e., the model stops training when the loss 

function does not improve for 5 epochs on the validation data set. After training, the 

performance of each model was tested on the test set. We used five evaluation metrics to 

compare the performance of the models, including accuracy, precision, recall, and F1 

score: 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =
𝑇𝑃+𝑇𝑁

𝑇𝑃+𝑇𝑁+𝐹𝑃+𝐹𝑁
 (1) 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 =
𝑇𝑃

𝑇𝑃+𝐹𝑃
  (2) 

𝑅𝑒𝑐𝑎𝑙𝑙 =
𝑇𝑃

𝑇𝑃+𝐹𝑁
   (3) 

𝐹1𝑠𝑐𝑜𝑟𝑒 =
2∗𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛∗𝑅𝑒𝑐𝑎𝑙𝑙

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛+𝑅𝑒𝑐𝑎𝑙𝑙
 (4) 

Experimental Results 

Study samples 

The flow chart of the study design has been shown in Figure 1. Briefly, in this study, 

we processed 5,889 free-text clinical reports from 755 patients. Target text windows from 
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the reports were extracted for the subsequent classification task. We implemented a total 

of nine classifiers, both NN-based and traditional machine learning algorithms, to classify 

the treatment-change for each document. A word embedding matrix was pre-trained 

based on the whole text corpus for some of the RNN-based models. 

All the 5,889 documents from 755 unique cancer patients were labeled using a 

rule-based keywords searching method, with 3,736 documents being labeled as 

treatment-change and 2,153 documents being labeled as no-treatment-change. A subset 

of the documents were annotated by cancer registry experts, which was used as “true” 

labels to evaluate the performance of our rule-based annotation method.  

To explore additional insight about the progress reports and the separability of two 

labeled groups, we performed a SVD on the TF-IDF representation of the reports. The top 

two eigenvectors of SVD were used to plot the similarity between the two target groups 

(Figure 2). From the plot, we note that a natural clustering occurs between progress 

reports corresponding to labeled groups. This technique can also help to better 

understand document misclassifications in our classification task. 

Hyperparameter optimization 

Key hyperparameters for each machine learning algorithm were optimized using a 

grid search method. For traditional models, smoothing parameter alpha of NB was 

optimized to be 0; the best number of neighbors for KNN was 7; linear kernel and a penalty 

parameter of 30 were selected for SVC; the maximum depth of a tree, the minimum 

number of samples required to split an internal node, and the minimum number of samples 

required to be at a leaf node were optimized as 6, 5, and 5 respectively for RF; and an L2 

penalty parameter of 10 was picked for LR (Table 1). 

For RNN-based models, we selected Adam optimization algorithm as the default 

optimizer [42]. Except for one LSTM model (LSTM_onFly), all the models used pre-trained 
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word embedding matrix as the input. Based on the parameter turning, we chose batch 

size of 64 and a dropout rate of 0.  

Classification performance 

Four performance evaluation metrics on the task were included in Table 2 and 

Figure 3, including accuracy, precision, recall, and F1 score. Overall, RNN-based 

classifiers outperformed the traditional machine learning algorithms. LSTM_Bi with pre-

trained word embedding and a 1D-convolution layer followed by max-pooling 

outperformed all other models in accuracy (0.886), precision (0.878), and the F1 score 

(0.909). Random forest had the highest recall, with a score of 0.972, followed by LSTM_Bi 

(0.943). Because of the stochastic nature of machine learning algorithms, we repeated 

each model for 100 times with different data split and model initialization and calculated 

the average metrics and corresponding standard deviations. Again, LSTM_Bi 

outperformed all the others in accuracy (0.862±0.019), precision (0.885±0.02), and F1 

score (0.892±0.015), while recall was leading by RF (0.926±0.017) (Table 3, Figure 3.B).  

RNN-based models training 

Accuracy and model loss-based training curves of RNN-based classifiers are 

shown in Figure 4. As we can see, LSTM without pre-trained word embedding 

(LSTM_onFly) revealed the fastest model convergence (the shorter learning curve was 

due to early-stopping), followed by GRU. LSTMs with pre-trained word embeddings had 

similar convergence curve. However, LSTM_onFly model quickly overfitted after the first 

epoch, it also has the largest discrepancy between training data and validation data, while 

the LSTM_Bi had the smallest discrepancy.  

Error analysis 

We analyzed the confusion matrices of nine classifiers based on their classification 

performance on 1982 testing documents, with 1202 documents labeled as treatment-

change, and 780 documents labeled as no-treatment-change. LSTM_Bi, which indicated 
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the highest accuracy (0.886), had 69 false negatives and 157 false positives (Figure 5A). 

The other two LSTM variations, LSTM_onFly and LSTM_Pre, resulted in a significantly 

higher number of misclassifications, especially in the false negative category where the 

misclassifications nearly doubled. The GRU model, on the other hand, had a similar 

number of false negative classifications (72) compared to LSTM_Bi, however, it 

mistakenly classified 202 no-treatment-change documents as treatment-change group 

(false positive).  

For the conventional classifiers, KNN achieved the highest accuracy (0.824) as it 

correctly identified 1026 treatment-change documents, and 607 no-treatment-change 

documents, which was the highest among the conventional models. Notably, RF correctly 

classified 1168 treatment-change documents, which was the highest among all nine 

models. However, it misclassified 380 no-treatment-change documents as treatment-

change, which was also the highest. It is consistent with what we have observed from 

Table 2 and Figure 3, RF has the highest recall (0.972) but the lowest precision (0.755). 

Discussion 

We have successfully applied NLP and machine learning to extract information 

from clinical progress reports, and classify them into treatment-change and no-treatment-

change groups. RNN-based algorithms with pre-trained word embedding, especially 

LSTM_Bi, demonstrated significantly better performance on the classification task than 

conventional machine learning algorithms with TF-IDF features. It is most likely because 

of the RNN structure that can capture linguistic patterns across long sequences of words 

and the pre-trained word embeddings on the entire text corpus.  

We first compared the performance of LSTM with and without pre-trained word 

embedding. Based on the results in Table 2 and Figure 3, LSTM_Pre outperformed 

LSTM_onFly in 3 of 4 evaluation metrics, except recall, where these two models had 

comparable results. This may be because LSTM_onFly only trains word embedding based 
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on a smaller extracted text window, which is not able to model linguistic patterns 

accurately. We then compared three RNN models with pre-trained word embeddings, 

LSTM_Pre, LSTM_Bi, and GRU. LSTM_Bi outperformed the other two models in all four 

evaluation metrics. Bidirectional LSTMs have been used to process medical text data and 

achieved elevated performances over non-deep learning tools in terms of named entity 

recognition (NER) [31,69]. Interestingly, the simplified variation of LSTM, GRU [17], 

showed better results than LSTM_Pre in 3 of 4 evaluations, except precision. This 

observation is consistent with previous explorations, where GRU has yield similar 

performance compared to LSTM, however GRU could have better performance on smaller 

data set [19,39].  

TF-IDF based non-NN classifiers overall had poorer performance in this study. 

One reason is that vector space word representations, such as TF-IDF and bag-of-words, 

cannot take into account the context of each word, instead, they rely on the ordering of 

words within a small text window. Cancer progress reports typically include complex 

information and structures, which are usually unable to be sufficiently captured by vector 

space word representations. Our results suggest that pre-trained word embeddings on a 

large related corpus can extract information more efficiently and improve the subsequent 

classifications tasks.  

Due to the stochastic nature of machine learning algorithms, evaluating their 

performances based on a single model is not always accurate. Randomness can be 

introduced at any stage of the study, such as data processing, data splitting, word 

representation methods, weight initialization, and random seeds. To reduce the 

randomness and evaluate the models more accurately, we repeated each model for 100 

times. The ranges, means and standard deviations of the evaluation metrics for each 

model were calculated. Our results in Table 2 and Figure 3.B indicated that the 

performances of machine learning models are consistent and reproducible.  
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One goal of this study is to implement an automated system to reduce the time 

required for progress report annotation. However, NLP and machine learning models, 

especially for deep learning models, suffer from long processing and training times. We 

thus implemented several methods to improve our model efficiency. The first method was 

to extract a target text window from each document instead of using the whole progress 

report, which is usually very complex and redundant. Moreover, pre-trained word 

embeddings significantly reduced the training time for RNN-based models, since they 

avoided training word embeddings on the fly. In addition, two dimensional reduction 

methods, 1D-convolution layer with max pooling, and SVD, were used to further reduce 

the training time for RNN-based and non-NN classifiers respectively. These methods 

ensure our model can make decisions more efficiently and reduce the burden of manually 

annotating the reports by medical experts. 

One important limitation of our study is that most of the progress reports lack true 

labels. Reading progress reports and correctly labeling them is very time consuming and 

challenging even for human experts. However, we generated labels for a subset of the 

reports to validate and improve our rule-based labeling method. Another limitation is the 

small sample size of our dataset, only 755 qualified cancer patients are available for this 

study. Although we included reports at multiple visits for each patient, a total of 5,889 

documents are not likely to reach the full effectiveness of RNN models. Given a larger 

dataset, we expect the effectiveness of RNNs relative to other approaches to improve 

even further. In addition, using a dataset with a small number of samples but multiple 

documents for each sample would increase the risk of model overfitting. To reduce 

overfitting, we split training and test datasets based on unique samples, which prevented 

the classifier from seeing the reports from one patient in both training and testing phases.  

To our knowledge, this is the first study extracting genomics-related information in 

clinical progress reports using NLP and deep learning. Our goal is to implement an 
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automated annotation system for clinical progress reports that can improve the annotation 

accuracy, as well as reduce the time required. Moving forward, we will extend this NLP 

and RNN analysis pipeline to perform more tasks, for example, classify cancer stages, 

predict survive rate, deep phenotyping, and annotate unknown genomic mutations. 

Another important future direction is to generalize this pipeline to read data from multiple 

resources, such as pathology reports, radiology reports, raw medical imagines, as well as 

NGS results. In addition, during genomic testing, thousands of genetic alterations are 

generated with unknown pathogenic impacts on specific cancer types. Distinguishing the 

alterations that contribute to cancer risk from the neutral alterations is very challenging 

and time-consuming since it is mainly done manually. Thus, an automated genetic 

alteration interpretation system based on our NLP and RNN methods could be developed 

to incorporate relevant information from text-based databases, for example, pathology 

reports and progress notes.  
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Figure 1. Workflow of text processing and document classification using machine learning 

models. 
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Figure 2. Dimensional reduction of term frequency-inverse document frequency (TF-IDF) 

representation of the documents via singular-value decomposition (SVD). Data points are 

colored by treatment-change (1) and non-treatment-change (0) groups. 
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Figure 3. Performance comparisons of 9 Machine Learning algorithms based on (A) a 

single run, and (B) models repeated for 100 times. Mean metrics (dots) and their standard 

deviations (bars) were included. 

A. 

 

B. 
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Figure 4. Training curves of the first 15 epochs for RNN-based models, where the left 

panel is the model accuracy for training and validation datasets, and right panel is the 

model loss for training and validation datasets. 
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Figure 5. Confusion matrix of (A) RNN-based models, and (B) conventional machine 

learning models. 

A. NN-based models 

 

B. Non-NN models 
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Table 1. Best hyperparameters for the classifiers. 

Classifier Hyperparameters 

Deep Learning Classifiers 

LSTM_onFly 
optimizer=Adam, batch size=64, dropout rate=0, word 

embedding=trained on the fly, recurrent layer=single directional LSTM 

LSTM_Pre 
optimizer=Adam, batch size=64, dropout rate=0, word 

embedding=pre-trained on the whole corpus, recurrent layer=single 
directional LSTM 

LSTM-Bi 
optimizer=Adam, batch size=64, dropout rate=0, word 
embedding=pre-trained on the whole corpus, recurrent 

layer=bidirectional LSTM 

GRU 
optimizer=Adam, batch size=64, dropout rate=0, word 

embedding=pre-trained on the whole corpus, recurrent layer=single 
directional LSTM 

Conventional Classifiers 

KNN Number of neighbors=7 

LR L2 penalty parameter=10 

NB smoothing parameter alpha=0 

RF 
maximum depth of a tree=6 

minimum number of samples required to split an internal node=5 
minimum number of samples required to be at a leaf node=5 

SVM 
kernel=linear 

L2 penalty parameter=30 

 

 

 

 

 

 

 



40 
 

Table 2. Performances of classifiers on the document classification repeated 100 times. 

Classifier 
Accuracy 

(Mean±SD) 
Precision 

(Mean±SD) 
Recall 

(Mean±SD) 
F1 score 

(Mean±SD) 

Deep Learning Classifiers 

LSTM_onFly 0.821±0.026 0.850±0.029 0.872±0.040 0.860±0.023 

LSTM_Pre 0.849±0.015 0.874±0.023 0.890±0.022 0.882±0.013 

LSTM_Bi 0.862±0.019 0.885±0.020 0.900±0.026 0.892±0.015 

GRU 0.859±0.014 0.882±0.021 0.899±0.022 0.890±0.012 

Conventional Classifiers 

KNN 0.806±0.016 0.834±0.022 0.913±0.024 0.829±0.015 

LR 0.829±0.015 0.836±0.022 0.904±0.023 0.826±0.014 

NB 0.772±0.016 0.875±0.016 0.811±0.023 0.806±0.016 

RF 0.809±0.015 0.804±0.023 0.926±0.017 0.809±0.015 

SVC 0.826±0.014 0.814±0.024 0.830±0.019 0.772±0.016 
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Curriculum Vita 

Meijian Guan, Ph.D. 
Location: Winston-Salem, NC 27157 

Email: guanm14@wfu.edu 

Phone: 336-391-6110 

 

RESEARCH INTERESTS 

  

 Integrating multi-source clinical and genomic data using statistical and machine 

learning models 

 Genetic Epidemiology of complex disease 

 Precision Medicine 

EDUCATION 

  

Wake Forest University,                                                                      Aug 2016-May 2018 

Winston-Salem, NC, U.S. 

M.S. Computer Science 

Co-advisors: Samuel Cho, Ph.D. & Umit Topaloglu, Ph.D. GPA: 3.76 

Wake Forest University,                                                                      Aug 2012-July 2017  

Winston-Salem, NC, U.S. 

Ph.D. Genetic Epidemiology Advisor: Maggie Ng, Ph.D. GPA: 3.52 

Soochow University,                                                                            Sep 2006-Jun 2010 

Suzhou, Jiangsu, China 

B.S. Biotechnology 

GPA: 3.40 

PROFESSIONAL EXPERIENCE 

  

Year-round Research Intern May 2017-May 

2018 JMP Life Sciences, SAS Institute Inc. 

Supervisor: Kelci Miclaus, Ph.D. 
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 Participated in an FDA-led project (SEQCII) to evaluate the reproducibility of 72 NGS 

alignment and calling pipelines (>5TB WGS data) through visualization and statistical 

modeling using SAS, R, SQL, and JMP 

 Participated in Kaggle data science competitions to analyze public data sets with 

machine learning algorithms 

 Developed an importer for JMP to read files in Biom format and convert them into 

OTU tables 

 Analyzed a Metagenomics data set with 5,000+ OTUs using feature selection, 

hierarchical clustering, and PCA 

 Sufficiently created and maintained model/project documentation 

Graduate Research Assistant August 2016-May 

2018 Wake Forest Baptist Health Comprehensive Cancer Center, WFSM 

Supervisor: Samuel Cho, Ph.D. & Umit Topaloglu, Ph.D 

 Thesis project: Integrating Electronic Medical Records and NGS data using NLP 

and Machine Learning 

 Implemented an NLP-based system using Python (NLTK), UMLS, and Noble Tools 

to perform section detection, feature extraction, word/sentence tokenization, TF-IDF 

transformation, and word embedding for 6000+ free-text clinical reports 

 Applied both supervised deep learning algorithms (e.g. Bidirectional LSTM, CNN) to 

classify documents and identify hidden patterns in clinical reports 

Graduate Research Fellow August 2012-June 

2017 Center for Genomics and Personalized Medicine Research, WFSM 

Supervisors: Maggie Ng, Ph.D. & Donald W. Bowden, Ph.D. 

 Dissertation Project: Evaluation of the statistical association between large-scale 

genetic variation and Type 2 diabetes-associated nephropathy in African Americans. 

 Served as primary analyst on multiple genetic studies in up to ~15,000 subjects with 
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large- scale genomic data sets, including imputed GWAS, Exome-chip, whole-exome 

sequencing, and Metabolomics data 

 Developed and applied statistical models (e.g. GLM, Mixed models, interaction 

analysis) to draw inferences from millions of genetic variations and large-scale 

clinical data 

 Designed and implemented various Bioinformatics pipelines (e.g. annotation, 

pathway analysis) to validate the functional relevance of statistical findings 

 Extensive experience in data query/management, exploration, visualization, quality 

control and manipulation with SQL, Unix/Linux script, R and Python 

 Published/submitted 9+ manuscripts in leading scientific journals 

 Presented research findings at multiple high impact scientific conferences (e.g. 

ASHG) 

CORE QUALIFICATIONS 

 Proven ability to develop, validate, and 

improve statistical and machine 

learning models 

 5+ years of experience in processing 

and analyzing large Genomics and 

clinical data 

 Proficient in experimental design, 

statistical programming, and software 

development 

 Extensive experience in bioinformatics 

analysis 

 Excellent database management skills 

 Passionate about basic and translational 

research 

 A motivated team leader and effective 

team player 

 Strong verbal and written 

communication skills 

 An independent, and creative problem 

solver 

 Able to quickly adapt to project changes 

 Constant curiosity; Lifelong learner 
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TECHNICAL SKILLS 

 

 Statistics: univariate analysis, multivariate linear regression, logistic regression, 

generalized linear models, mixed effect model, interaction analysis, longitudinal data 

analysis, time series analysis, repeated measures analysis, hypothesis testing, 

power analysis, ANOVA, survival data analysis, nonparametric statistics, model 

selection, meta-analysis, genome- wide association analysis 

 Programming: R, SAS (macro), Python, C/C++, Linux shell script, SQL, Matlab 

 Data analytics: data management/manipulation, data clean/quality control, data 

visualization, data interpretation, analytical protocol design, statistical model 

selection, result validation/replication 

 Bioinformatics tools: R-Bioconductor, GMMAT, SKAT, VCFtools, BCFtools, 

Variant Tools, Samtools, GATK, EIGENSOFT, RvTests, GRAIL, Encode, GTEx, 

Roadmap Epigenomics, COMICS, 1000 Genomes Project, dbGAP, ExAC, 

GeneCards, Variant Effect Predictor, ANNOVAR, 

RAREMETAL/RAREMETALWORKER, RvTests, EPACT, GTOOL, SKAT, CMC, VT, 

CADD, dbGAP, GeneALaCart/GeneCards, DEPICT 

 Machine learning: Natural Language Processing (NLP), neural networks (CNN, 

LSTM), SVM, KNN, hierarchical clustering, k-means, PCA, SVD, XGBoost, 

lightGBM, feature selection/engineering 

PUBLICATIONS 

  

Meijian Guan, Sam Cho, Umit Topaloglu “Identifying genomic mutation-associated 

treatment change from cancer progression reports using deep learning.” Manuscript 

in preparation. 

Meijian Guan, Jacob M. Keaton, BS, Latchezar Dimitrov, Pamela J. Hicks, Jianzhao Xu, 

John R. Sedor, Rulan S. Parekh, Denyse Thornley-Brown, FIND Consortium, Nora 
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Franceschini, Joe Coresh, Myriam Fornage, Adrienne Tin, Anna Kottgen, Jerome I. 

Rotter, Stephen S. Rich, Ida Chen, James G Wilson, Laura J Rasmussen-Torvik, 

Carl Langefeld, Nicholette Allred, Barry I. Freedman, Donald W. Bowden, Maggie C. 

Y. Ng. “Genome-wide association study in African Americans with T2D-attributed 

end-stage kidney disease.” Manuscript in preparation. 

Nicholette D. Palmer, Lingyi Lu, Thomas C. Register, Leon Lenchik, J. Jeffrey Carr, 

Pamela J. Hicks, S. Carrie Smith, Jianzhao Xu, Latchezar Dimitrov, Jacob Keaton, 

Meijian Guan, Maggie C.Y. Ng, Yii-der I. Chen, Anthony J. Hanley, Corinne D. 

Engleman, Jill M. Norris, Carl D. Langefeld, Lynne E. Wagenknecht, Donald W. 

Bowden, Barry I. Freedman, Jasmin Divers. “Genome-wide Association Study of 

Serum Vitamin D and Parathyroid Hormone Concentrations in the African American-

Diabetes Heart Study.” Under review at JCEM. 

Keaton JM, Gao C, Guan M, Hellwege JN, Palmer ND, Pankow JS, Fornage M, Wilson 

JG, Correa A, Rasmussen-Torvik LJ, Rotter JI, Chen YI, Taylor KD, Rich SS, 

Wagenknecht LE, Freedman BI, Ng MCY, Bowden DW. “Genome-wide interaction 

with the insulin secretion locus MTNR1B reveals CMIP as a novel type 2 diabetes 

susceptibility gene in African Americans.” Under review at Genetic Epidemiology. 

Meijian Guan, Jacob Keaton, Latchezar Dimitrov, Mary Stromberg, Pamela J. Hicks, 

Barry Freedman, Donald Bowden, Maggie C. Y. Ng. “An exome-wide association 

study for type 2 diabetes-attributed end-stage kidney disease in African Americans.” 

Under review at Kidney International. 

Meijian Guan, Jun Ma, Jacob Keaton, Latchezar Dimitrov, Poorva Mudgal, Mary 

Stromberg, Pamela J. Hicks, Barry Freedman, Donald Bowden, Maggie C. Y. Ng. 

“Association of genetic variations in kidney structure-related genes in African 

Americans with type 2 diabetes-attributed end-stage kidney disease.” Hum Genet 

(2016). doi:10.1007/s00439-016- 1714-2. 
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Jun Ma*, Meijian Guan*, Donald W. Bowden, Maggie C. Y. Ng, Pamela J. Hicks, Janice 

P. Lea, Lijun Ma, MD, Chuan Gao, Nicholette D. Palmer, Barry I. Freedman. 

“Association analysis of the cubilin (CUBN) and megalin (LRP2) genes with end-

stage kidney disease in African Americans.” Clin J Am Soc Nephrol, 2016 May 19. 

pii: CJN.12971215. *Co-first author. 

Jun Ma, Jasmin Divers, Nicholette D. Palmer, Bruce A. Julian, Ajay K. Israni, David 

Schladt, Stephen O. Pastan, Kryt Chattrabhuti, Michael D Gautreaux, Vera 

Hauptfeld, Robert A Bray, Allan D Kirk, W Mark Brown, Robert S Gaston, Jeffrey 

Rogers, Alan C Farney, Giuseppe Orlando, Robert J Stratta, Meijian Guan, Amudha 

Palanisamy, Amber M Reeves- Daniel, Donald W Bowden, Carl D Langefeld, 

Pamela J Hicks, Lijun Ma and Barry I Freedman. “Deceased Donor Multidrug 

Resistance Protein 1 and Caveolin 1 Gene Variants May Influence Allograft Survival 

in Kidney Transplantation.” Kidney International, April 8, 2015. 

doi:10.1038/ki.2015.105. 

Jason A. Bonomo, Meijian Guan, Maggie C.Y. Ng, Nicholette D. Palmer, Pamela J. 

Hicks, Jacob M. Keaton, Janice P. Lea, Carl D. Langefeld, Barry I. Freedman, 

Donald W. Bowden. “The ras responsive transcription factor RREB1 is a novel 

candidate gene for type 2 diabetes associated end-stage kidney disease.” Human 

Molecular Genetics, July 15, 2014. doi:10.1093/hmg/ddu362. 

Lu, Chen, Tuanzhu Ha, Xiaohui Wang, Li Liu, Xia Zhang, Erinmarie Olson Kimbrough, 

Zhanxin Sha, Meijian Guan, John Schweitzer, John Kalbfleisch, David Williams, 

Chuanfu Li. “The TLR9 Ligand, CpG-ODN, Induces Protection against Cerebral 

Ischemia/reperfusion Injury via Activation of PI3K/Akt Signaling.” Journal of the 

American Heart Association, 3, no. 2 (2014): e000629. 

doi:10.1161/JAHA.113.000629. 

Guan MJ, Nautiyal M, Hakuda D, de Lima R, Rose J, Pirro NT, Chappell MC. Renal 
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mitochondria predominantly express [des-Ang I]- angiotensinogen and renin 

[abstract]. FASEB J. 2013;27():909.5. 

MACHINE LEARNING PROJECTS 

  

Cancer risk prediction tool development 

 Developed a machine learning (SVM, Naive Bayes, KNN, and CART), Monte Carlo 

optimization, and evolutionary algorithm-based computing tool for feature selection 

and cancer risk classification using gene expression data with Python (Pandas/scikit 

learn/numpy/matplotlib) 

Kaggle Competition: Personalized Medicine: Redefining Cancer Treatment 

 Successfully applied NLP techniques (e.g. Tokenization, TF-IDF, word embedding, 

and sentiment analysis) to process scientific articles on cancer genomics 

 Applied feature reduction, stratified cross-validation, Gradient Boosted Trees 

(XGBoost, lightGBM), and neural network (LSTM) to predict cancer mutation 

categories 

Kaggle Competition: Porto Seguro’s Safe Driver Prediction (ranks top 1%) 

 Constructed a predictive model that classifies probability that a driver will initiate auto 

insurance claim 

 Performed data preparation, exploration, visualization, and feature engineering using 

Python (pandas/numpy/matplotlib/Seaborn) on insurance data 

 Implemented machine learning algorithms (e.g. XGBoost, lightGBM, catboost), and 

applied K-fold cross-validation, early-stopping, ensemble, and stacking to optimize 

model performance and prevent overfitting 

Kaggle Competition: Web Traffic Time Series Forecasting (ranks top 14%) 

 Built a model to forecast future events of time series of web traffic for Wikipedia 

articles 
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 Performed extensive data exploration and visualization using R 

(data.table/dplyr/tidyr/ggplot2) 

 Applied ARIMA and Prophet models on the time series data to predict future event 

ACCOMPLISHMENTS AND HONORS 

  

2012-2017 Graduate Fellowship, Wake Forest University, NC, U.S.  

2016 Certificate: Machine Learning (Stanford University) 

2015 Runner-up of 15th Wake Forest Graduate Student and PostDoc 

Research Day Three Minutes Thesis Competition 

2014 Travel Award for 4th NIGMS-funded Short Course on Statistical 

Genetics and Genomics at UAB 

2008-2010 National Outstanding College Student Innovation Research Grant, 

China 

2008-2010 President of Student Association, Biotechnology Program, Soochow 

University, China 

2007-2010 Integrative Courses Scholarship, Soochow University, China 

2007-2009 President of Students' Scientific Association, School of Biology and 

Basic Medical Sciences, Soochow University, China 

2006-2007 Outstanding Student Leadership, Soochow University, China 

CONFERENCES AND PRESENTATIONS 

  

2016 ASHG 2016 Annual Meeting in Vancouver, Canada 

Poster presentation: An exome-wide association study for type 2 diabetes-attributed 

end-stage kidney disease in African Americans 

2016 CHARGE Meeting in Charlottesville, Virginia 

Poster presentation: An exome-wide association study for type 2 diabetes-attributed 

end-stage kidney disease in African Americans 
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2015 5th Annual Triangle Statistical Genetics Conference, Durham, NC 

Invited talk: An exome-wide sequencing study for type 2 diabetes-associated end-stage 

kidney disease in African Americans 

2015 ASHG 2015 Annual Meeting in San Diego, CA 

Poster presentation: Variation in kidney structure-related genes in African Americans 

with type 2 diabetes-associated end-stage kidney disease 

2015 15th Wake Forest Graduate Student and PostDoc Research Day Three 

Minutes Thesis Competition 

Oral presentation: High throughput genetic testing for human diseases. 

2015 14th Wake Forest Graduate Student and PostDoc Research Day 

Poster presentation: Variation in kidney structure-related genes in African Americans 

with type 2 diabetes-associated end-stage kidney disease 

2014 4th Annual Triangle Statistical Genetics Conference, Durham, NC 2014  

2014 ASHG Annual Meeting in San Diego, CA 

Poster presentation: An exome-wide sequencing study for type 2 diabetes-associated 

kidney disease in African Americans. 

2014 14th Wake Forest Graduate Student and PostDoc Research Day 

Poster presentation: Genome wide association study on diabetic chronic kidney disease 

in African Americans. 

2013 3rd Annual Triangle Statistical Genetics Conference, Durham, NC 

MEMBERSHIP 

  

2017-present Membership of Upsilon Pi Epsilon 

2014-2016 Membership of American Society of Human Genetics 

OTHER ACTIVITIES 

2017 Speaker of College Major Exploration Workshop at Chapel Hill, NC 
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2016 Ambassador of 2016 NC DNA Day 

2014 Organizer of 2014 virtual conference on Genetics and Genomics at WFSM 

PROFESSIONAL SERVICE 

  

Manuscript Review: Journal of Medical genetics Manuscript Review: BMC Medical 

Genomics 

Manuscript Review: European Archives of Psychiatry and Clinical Neuroscience 


