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Abstract

Kathryn Rouse

Multi-dimensional arrays, or tensors, are fundamental objects in computational sci-
ence for their ability to store multi-dimensional data and to encode bilinear forms.
We will consider algorithms and applications of the CP and Tucker tensor decom-
positions, focusing our efforts on optimizing subroutines required to compute tensor
decompositions.

A significant computational bottleneck when computing a CP decomposition is the
matricized tensor times Khatri-Rao product (MTTKRP) subroutine. We will prove
lower bounds for the communication complexity of MTTKRP, and provide communication-
optimal algorithms. In addition, we will consider other tensor computations like par-
tial MTTKRP and multiple tensor times vector (Multi-TTV) computations that are
used to compute MTTKRP by performing some of the products in previous steps, the
distributing the remaining products over the aggretions of previous partial products.
We will also consider variations that compute all MTTKRP computations at once.
For Tucker Decompositions, a significant bottleneck may occur in the multiple tensor
times matrix (Multi-TTM) computation required to generate a core tensor from a set
of factor matrices and recover the full tensor from the decomposition. Again we will
prove lower bounds on the communication complexity of this computation. Where
the bounds are particularly interesting, we will provide communication-optimal algo-
rithms either from existing literature or developed for this work.

Finally, we will search for alternative algorithms for matrix multiplication, so called
fast algorithms, that break the assumptions of our communication lower bounds.
Specifically, we will compare discrete and continuous search strategies for finding fast
matrix multiplication algorithms. These fast algorithms may be used to reduce both
the communication and computational complexity of matrix multiplication which
underlies many tensor computations including Multi-TTM. Ultimately, due to the
ability of CP-decompositions to encode bilinear forms, this search is in fact a search
for an exact CP-decomposition of the tensor that encodes matrix multiplication of a
given dimension.

vii



Chapter 1: Introduction

Given any task there are many methods that will complete the task, some known,

some yet to be discovered. The best known method to complete the task is determined

by available resources and efficiency. Computational tasks are no different. We will

study methods of completing computational tasks, algorithms, to determine limits of

algorithmic efficiency, whether current algorithms achieve those limits, and, where no

existing algorithm achieves the limit, search for new more efficient algorithms.

To determine the efficiency of an algorithm with respect to a single resource, we

determine how much an algorithm uses that resource for different problem sizes. We

are particularly interested in resource usage as the problem size becomes very large.

We determine one algorithm to be more efficient than another if it uses less of the

specified resource for large enough problems. Traditional algorithmic analysis focuses

on computational complexity, the number of floating point operations, FLOPs, like

element addition of multiplication required to perform an algorithm. Counting FLOPs

tells us how much computational work an algorithm does for the given problem size.

For a given processor we can estimate the amount of time a computer will spend on

the computation as the clock speed, measured in Hertz, times the number of FLOPs

the processor can perform in one clock cycle. In the final decades of the last century,

single-core processor performance doubled roughly every two years due to increasing

clock speeds and optimizing the number of instructions that can be performed per

clock cycle. Consider the IBM 7030 processor available in 1961. The system could

perform 0.364 instructions per clock cycle, and had a clock speed of 3.30 MHz [57].

In comparison, the Blue Gene/L system, which held the number 1 position in the

TOP500 list of fastest computers from 2004-2007, has a clock speed of 700 MHz and
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can perform 4 FLOPs per cycle per core [57].

Simply increasing the power run the same machine at a faster clock speed is ill

advised as the system will generate too much heat that can not be dissipated. In-

creases in clock speed were driven in part by Moore’s law [55], which stated that the

number of transistors on an integrated circuit would double approximately every two

years. Dennard et al. [31] noted that the power use of a transistor was roughly pro-

portional with its area, a property known as Dennard scaling. Thus, Dennard scaling

allowed manufacturers to raise clock frequencies proportionally to the decrease in the

area required for a transistors without increasing power consumption. Therefore the

increase in the number of transistors increased the number of FLOPs a processor

could compute, leading to rapid computational performance improvements through

the past decades. Unfortunately the rate of increase in clock speed has decreased in

part due to a break down in Dennard scaling, specifically as transistors have gotten

smaller, current leakage has increased, raising power needs and creating heat dissipa-

tion problems.

While clock speeds were doubling every two years, the amount of time required

to move data from disk into memory, memory into cache, and cache into registers, or

between the cache of different processors on a parallel computer increased, but at a

much slower rate. Additionally, as clock speed improvements have flattened, increased

parallelism (increasing the number of cores on a machine) has increased the need to

communicate between processors. A processor can only perform a FLOP once the

data it needs is available, thus communication, is now another significant bottleneck

for many algorithms. Just as we could measure the computational complexity of

algorithms, the number of FLOPs required to perform the computation, we can study

the communication complexity of algorithms, the number of words of data that the

algorithm is required to communicate.
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Ideally for any given task there would exist an algorithm that gives both the best

communication complexity and the best computational complexity. Unfortunately,

there is frequently a trade off. For some problems, communication is optimized by

reusing the same piece of data in multiple computations. We know that reuse is pos-

sible in a problem any time the number of words of data is smaller than the number of

FLOPs required by the algorithm, for instance in n× n matrix multiplication where

there are O(n2) words of data, but the classical algorithm requires O(n3) FLOPs. In

these problems, optimizing communication complexity is done by efficiently choosing

the order of the FLOPs, or the FLOPs performed by a single processor on a parallel

machine, so that data reuse is maximized. On the other hand, computational com-

plexity is optimized by performing less FLOPs, often by precomputing intermediate

values then aggregating the values later to reduce redundant computations. Unfortu-

nately, this precomputation can occur at the expense of data reuse. When choosing

an algorithm, it is important to balance the trade-offs between communication and

computation of the available algorithms with their performance. If a computation

is compute bound, it makes sense to optimize the computational complexity. If a

computation is communication bound, it makes sense to optimize the communication

complexity.

Ultimately, when creating or assessing algorithms for a given task it is imperative

to know both the best known algorithms, and the room for improvement in algorithmic

efficiency. Specifically, knowing a lower bound on computation or communication

demonstrates the optimality (or room for improvement) of a given algorithm under

certain assumptions. Furthermore the assumptions themselves demonstrate where to

look for further improvements in communication or computation.

This thesis will look at two problems, both of which are related to efficiency.

The first problem is determining lower bounds on communication costs for tensor
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computations performed as simple nested loop computations. The second problem is

assessing search techniques to find new fast matrix multiplication algorithms.

1.1 Tensors and Their Decompositions

Tensors, or multidimensional arrays, have found an increasingly important place in

the computations of many fields. Initially widely used by researchers in psychomet-

rics and chemometrics, they are now used in signal processing, computer vision, data

mining, neuroscience and more. Tensors have also been studied by mathematicians,

particularly algebraic geometers, as the spaces of multilinear forms on products of

vector spaces. One can derive a multidimensional array from a multilinear form by

fixing a basis for each of the vector spaces, thus the view of tensors as spaces of mul-

tilinear forms is considered coordinate-free. As frequently happens in a subject that

is shared by many fields with many different perspectives, ideas have been discovered

and rediscovered, notation varies from field to field, and communication can be diffi-

cult. We will follow [49] in both their notation and in the consideration of a tensor

as a multidimensional array.

At this time, the fastest way to immerse oneself in the subject of tensors and their

decompositions is to read one of the many survey papers or books on the subject. If

one is most interested in the applications of tensor decompositions, the survey paper

of Papalexakis et al. provides a fairly exhaustive reference for the applications to

data mining in [58]. On the other hand, if one is most interested in the algorithms

and mathematics of tensors and their decompositions, surveys like that by Kolda and

Bader [49] or texts like those by Hackbusch [35] or Landsberg [51] focus on tensors

and the decompositions themselves. Kolda and Bader wrote their survey, [49], in

order to introduce the applied math community to the work being performed using

tensors in other disciplines. They specifically made efforts to standardize notation
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and naming conventions, as well as introducing the tensor decompositions that re-

searchers in other fields are using, specifically the CP decomposition and the Tucker

decomposition. Hackbusch’s work, [35], also brought techniques known in other fields

into the more abstract and general mathematical framework. His text particularly

focusses on representation of tensors and the numerical treatment of tensor represen-

tation and approximation. Landsberg’s graduate textbook, [51], blends the applied

and coordinate-free work on tensors, while focusing on the coordinate-free view. This

text is particularly useful when trying to translate results from the coordinate-free

algebraic geometric approach into an applied setting.

Splitting the difference between the approaches are surveys that mix both the

mathematics and the applications. Comon’s survey, [24], gives a brief but thorough

history of both the abstract and applied study of tensor decompositions and applies

ideas from the coordinate-free view of tensors to the applied problem of Blind Source

Separation. Anandkumar et al. consider applications of tensor decompositions to

machine learning in [3]. Finally, Sidiropoulos et al. come back to applications to

machine learning, but also signal processing in [61].

1.1.1 Tensors As Multidimensional Arrays

This section and the following two sections of the CP-decomposition and the Tucker

decomposition draw all of their material and most of their notation from the material

in [49, Sections 2-4]. Algorithms 1 to 3 all appear there, although we have altered the

format to be consistent with our later algorithms.

We will think of tensors as N -dimensional arrays with elements in a set that admits

associative binary operations + and ∗. In general this set will be the real numbers

and + and ∗ are the typical addition and multiplication. As such, tensors can be

seen as extensions of scalars, vectors and matrices. A scalar, a, is a single element in
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the set of interest. A vector, a, is a one dimensional array with elements ai indexed

over [I] = {1, 2, . . . , I} for some I ∈ Z. A matrix, A, is a two dimensional array

with elements A(i1, i2) indexed over [I1] × [I2] for some I1, I2 ∈ Z. A tensor, A, is

an N -dimensional array with elements A(i1, . . . , iN) indexed over [I1]× · · · × [IN ] for

some I1, . . . , In ∈ Z. The modes of a tensor refer to the dimension, so mode one refers

to the dimension described by the first index, and mode n refers to the dimension

described by the nth index.

Fibers are higher dimensional analogues of matrix rows (a mode 1 fiber) and

columns (a mode 2 fiber). Tensor fibers are determined by fixing all but one index,

and the mode of the fiber is the index which is not fixed. Slices are determined by

fixing all but two indices, and n-slices are found by fixing all but n indices.

When storing a matrix in sequential memory locations, the entries must be stored

in a one dimensional format, in essence as a vector. Row major order is where rows

of the matrix are stored sequentially, so element A(i1, i2) of an M ×K matrix would

be stored in the M(i1− 1) + i2 location. For column major order, columns are stored

sequentially, so element A(i1, i2) would be stored in the K(i2 − 1) + i + 1 location.

Vectorization of a tensor is the processes of turning the tensor into a vector. This can

be thought of as an extension of storing a matrix in row major or column major format.

Vectorization can be done for in any mode, but the order of the remaining modes must

be fixed in advance to ensure consistency. Matricization, or tensor unfolding, is the

process of flattening a tensor into a matrix. In general given an N mode tensor X

indexed over [I1]×· · ·× [IN ], and two sets S1, S2 such that S1∪S2 = [N ], S1∩S2 = ∅,

it is possible to matricize X into a matrix of dimensions
∏

s∈S1
Is ×

∏
s∈S2

Is. To

ensure consistency the order of the modes should be fixed in advance. Of greatest

interest are the mode n matricizations of dimension In×
∏

k∈[N ]−{n} Ik whose columns

are fibers in mode n.
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Frequently when performing tensor computations we will have matrices associated

with each mode of the tensor. A matrix associated with the nth mode of tensor X

indexed over [I1]× · · · × [IN ] is denoted with a superscript (n), for instance by A(n),

and has dimension In ×R. When we have a tuple of such matrices they may or may

not share a common dimension. For instance in the CP-decomposition, the matri-

ces all share a common second dimension R, whereas in the Tucker decomposition,

each matrix has its second dimension determined by the corresponding dimension of

another tensor.

An N mode rank 1 tensor X is the outer product of N vectors X = a(1) ◦a(2) · · · ◦

a(N), where a(n) is indexed over [In]. Thus an element is given by X (i1, . . . , iN) =

a
(1)
i1

a
(2)
i2
· · · a(N)

iN
. A rank R tensor is a sum of R rank one tensors. We can store

a N mode rank R tensor in tensor form, or we can store the vectors that make

up the rank one components in N factor matrices A(n), where the R columns of

A(n) correspond to the the R vectors in that mode. As you might imagine this gives

significant compression as the number of elements of the tensor is
∏

n∈[N ] InR, whereas

the number of elements in the factor matrices is
∑

n∈[N ] InR. The tensor X can be

recovered from factor matrices by taking X (i1, . . . , iN) =
∑

r∈[R]

∏
n∈[N ] A

(n)(in, r).

The rank of a tensor is the minimum number of rank one tensors whose sum equals

the original tensor. Computing the rank of a tensor is an NP-hard problem. Thus the

rank is generally found by proving lower bounds on the rank, and then computing CP-

decompositions numerically to give upper bounds for the rank. When lower and upper

bounds match, the rank has been determined. Some tensors can be approximated to

arbitrary precision by lower rank approximations. In other words, there is a sequence

of low rank tensors that converge to a tensor of higher rank. The border rank of a

tensor is the lowest rank for which such a sequence exists.

There are a number of special matrix products that are utilized in tensor com-
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putations, in particular the Kronecker, Khatri-Rao, and Hadamard products. While

we describe these products here, the Khatri-Rao product is the product of greatest

interest to the rest of the thesis. As we will describe all computations element wise,

it is not imperative to recall this definition later, but helps provide context. The

Kronecker product of two matrices A ∈ RJ×K ,B ∈ RL×M is formed by multiplying

every element of A by the entire matrix B. It is denoted A⊗B and has dimension

JL×KM . Let

A =

[
a11 a12
a21 a22

]
,B =

[
b11 b12
b21 b22

]
.

Then

A⊗B =

[
a11B a12B
a21B a22B

]
=


a11b11 a11b12 a12b11 a12b12
a11b21 a11b22 a12b21 a12b22
a21b11 a21b12 a22b11 a22b12
a21b21 a21b22 a22b21 a22b22

 . (1.1)

When K = M , we can take the Khatri-Rao product of A and B, which is the

matching column wise Kronecker product of A and B. Specifically it is formed by

multiplying every element of column m in A by the entire mth column of B. The

Khatri-Rao product is denoted A�B and has dimension JL×M . Let A,B be the

matrices as before and denote their columns as a1, a2,b1,b2. Then

A�B =

a1 ⊗ b1 a2 ⊗ b2

 =


a11b11 a12b12
a11b21 a12b22
a21b11 a22b12
a21b21 a22b22

 . (1.2)

When the matrices have the same dimensions, we can take the Hadamard product

which is just the element wise product of A and B. The Hadamard product is denoted

A ∗B and has the same dimension as the input matrices. Using A,B as before,

A ∗B =

[
a11b11 a12b12
a21b21 a22b22

]
. (1.3)
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Figure 1.1: CP-Decomposition: An N -mode tensor may be decomposed into a sum
of rank one tensors which are the outer product of N vectors.

The pseudo-inverse of the Khatri-Rao product takes the form

(A�B)† = ((ATA) ∗ (BTB))†(A�B)T . (1.4)

1.1.2 CP-Decomposition

The CP decomposition of a tensor was first introduced by Hitchcock in 1927, [39].

It was independently reintroduced as CANDECOMP by Carol and Chang [19] in

the field of psychometrics, and PARAFAC, parallel factors, by Harshman [37] . The

decomposition, which has also been called the Canonical Polyadic decomposition,

is commonly referred to by CP-decomposition now. A rank R CP decomposition

approximates the original tensor X with a rank R tensor Y that minimizes ||X −Y||.

While some applications require exact decompositions, most applications need low

rank approximations to the tensor. These low rank approximations can recover the

bulk of the data from the tensor while reducing noise from the data. In both situations,

the typical methods of finding a CP decomposition involve numerical optimization.

This process is a higher dimensional analog of the singular value decomposition (SVD)

for matrices. In contrast to matrices, the best rank R decomposition of a tensor

may have factors that do not appear in a higher rank decompositions. Thus, unlike

the SVD, an exact CP-decomposition can not be used to find the best low rank

approximation of the tensor, and the CP-decomposition can not be used in the same
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Algorithm 1 CP-Alternating-Least-Squares

1: function {A(n)
p } = CP-ALS(Xp)

2: for each k ∈ [N ] do

3: Initialize A(k)

4: end for
5: while Stopping conditions are not met do
6: for each n ∈ [N ] do

7: V = ~k∈[N ]−{n}A
(k)TA(k)

8: A(n) = X(n)(A
(N) � · · · �A(n+1) �A(n−1) � · · · �A(1))V †

9: end for
10: end while
11: end function

way as the SVD is for principal component analysis (PCA).

Consider Y , a rank R CP-decomposition of the N -mode tensor X with factor

matrices A(n). Then the mode n matricization of X is given by

X(n) = A(n)(A(N) � · · · �A(n+1) �A(n−1) � · · · �A(1))T .

Thus, to solve the optimization problem, we can rewrite

||X − Y|| = ||X(n) −A(n)(A(N) � · · · �A(n+1) �A(n−1) � · · · �A(1))T ||F ,

where || · ||F is the Frobenius norm of a matrix. An alternating approach to solving

this least squares problem is to fix all but one factor matrix. Then the optimal update

to the remaining factor matrix, say A(n) is given by

A(n) = X(n)[(A
(N) � · · · �A(n+1) �A(n−1) � · · · �A(1))T ]†

= X(n)(A
(N) � · · · �A(n+1) �A(n−1) � · · · �A(1))

(
~

k∈[N ]−{n}
A(k)TA(k)

)†

Thus an alternating procedure for computing the CP-decomposition can be given by

Algorithm 1

10



Figure 1.2: Tucker Decomposition: An N -mode tensor may be decomposed into N
factor matrices that are multiplied by a core tensor.

1.1.3 Tucker Decomposition

Another important decomposition, and one that is a form of higher order PCA, is the

Tucker decomposition first introduced by Tucker in [68]. The Tucker decomposition

decomposes a tensor into a smaller core tensor that is transformed by a matrix along

each mode. Consider the N mode tensor X indexed by [I1] × · · · × [IN ]. The core

tensor G is N dimensional and indexed over [R1]× · · · × [RN ]. The kth factor matrix

is indexed over [Ik] × [Rk]. The relationship between X , the core tensor G and the

factor matrices {A(k)} is given by

X ≈ G ×1 A(1) ×2 A(2) · · · ×N A(N)

which can be written element wise as

X (i1, . . . , iN) ≈
∑

r1∈[R1]

∑
r2∈[R2]

· · ·
∑

rN∈[RN ]

G(r1, . . . , rN)A(1)(i1, r1) · · ·A(N)(iN , rN).

A matricized formula is given by

X(n) = A(n)G(n)(A
(N) ⊗ · · · ⊗A(n+1)A(n−1) ⊗ · · · ⊗A(1))T

The factor matrices can be thought of as the principal components in each mode,
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Algorithm 2 Higher-Order-SVD

1: function G, {A(n)} = HOSVD(X , R1, . . . , RN )
2: for each n ∈ [N ] do

3: A(n) = the Rn leading left singular vectors of Y(n)

4: end for
5: G = X ×1 A

(1)T ×2 A
(2)T · · · ×N A(N)T

6: end function

Algorithm 3 Higher-Order-Orthogonal-Iteration

1: function G, {A(n)} = HOOI(X , R1, . . . , RN )

2: Initialize {A(k)} using HOSVD
3: while Stopping conditions are not met do
4: for each n ∈ [N ] do

5: Y = X ×1 A
(1)T ×2 A

(2)T · · · ×N A(N)T

6: A(n) = the Rn leading left singular vectors of X(n)

7: end for
8: end while
9: G = X ×1 A

(1)T ×2 A
(2)T · · · ×N A(N)T

10: end function

and the core tensor gives the interaction between different components. A key differ-

ence between the Tucker and CP decomposition is that the components of the Tucker

decomposition are mixed by their interactions with the core tensor. This can make it

more difficult to interpret the components. In addition to applications in chemomet-

rics, psychometrics, and other areas that rely on the CP-decomposition, the Tucker

decomposition is also frequently used for compression.

The first method given for computing a Tucker decomposition captures the vari-

ation in each mode independently. It is analogous to a higher order version of the

Singular Value Decomposition (SVD) for matrices, and is not surprisingly called the

higher-order SVD (HOSVD), [29]. It takes as input a tensor and the desired rank of

the decomposition for each mode.

This method does not return the optimal Tucker decomposition, and is now used

as an initialization procedure for the Higher Order Orthogonal Iteration (HOOI)

algorithm, [28]. This is another alternating algorithm that fixes all factor matrices

but one, then optimizes the improvement of the remaining factor matrix.
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Algorithm 4 Sequentially-Truncated-Higher-Order-SVD

1: function G, {A(n)} = ST-HOSVD(X , R1, . . . , RN , processing order p)
2: G = X
3: for n← p1, . . . , pN do
4: % Compute the SVD of G(n)

5: G(n) =
[
U1 U2

] [Σ1

Σ2

] [
V1
V2

]
, with U1 ∈ RIn×Rn

6: A(n) = U1
7: G(n) = Σ1V1
8: end for
9: end function

A different algorithm, the Sequentially Truncated HOSVD (ST-HOSVD), [70], re-

duces the number of computations over HOOI, while improving the approximation

error of HOSVD. Indeed, the ST-HOSVD algorithm provides a quasi-optimal approx-

imation [35].

1.2 Outline of Thesis

This thesis will consider two problems related to tensor decompositions. The first

is developing lower bounds on the communication required by subroutines used in

algorithms for CP and Tucker decomposition. The second problem is to determine

the best search strategies for fast matrix multiplication algorithms. This is both an

application of the CP-decomposition, and ultimately can be used to optimize both the

communication and computational complexity of the tensor contraction subroutine

used in the Tucker decomposition.

The first problem of interest is to optimize the subroutines called by algorithms

that compute the CP decomposition and the Tucker decomposition. Both the CP de-

composition and the Tucker decomposition are computed using iterative algorithms

that rely on one subroutine that carries out the bulk of both the computation and

communication in the algorithm. Algorithms to compute CP decompositions experi-

ence a bottleneck when computing the matricized tensor times Khatri-Rao product
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(MTTKRP), whereas algorithms to compute the Tucker decomposition experience

a bottleneck of multiplying a tensor by a factor matrix along each mode. We will

work to develop lower bounds for communication for MTTKRP and its variants, and

the multiple tensor times matrix (Multi-TTM) computation, and its variants. Where

known, we will give algorithms that achieve the communication bounds, and work

to model the trade off between communication and computation between algorithms

that match the bounds, and other algorithms in the literature.

The second problem utilizes exact CP-decompositions to find fast algorithms, al-

gorithms using both less computation and less communication, for computing bilinear

forms. We are particularly interested in matrix multiplication, a linear algebra ker-

nel that appears in many scientific and machine learning applications. The classical

matrix multiplication algorithm for n × n matrices requires O(n3) FLOPs. While

matrix multiplication does not reuse intermediate computations, strategically adding

and subtracting elements of the matrix, then distributing the products over the sums

and finally canceling with more additions and subtractions can compute the matrix

product using fewer multiplicative steps. While Winograd [72] developed the first

such algorithm, his algorithm required commutative multiplication, ab = ba. Be-

cause matrix multiplication is not commutative, Winograd’s algorithm can not be

performed recursively and thus does not decrease the exponent in the computational

complexity. Strassen [65] discovered that 2 × 2 matrix multiplication can be per-

formed using only 7 multiplicative steps instead of 8 without requiring commutative

multiplication. Because Strassen’s algorithm does not require commutative multi-

plication it can be used recursively, which decreases the computational complexity

exponent because a multiplicative step is multiplication of two matrices instead of

two floating point numbers. Exact CP decompositions of the matrix multiplication

tensor encode algorithms for matrix multiplication, and fast matrix multiplication al-
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gorithms for n×n matrices are encoded by exact decompositions with rank less than

n3. We would like to find exact decompositions where the rank of the decomposition

of the n × n matrix multiplication tensor is less than n3, or families of approximate

decompositions for the n × n matrix multiplication tensor like the decompositions

for n = 12 given in [15]. To do this we will leverage algorithms like CP-ALS and

gradient descent detailed in [49] to numerically search for low rank decompositions.

Additionally we will consider some discrete search heuristics from genetic algorithms

and Markov chains as we are interested in exact decompositions with values in small

finite sets.
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Chapter 2: Communication Lower Bounds for Matricized

Tensor Times Khatri-Rao Product

This chapter contains the text of the paper with the same name by Grey Ballard,

Nicholas Knight and myself that has been accepted to the International Parallel and

Distributed Processing Symposium. I have included some of the text containing

additional proofs or details from the arxiv version of the paper with the same name

[11].

2.1 Introduction

Tensor decompositions are a powerful tool in the analysis of multidimensional datasets

arising from a wide variety of applications. One of the most popular decompositions,

known as CANDECOMP/PARAFAC or CP, is a generalization of the matrix sin-

gular value decomposition (or principle component analysis) and forms a low-rank

approximation of tensor data. Such decompositions are used heavily in the scien-

tific computing, signal processing, and machine learning communities [3, 49, 61], and

the formulations and fundamental algorithms for computing these decompositions are

well established.

However, their growing popularity, along with the continued increase in the size

of datasets across applications, has increased demand for high-performance parallel

algorithms and implementations. To deliver efficient solutions for tensor problems,

high performance computing can leverage the wealth of knowledge and experience

with dense and sparse matrix computations, which are closely related to the com-

putational kernels within tensor decomposition algorithms. In particular, obtaining

high performance requires minimizing the cost of data movement among processors
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and within the memory hierarchy, as the costs of communication are an increasing

bottleneck on today’s architectures.

The goal of this work is to focus on the communication costs of the bottleneck

computation within algorithms that compute the CP decomposition. The CP decom-

position, as we discuss in Section 2.2, approximates a tensor as a sum of rank-one

tensors, typically represented as a set of factor matrices, much like a low-rank approx-

imation of a matrix. Nearly all optimization schemes for computing a CP decompo-

sition spend most of their time in a computation known as matricized-tensor times

Khatri-Rao product (MTTKRP), and in this work we focus on MTTKRP in the case

of dense tensors. Our results are based on a sequential two-level memory model and

a distributed-memory parallel model.

The main contributions of this work are to

• derive communication lower bounds for MTTKRP in sequential and parallel

models: see Section 2.4;

• propose communication-optimal sequential and parallel MTTKRP algorithms:

see Section 2.5;

• demonstrate that the conventional MTTKRP approach based on matrix multi-

plication communicates more than performing MTTKRP as a multiway tensor

contraction: see Section 2.6.

We discuss related work in Section 2.3 and conclude in Section 2.7.

2.2 Preliminaries

2.2.1 CP Decomposition

The CANDECOMP/PARAFAC or canonical polyadic (CP) decomposition is the ap-

proximation of a tensor by a sum of rank-one tensors. Given an N -way tensor X of
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dimensions [I1] × · · · × [IN ], a rank-R CP decomposition, represented by N factor

matrices {A(k)}k∈[N ], is given by

X (i) ≈
∑
r∈[R]

A(1)(i1, r) · · ·A(N)(iN , r), (2.1)

where i = (i1, . . . , iN).

Computing a CP decomposition involves solving a nonlinear optimization problem

to minimize the approximation error, typically measured in the `2-norm. The most

common optimization algorithms either use an alternating least squares (ALS) ap-

proach or a gradient-based algorithm. The ALS algorithm alternates among the factor

matrices, improving one factor matrix at a time. When all but one factor matrix are

fixed, optimizing the variable factor matrix is a linear optimization problem that can

solved in closed form via the normal equations. In a gradient-based algorithm, the

gradients with respect to all factor matrices are computed and used to determine the

variable updates. In both cases, setting up the normal equations and computing the

gradient are bottlenecked by a particular computation that involves the tensor and

all but one of the factor matrices. This computation is known as MTTKRP.

2.2.2 MTTKRP

MTTKRP inputs an N -way tensor X , N ≥ 2, of dimensions I1×· · ·×IN , a fixed mode

n ∈ [N ], and an (N−1)-tuple of matrices {A(k)}k∈[N ]\{n} each of dimensions Ik × R.

MTTKRP outputs a single matrix B(n), of dimensions In × R. (For a fixed n, the

matrix A(n) and the superscript on B(n) are irrelevant.) Throughout the discussion,

the underlying set of values is any nonempty set closed under two associative and

commutative binary operations, denoted by addition and multiplication, say, the real

numbers.
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Definition 2.2.1. An MTTKRP algorithm maps

(
X , {A(k)}k∈[N ]\{n}

)
7→ B(n),

where for each (in, r) ∈ [In]× [R],

B(n)(in, r) =
∑
i

X (i)
∏

k∈[N ]\{n}

A(k)(ik, r), (2.2)

where summation is over all i ∈ [I1] × · · · × [IN ] with n-th entry in, and we require

that the N−1 multiplies for each (i, r) are evaluated atomically as an N -ary multiply.

Atomic evaluation of an N -ary multiply means that all N inputs are present in

memory when the single output value is computed. This assumption is necessary

for the proofs of our communication lower bounds. However, it is natural for an

algorithm to break the assumption in order to reduce arithmetic, as partial products

are shared across multiple N -ary multiplies. For example, a popular choice is to

precompute the (explicit) Khatri-Rao product and then apply the matricized tensor

in a single matrix multiplication (see Section 2.3.2). As we discuss in Section 2.6, this

approach does reduce arithmetic but usually increases the communication cost. Our

ongoing work includes extending our communication cost analysis to address such

atomicity-violating optimizations.

If the inputs or the operations satisfy additional properties, equivalent formula-

tions of the right-hand side of Equation (2.2) may yield more efficient algorithms,

which are excluded from Definition 2.2.1. As a practical example, if some value ‘0’ is

an identity element for addition and an absorbing element for multiplication, then we

can avoid arithmetic by, e.g., skipping the summation indices i such that X (i) = 0.

Our lower bounds readily extend to address such ‘sparse’ algorithms by simply re-

placing the number of tensor entries I with the number that are nonzero; however,
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our algorithms may not attain these new, smaller bounds.

Lastly, note that the extreme case N = 2 is just matrix multiplication, e.g.,

B(1) = X ·A(2).

2.2.3 Computation Models

Sequential Model Our sequential model includes a single processor, connected to

two storage devices called fast and slow memory. Fast memory can hold up to M

values at once, while slow memory has unbounded capacity. The processor performs

(binary) adds andN -ary multiplies on values in fast memory and communicates values

between the two memories. Communication consists of loads and stores, instructions

that read individual values from slow memory and write them to fast memory, or vice

versa. This model is known as the two-level sequential memory model [7] or the I/O

complexity model [40].

Parallel Model Our parallel model includes P processors, each connected to its

own local memory and to all other processors via a network. Local memory holds up

to M values, so overall the machine holds at most PM values. As in the sequential

case, each processor can operate on values in its local memory, while communication

now consists of sends and receives, instructions that read individual values from local

memory and write them to the network, or vice versa. We assume each processor

can send or receive only one value at a time, but two disjoint pairs of processors can

communicate simultaneously. This model is known as the MPI model [66], or α-β-γ

model [7]. In this work, we focus on the amount of data communicated (bandwidth

cost) and ignore the number of messages communicated (latency cost). As our proofs

do not exploit the model’s restriction of half duplex communication, our parallel

lower bounds also apply to the BSP model of computation [69]. Additionally all

our parallel algorithms are valid BSP algorithms. As we ignore latency cost, and
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all communication is performed in collectives which have the same cost in the BSP

model, our parallel upper bounds also apply to BSP computations.

2.3 Related Work

2.3.1 Communication Lower Bounds

The pioneering work of Hong and Kung [40] introduced a framework for communi-

cation analysis in the sequential model. Using the red-blue pebble game, Hong and

Kung derived lower bounds on the number of words that must be communicated

when performing a class of algorithms including conventional matrix multiplication.

Irony et al. [45] extended Hong and Kung’s results for matrix multiplication to the

parallel case using a segmentation argument that we will follow. Ballard et al. [7]

extended communication lower bounds from matrix multiplication algorithms to al-

gorithms for any linear algebra computations that can be written as three nested

loop (3NL) computations. Smith and van de Geijn [64] tightened the constants in

the lower bounds given by Irony et al. and Ballard et al. by changing the operations

to scalar fused multiply-adds, optimizing the segment length, and exploiting a bound

on the sum (rather than the max) of the data accessed from each array. Addition-

ally, memory-independent bounds were given by Ballard et al. [8] to determine the

ranges where perfect strong scaling can be achieved. Demmel et al. [30] considered

how memory-independent bounds must change to remain tight for rectangular matrix

multiplication with one, two, or three large dimensions. Finally, Christ et al. [23] ex-

tended the generality of 3NL computations to prove lower bounds for more arbitrary

loop nests: their approach applies to our definition of MTTKRP.
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2.3.2 Algorithms for MTTKRP

The most straightforward sequential algorithm for MTTKRP, when the tensor is

dense, involves permuting the tensor to achieve a column- or row-major matriciza-

tion, forming the Khatri-Rao product explicitly, and then multiplying these two ma-

trices [5]. Note that this approach violates the assumption in Definition 2.2.1 that

the N -ary multiplies are performed atomically. An alternative approach avoids the

explicit permutation of the tensor and performs the MTTKRP in two steps, the

first involving a matrix-matrix multiplication and the second involving a sequence of

matrix-vector multiplications [38, 59]. This approach also violates the atomicity as-

sumption. The two-step approach is particularly advantageous when the MTTKRP is

to be performed in each mode, like in the CP-ALS or other gradient-based algorithms,

as intermediate quantities can be re-used across modes.

In the case of distributed-memory parallel algorithms for MTTKRP, there have

been many efforts to improve performance for sparse tensors [5, 22, 47, 63] in the

context of the CP-ALS algorithm. In particular, Smith and Karypis [63] describe a

“medium-grained” parallelization scheme that is designed for sparse tensors but can

be applied to dense tensors. Indeed, Liavas et al. [52] apply the preceding approach to

dense 3-way tensors in computing CP decompositions with non-negativity constraints,

using 1D, 2D, and 3D processor grids depending on the tensor dimensions. Aggour

and Yenner [2] also parallelize MTTKRP for dense tensors, using a scheme that

parallelizes over only the largest dimension (using only 1D processor grids) of a 3-way

tensor.

2.4 Lower Bounds

In Section 2.4 we derive lower bounds on the amount of data communicated by se-

quential and parallel MTTKRP algorithms. The key, formalized in Lemma 2.4.1

22



(Section 2.4.1), is that in any MTTKRP algorithm the size of any subset of op-

erations is bounded in terms of the numbers of associated operands. These upper

bounds on data reuse yield lower bounds on communication, in both sequential and

parallel models, via a counting argument: see Theorem 2.4.5 and Corollary 2.4.6 (Sec-

tion 2.4.2). These lower bounds are called memory-dependent, since they explicitly

depend on the fast/local memory size M . A different counting argument and stronger

hypotheses yield memory-independent lower bounds — see Theorems 2.4.8 and 2.4.9

(Section 2.4.3).

Our arguments build on previous communication lower bounds for matrix compu-

tations [7,45], which used the Loomis-Whitney inequality. These lower bounds do not

directly apply to MTTKRP computations, as formalized in Definition 2.2.1. However,

a generalization to a larger class of nested-loop programs [23,48], leveraging the more

general class of Hölder-Brascamp-Lieb inequalities [13], do apply to MTTKRP. These

previous results assumed the number of nested loops is a fixed constant, whereas in

MTTKRP this number varies with the order N of the tensor. A key contribution

of the present work is that we extend the previous analyses to allow the number of

nested loops to vary.

2.4.1 Preliminary Lemmas

In this section we state four lemmas that will be useful in our main results.

Lemma 2.4.1, a generalization of the Loomis-Whitney inequality [53], will be used

to derive an upper bound on possible data reuse within an MTTKRP computation.

Lemma 2.4.2 provides the solution to a particular linear program that appears in our

lower bound proofs. Lemmas 2.4.3 and 2.4.4 give solutions to nonlinear optimization

problems that appear in later proofs.

The following result appears in a more general form in [13, Proposition 7.1]; a
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simpler proof for our special case is given in [23, Theorem 6.6].

Lemma 2.4.1. Consider any positive integers d and m and any m projections φj : Zd →

Zdj (dj ≤ d), each of which extracts dj coordinates Sj ⊆ [d] and forgets the d − dj

others. Define P =
{
s ∈ [0, 1]m : ∆ · s ≥ 1

}
, where the d×m matrix ∆ has entries

∆(i, j) = 1 if i ∈ Sj and ∆(i, j) = 0 otherwise. If s ∈ P, then for all E ⊆ Zd,

|E| ≤
∏
j∈[m]

|φj(E)|sj .

Lemma 2.4.2. The solution of the linear program

min 1T s subject to ∆ · s ≥ 1 and s ≥ 0, (2.3)

where

∆ =

(
IN×N 1N×1
11×N 0

)
,

is s∗ = (1/N, . . . , 1/N, 1−1/N)T with 1T s∗ = 2−1/N .

Proof. The dual linear program is

max 1T t subject to ∆T · t ≤ 1 and t ≥ 0.

Note that t∗ = s∗ is feasible, and 1T t∗ = 1T s∗, so s∗ is a solution of the primal by

linear duality.

The following two lemmas are proved using the method of Lagrange multipliers.

Lemma 2.4.3. Given s > 0, the optimization problem

max
x≥0

∏
i∈[m]

xsii subject to
∑
i∈[m]

xi ≤ c

yields the maximum value c
∑
i si
∏

j∈[m]

(
sj∑
i si

)sj
.

24



Proof. Without loss of generality, we may tighten our condition on the sum to be

equality. If
∑

i xi < c, we can increase one of the xi which would increase the product

because all xi ≥ 0. Therefore the maximum product is achieved with equality in the

constraint on the sum.

We use Lagrange multipliers to find the maximum in terms of the exponents given

by s. Our Lagrangian is

L(x1, . . . , xm, λ) = xs11 · · · xsmm − λ(x1 + · · ·+ xm − c),

which has partial derivatives

∂L
∂xj

= sjx
sj−1
j

∏
i 6=j

xsii − λ,

∂L
∂λ

= c−
∑
j

xj.

Setting ∂L
∂xj

= 0 for each j, we have for all j 6= i,

sjx
sj−1
j

∏
k 6=j

xskk = six
si−1
i

∏
k 6=i

xskk ,

or (xj =
sj
si
xi). Setting ∂L

∂λ
= 0, we have

c =
m∑
i=1

xi =
∑
i∈[m]

si
sj
xj,

or (xj =
csj∑
i si

) for each j, which implies

max
∏
j∈[m]

x
sj
j =

∏
j∈[m]

(
csj∑
i si

)sj
= c

∑
i si
∏
j∈[m]

(
sj∑
i si

)sj
.
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Lemma 2.4.4. For any s ≥ 0, the optimization problem

min
x≥0

∑
i∈[m]

xi subject to
∏
i∈[m]

xsii ≥ c

yields the minimum value
(

c∏
i s
si
i

)1/∑i si∑
i∈[m] si.

Proof. As in the proof of Lemma 2.4.3, we note that our constraint can be changed

to an equality constraint. If
∏

i∈[m] xi > c, then we may decrease at least one xi and

still have the constraint hold. This would decrease the sum, therefore the minimum

sum must occur when there is equality in the constraint.

As before, we use Lagrange multipliers to solve the optimization problem. Our

Lagrangian is

L(x1, . . . , xm, λ) =
∑
i∈[m]

xi − λ

∏
i∈[m]

xsii − c


and has partial derivatives

∂L
∂xi

= 1− λsixsi−1i

∏
j 6=i

x
sj
j ,

∂L
∂λ

= c−
∏
i∈[m]

xsii .

Setting the partial derivatives with respect to xi to zero we can again derive that for

all pairs j 6= i, xj =
sj
si
xi. Additionally when ∂L

∂λ
= 0,

c =
∏
i∈[m]

xsii =

(
xj
sj

)∑
i si ∏

i∈[m]

ssii ,
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or xj = sj

(
c∏
i s
si
i

)1/∑i si
for each j. So

min
x≥0

∑
j∈[m]

xj =

(
c∏
i s
si
i

)1/
∑
i si ∑

i∈[m]

si.

2.4.2 Memory-Dependent Lower Bounds

We first prove Theorem 2.4.5, a lower bound for the sequential model that depends on

the fast memory size M . The proof uses the structure of previous matrix computation

lower bound proofs [7,45]. However, to address MTTKRP, it uses a Hölder-Brascamp-

Lieb-type inquality (Lemma 2.4.1) as has been done for more general computations

[23]. It also borrows another technique involving Lemma 2.4.3 that has been used to

tighten the constant of the matrix multiplication bound [64], though the technique

improves our bound by more than a constant. Theorem 2.4.5 implies Corollary 2.4.6,

a similar memory-independent bound for the parallel model, where M corresponds

to the size of the local memory. We also state an immediate lower bound result for

the sequential case (Fact 2.4.7) based on the size of the input and output data.

Theorem 2.4.5. Any sequential MTTKRP algorithm involves at least

1

32−1/N
NIR

M1−1/N −M (2.4)

loads and stores.

Proof. We break the stream of instructions that implement a MTTKRP algorithm

into complete segments each of which contains exactly M loads and stores, except the

last segment which may contain less than M loads and stores (incomplete). We will

determine an upper bound on the number of elements of all arrays X , B(n), or A(k)
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that can be accessed during a segment, then use Lemma 2.4.1 to bound the number of

loop iterations that can be evaluated during a segment. We use this upper bound to

generate a lower bound for the number of complete segments, from which we generate

the lower bound on the communication for any MTTKRP algorithm.

We begin by considering elements of B(n), the factor matrix that is being com-

puted. We consider an element of B(n) live during the segment if it accumulates the

result of one or more N -ary multiplies during that segment. Any element of B(n)

that is live during the segment must either remain in fast memory at the end of the

segment or have been stored into slow memory by the end of the segment. At the

end of the segment there can be at most M live elements of B(n) that remain in fast

memory. Let S be the number of live elements of B(n) that were stored during the

segment. Now, consider input elements of X and A(k) that are used as arguments for

one or more N -ary multiplies during the segment. These elements must have been

in fast memory at the start of the segment or loaded into fast memory during the

segment. The total number of input elements that are in fast memory at the start of

the segment is at most M , and the total number of input elements that can be loaded

during the segment is M − S. Thus the total number elements from all arrays that

an algorithm can access during the segment is at most 3M .

If F is the subset of the iteration space I = [I1]×· · ·× [IN ]× [R] evaluated during

the segment, then φj(F ) corresponds to the set of entries of the j-th array that are

accessed during the segment. Thus,
∑

j∈[m] |φj(F )| ≤ 3M . See Figure 2.1 for an

example set F and its projections.

To use Lemma 2.4.1 we first define the linear constraint matrix ∆. For MTTKRP

algorithms, the number of projections/arrays is m = N+1, corresponding to N−1

input factor matrices, one output factor matrix, and the input tensor. The depth

of the nested loops is d = N+1, corresponding to one loop for each mode of the
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a

b
i1
↓

i2 →

r = 1

c

r = 2

d

r = 3

e
f

i3
↗

r = 4

(a) Example subset F of 4-way iteration space. The subset F consists of the six coordinates a
(5,1,1,1), b (3,3,15,1), c (7,10,2,2), d (4,14,11,3), e (11,2,2,4), and f (14,14,14,4), which are color
coded by their last index.

a
b

c

d

e

f

i1
↓

r →

φ1(F )

a

b

c

d

e

f

i2
↓

r →

φ2(F )

a

b

c

d

e

f

i3
↓

r →

φ3(F )

a

b

c

d

e
f

i1
↓

i2 → i3
↗

φ4(F )

(b) Projections of F onto data arrays (2-way factor matrices and 3-way tensor). For example, the
set φ2(F ) consists of the six coordinates a (1,1), b (3,1), c (10,2), d (14,3), e (2,4), and f (14,4).

Figure 2.1: Example subset of computation and the data required to perform it, for
N = 3, I1 = I2 = I3 = 15, and R = 4. Figure 2.1a shows the iteration space and
specifies six coordinates in the subset, where the coordinates correspond to N -ary
multiplies. Figure 2.1b show the elements of the arrays that are involved in the
computation, which are determined by projections of the coordinates.
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tensor and one loop over the rank of the factor matrices. The first N projections

(rows) correspond to the input and output factor matrices, and the last projection

corresponds to the input tensor. The first N indices (columns) are i1, . . . , iN , and the

last index is r. So we have

∆ =

(
IN×N 1N×1
11×N 0

)
.

By Lemma 2.4.1, for any s ∈ P , |F | ≤
∏

j∈[m] |φj(F )|sj .

Substituting |φj(F )| for xj and 3M as the constant c in the constraint of Lemma 2.4.3,

we see that for any s ∈ P ,∏
j∈[m]

|φj(F )|sj ≤ (3M)
∑
j sj
∏
j∈[m]

(
sj∑
i si

)sj
.

In order to obtain the tightest lower bound possible, we wish to choose the s ∈ P that

minimizes the left hand side of the preceding inequality. Short of that, we can choose

to minimize only the first factor (3M)
∑
j sj , which corresponds to solving the linear

program Equation (2.3). By Lemma 2.4.2, the exponent is minimized by 2−1/N with

s∗ = (1/N, . . . , 1/N, 1−1/N)T . Note that

∏
j∈[m]

(
s∗j∑
i s
∗
i

)s∗j
=

(
1− 1/N

2− 1/N

)1−1/N ∏
j∈[N ]

(
1/N

2− 1/N

)1/N

=

(
1

2− 1/N

)2−1/N
(1− 1/N)1−1/N

∏
j∈[N ]

(1/N)1/N ≤ 1/N.

Thus |F | ≤ (3M)2−1/N/N gives an upper bound on the number of N -ary multiplies

that can be performed in a segment with exactly M loads and stores.

Because |I| = IR there are at least
⌊
IR/((3M)2−1/N/N)

⌋
complete segments.

Each segment loads/stores M words, thus there are at least M ·
⌊
NIR/(3M)2−1/N

⌋
loads and stores.
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Corollary 2.4.6. Any parallel MTTKRP algorithm involves at least

1

32−1/N
NIR

PM1−1/N −M

sends and receives.

Proof. Since some processor must be associated with at least |I|/P = IR/P loop

iterations, we can apply Theorem 2.4.5 to the computation performed by that pro-

cessor.

Both sequential and parallel lower bounds indicate a tradeoff between the memory

size M and communication. We demonstrate in Section 2.5.1 a sequential algorithm

that attains the lower bound of Theorem 2.4.5 within a constant factor, navigating the

tradeoff by appropriately choosing a block-size parameter. It remains open whether

there exists a parallel algorithm that navigates the tradeoff in Corollary 2.4.6 in a

similar manner.

The following additional lower bound for the sequential case is based on the obser-

vation that to perform the MTTKRP, the algorithm must access all of the input and

output data. Note that the fast memory could be full of useful data at the beginning

and end of the computation.

Fact 2.4.7. Any sequential MTTKRP algorithm must perform at least I+
∑

k∈[N ] IkR−

2M loads and stores.

2.4.3 Memory-Independent Lower Bounds

In this section, we prove bounds that do not depend on the fast or local memory

size M . These bounds focus on the parallel case. The structures of the proofs follow

previous work [8,30], but again we combine a technique used in the context of matrix

multiplication [64] (involving Lemma 2.4.3) to tighten the bounds. Theorems 2.4.8
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and 2.4.9 establish separate lower bounds under the same assumptions on the par-

allelization and data distribution. We prove both because either can be the tightest

lower bound, depending on relative sizes of the parameters. To show how the bounds

simplify and compare for a particular case, we consider tensors with all dimensions

the same (Ik = I1/N for all k) and state Corollary 2.4.10.

Theorem 2.4.8. In any parallel MTTKRP algorithm where each processor initially

and finally owns at most δ
∑

k IkR/P factor matrix entries and at most γI/P tensor

entries, γ, δ ≥ 1, some processor performs at least

2

(
NIR

P

) N
2N−1

− γ I
P
− δ

∑
k∈[N ]

IkR

P
(2.5)

sends and receives.

Proof. We follow the argument given by Ballard et al. [8, Lemma 2.3]. Some processor

p must evaluate at least |I|/P = IR/P loop iterations. Let F be the set of loop

iterations associated with the N -ary multiplies performed by that processor. Then

using |φj(F )| as before we have that the number of sends and receives performed by

that processor must be at least
∑

j∈[N+1] |φj(F )| − γI/P − δ
∑

k∈[N ] IkR/P , where

the first sum is the size of the data the processor must access to evaluate its loop

iterations and the negative terms correspond to the useful data that may be in its

local memory at the start and end of the computation. From Lemma 2.4.1, we can

bound the size of F in terms of the sizes of the projections: |F | ≤
∏

j∈[N+1] |φj(F )|sj

for any s in P . Using s∗ = (1/N, . . . , 1/N, 1−1/N) as before, and substituting |φj(F )|

for xj and IR/P as the constant c, Lemma 2.4.4 gives

∑
j∈[N+1]

|φj(F )| ≥ (2−1/N)

(
IR/P∏
s
sj
j

) N
2N−1

≥ 2

(
NIR

P

) N
2N−1

.
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Theorem 2.4.9. In any parallel MTTKRP algorithm where each processor initially

and finally owns at most δ
∑

k IkR/P factor matrix entries and at most γI/P tensor

entries, γ, δ ≥ 1, some processor performs at least

min

√ 2

3γ
NR

(
I

P

)1/N

− δ
∑
j∈[N ]

IjR

P
,
γI

2P

 (2.6)

sends and receives.

Proof. We follow the argument given by Demmel et al. [30, Section II.B.2]. As before,

F is the set of loop iterations evaluated by a processor that computes at least IR/P

N -ary multiplies. By Lemma 2.4.1 with s∗ = (1/N, . . . , 1/N, 1−1/N)T , we have

IR

P
≤ |φN+1(F )|

N−1
N

∏
j∈[N ]

|φj(F )|1/N . (2.7)

We consider two cases based on |φN+1(F )|, the number of tensor entries ac-

cessed by the processor. Suppose that |φN+1(F )| ≥ 3γI
2P

. By our assumption of

load balanced data distribution, the processor must read at least γI
2P

elements of X

to perform its computations. Now consider the case when |φN+1(F )| < 3γI
2P

. Re-

placing |φN+1(F )| with 3γI
2P

in the right hand side of Equation (2.7) and rearrang-

ing, we have
∏

j∈[N ] |φj(F )| ≥ (2/(3γ))N−1 IRN

P
. By Lemma 2.4.4, we know that∑

j∈[N ] |φj(F )| is minimized subject to this constraint on the product when |φj(F )| =

(2/(3γ))
N−1
N (I/P )1/NR. Given that the factor matrices are load balanced up to a fac-

tor of δ, we see that some processor performs at least
∑

j∈[N ] |φj(F )|− δ
∑

j∈[N ]
IjR

P
≥

N
(

2
3γ

)N−1
N (

I
P

)1/N
R− δ

∑
j∈[N ]

IjR

P
sends and receives.

Because the number of tensor entries the processor must access may be bigger or

smaller than 3γI
2P

, the lower bound is the minimum of the two cases.
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Corollary 2.4.10. Any parallel MTTKRP algorithm involving a tensor with Ik =

I1/N for all k and that starts with one copy of the inputs evenly distributed across

processors and ends with one copy of the output evenly distributed across processors

involves at least

Ω

((
NIR

P

) N
2N−1

+NR

(
I

P

)1/N
)

sends and receives.

Proof. The proof involves simplifying and combining the results of Theorems 2.4.8

and 2.4.9 under the additional assumptions. Under these assumptions, both Theo-

rems 2.4.8 and 2.4.9 apply. Given that Ik = I1/N , we can simplify the bound from

Theorem 2.4.8 to

Ω

((
NIR

P

) N
2N−1

− I

P
− NI1/NR

P

)
, (2.8)

and we can simplify the bound from Theorem 2.4.9 to

Ω

(
min

(
NR

(
I

P

)1/N

,
I

P

))
, (2.9)

assuming P > 1.

We now consider two cases. Suppose NR ≥ (I/P )1−1/N . This implies that

(NIR/P )
N

2N−1 dominates I/P , which implies that Equation (2.8) dominates Equa-

tion (2.9) and simplifies to

Ω

((
NIR

P

) N
2N−1

− NI1/NR

P

)
.
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Again, NR ≥ (I/P )1−1/N implies that

(
NIR

P

) N
2N−1

≥ NR

(
I

P

)1/N

≥ NI1/NR

P
,

and the bound

Ω

((
NIR

P

) N
2N−1

)

applies.

Suppose NR ≤ (I/P )1−1/N . This implies that Equation (2.8) degenerates to a

negative bound and Equation (2.9) simplifies to

Ω

(
NR

(
I

P

)1/N
)
.

The two bounds apply in separate cases, but because the first bound dominates

when NR is larger than the threshold (I/P )1−1/N and the second bound dominates

when NR is smaller than the threshold, we can write the overall bound as a sum of

the two bounds, as stated.

2.5 Algorithms

2.5.1 Sequential Blocked Algorithm

Algorithm 5 and fig. 2.2 illustrate a sequential blocked MTTKRP algorithm. We

control the blocking with the block size b. The code is correct for any positive integer

b satisfying

bN +Nb ≤M , (2.10)
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Algorithm 5 Sequential Blocked Algorithm

1: function B(n) = Seq-Blocked-MTTKRP(X , {A(k)}, n, b)
2: for j1 ← 1 to I1 step b do

3:
. . .

4: for jN ← 1 to IN step b do
5: Jk ← min(Ik, jk + b− 1) (k ∈ [N ])
6: load block X (j1:J1, . . . , jN :JN )
7: for r ← 1 to R do
8: load vectors A(k)(jk:Jk, r) (k ∈ [N ] \ {n})
9: load vector B(n)(jn:Jn, r)

10: for i1 ← j1 to J1 do

11:
. . .

12: for iN ← jN to JN do
13: B(n)(in, r)← B(n)(in, r)+

X (i1, . . . , iN ) ·
∏

k∈[N ]\{n}

A(k)(ik, r)

14: end for

15: . .
.

16: end for
17: store vector B(n)(jn:Jn, r)
18: end for
19: end for

20: . .
.

21: end for
22: end function

whence the communication cost is bounded above by

I +

⌈
I1
b

⌉
· · ·
⌈
IN
b

⌉
·R(N + 1)b. (2.11)

In Section 2.6.1, within the proof of Theorem 2.6.1, we will weaken and sim-

plify Equation (2.11) for easier comparison with the lower bounds of Theorem 2.4.5

and Fact 2.4.7. We will assume additionally that the fast memory size M is suffi-

ciently large with respect to the tensor order N , but not too large with respect to

the tensor dimensions I1, . . . , IN . Under these assumptions, picking the block size

b ≈M1/N gives an upper bound of the form

O

(
I +

NIR

M1−1/N

)
. (2.12)
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b

b
b

·A(1)

B(2)

A
(3)

Figure 2.2: Sequential Blocked Algorithm for N = 3 and n = 2: subtensor
X (j1:J1, j2:J2, j3:J3) is highlighted, and subcolumns A(1)(j1:J1, r), B(2)(j2:J2, r),

A(3)(j3:J3, r) are shown with dotted lines.

To see how Equation (2.12) might be obtained from Equation (2.11), substitute b =

(M/2)1/N , supposing b is a positive integer that satisfies Equation (2.10) and divides

I1, . . . , IN .

2.5.2 Parallel Stationary Tensor Algorithm

We present two parallel algorithms, Algorithms 6 and 7, the first of which is a special

case of the second. Here in Section 2.5.2 we present the special case of Algorithm 6

separately because its notation is simpler and we expect it to apply more frequently

in typical applications, where NR is small relative to I/P . See also fig. 2.3 for

an illustration of Algorithm 6. The general algorithm, Algorithm 7, is presented

in Section 2.5.3. We note that Algorithm 6 is essentially the same as the medium-

grained algorithm applied to dense tensors [52,63], though the communication pattern

simplifies in the dense case.
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Data Distribution

For an N -way tensor, we organize processors into an N -way logical processor grid. We

factor P = P1P2 · · ·PN and identify each processor by an N -tuple p = (p1, . . . , pN) ∈

[P1] × · · · × [PN ]. We partition each tensor dimension k ∈ [N ] into Pk parts: [Ik] =

{S(k)
pk }pk∈[Pk]. Each processor p initially stores the subtensor Xp = X (S

(1)
p1 , . . . , S

(N)
pN ),

and, for each k ∈ [N ] \ {n}, a part A(k)
p in a partition of A(k)

pk
= A(k)(S

(k)
pk , :), across

processors p′ with p′k = pk. During execution, processor p also stores the submatrices

A(k)
pk

, k ∈ [N ]\{n} and a matrix Cpn the same size as (and used in the summation

of) B(n)
pn . After execution, the processor stores a part B(n)

p in a partition of B(n)
pn =

B(n)(S
(n)
pn , :), across processors p′ with p′n = pn. In words, each mode’s factor matrix is

distributed block-rowwise across the processor hyperslices of that mode, and each row

block is then partitioned arbitrarily across the processors in its hyperslice. During

execution, these block rows are replicated within hyperslices.

Algorithm

The pseudocode is given in Algorithm 6, and fig. 2.3 provides an illustration of the

major steps. We use the term stationary (tensor) to describe this algorithm because

the input tensor is never communicated. Instead, each processor gathers all the input

factor matrix data that participates in N -ary multiplies involving the local tensor.

Then, the local computation is itself an MTTKRP. To compute the output of the

global MTTKRP, processors again must communicate to reduce values that corre-

spond to the same output matrix entries. The data distributions are organized using

an N -way processor grid so that the communication is performed across processor hy-

perslices using collective communication operations All-Gather and Reduce-Scatter.
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Analysis

We defer detailed analysis of Algorithm 6 to that of the more general Algorithm 7

in Section 2.5.3. Setting P0 = 1 in Algorithm 7 yields Algorithm 6. Analysis of

Algorithm 6 has already appeared for cubical tensors [63] and 3-way tensors [52].

Assuming we can choose a processor grid such that Pk ≈ Ik/(I/P )1/N and divides

Ik evenly, we choose the data distribution such that |S(k)
pk | = Ik/Pk for k ∈ [N ], which

simplifies these upper bounds. The communication cost bound is O
(
NR(I/P )1/N

)
,

the arithmetic cost bound is O(NIR/P ) (which can be reduced by a factor of O(N)),

and the (per-processor) storage cost bound is O
(
I/P +NR(I/P )1/N

)
.

The temporary storage (the second term in the bound) could be reduced by a factor

of at most R by using another layer of blocking over the columns of the matrices.

While this would not affect the amount of communication, it would increase the

number of communication collectives by the same factor.

2.5.3 Parallel General Algorithm

This section studies Algorithm 7, a generalization of the stationary tensor algorithm,

Algorithm 6, described in Section 2.5.2. Algorithm 7 parallelizes over all N+1 di-

mensions of the iteration space: the N tensor dimensions, bounded by I1, . . . , IN , and

the matrix column dimension, bounded by R. In contrast, recall that Algorithm 6

parallelizes over just the N tensor dimensions. Roughly speaking, Algorithm 7 is

more efficient than Algorithm 6 when NR is large relative to I/P .

Data Distribution

For an N -way tensor, we organize processors into an (N+1)-way logical processor

grid. We factor P = P0P1P2 · · ·PN and identify each processor by an (N+1)-tuple p =

(p0, p1, . . . , pN) ∈ [P0]×[P1]×· · ·×[PN ]. As before, we partition each tensor dimension
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Algorithm 6 Parallel Stationary Tensor MTTKRP Algorithm

1: function B
(n)
p = Par-Stat-MTTKRP(Xp, {A(k)

p }, n)
2: p = (p1, . . . , pN ) is my processor id
3: for each k ∈ [N ] \ {n} do
4: A

(k)
pk = All-Gather(A

(k)
p , (:, . . . , :, pk, :, . . . , :))

5: end for
6: Cpn = Local-MTTKRP(Xp, {A(k)

pk }, n)

7: B
(n)
p = Reduce-Scatter(Cpn , (:, . . . , :, pn, :, . . . , :))

8: end function

k ∈ [N ] into Pk parts, [Ik] = {S(k)
pk }pk∈[Pk]. Additionally we now partition the matrix

column dimension into P0 parts, [R] = {Tp0}p0∈[P0]. Each processor p initially (before

execution) stores a part Xp in a partition of Xp1,...,pN = X (S
(1)
p1 , . . . , S

(N)
pN ), across

processors p′ with p′k = pk (k ∈ [N ]), and for each k ∈ [N ] \ {n}, a part A(k)
p

in a partition of A(k)
pk,p0

= A(k)(S
(k)
pk , Tp0), across processors p′ with p′0 = p0 and

p′k = pk. During execution it also stores the subtensor Xp1,...,pN , the submatrices

A(k)
pk,p0

, k ∈ [N ] \ {n}, and B(n)
pn,p0

, and a matrix Cpn,p0 the same size as (and used

in the summation of) B(n)
pn,p0

. After execution, the processor stores a part B(n)
p in a

partition of B(n)
pn,p0

= B(n)(S
(n)
pn , Tp0), across processors p′ with p′0 = p0 and p′n = pn.

Let us clarify a notational detail: while Xp1,...,pN , A(k)
pk

, B(n)
pn are tensors/matrices, the

(sub)sets of tensor/matrix entries Xp, A(k)
p , B(n)

p need not be (sub)tensors/matrices.

Algorithm

As mentioned in Section 2.5.2, the more general Algorithm 7 parallelizes over all

N+1 dimensions of the iteration space: unlike the stationary algorithm Algorithm 6,

entries of the tensor X are now communicated among processors. One can think of

Algorithm 7 as logically dividing the output factor matrix B(n) into P0 block-columns,

each assigned to a separate subset of P/P0 processors, and running Algorithm 6 on

each subset of processors, where each subset owns a copy of the tensor.
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A(1)

B(2) A
(3)

(a) Start with one subtensor
and subset of rows of each in-
put matrix.

A(1)

B(2) A
(3)

(b) All-Gather rows from

input matrix A(1) (Algo-
rithm 6).

A(1)

B(2) A
(3)

(c) All-Gather rows from

input matrix A(3) (Algo-
rithm 6).

A(1)

B(2) A
(3)

(d) Compute local contribu-
tion to rows of output matrix

B(2) (Algorithm 6).

A(1)

B(2) A
(3)

(e) Reduce-Scatter to com-
pute/distribute rows of

output matrix B(2) (Algo-
rithm 6).

Figure 2.3: Parallel Stationary Tensor Algorithm data distribution, communication,
and computation across steps for N = 3 and n = 2. Highlighted areas correspond to
processor (1, 3, 1) and its subcommunicators.

Analysis

We analyze the communication cost first. Communication occurs only in the All-

Gather and Reduce-Scatter collectives in Algorithm 7. Each processor p is involved

in one All-Gather involving the tensor (Algorithm 7), N−1 All-Gathers involving

factor matrices (Algorithm 7, k ∈ [N ] \ {n}) and one Reduce-Scatter (Algorithm 7).

Over all processors, Algorithm 7 specifies P/P0 simultaneous All-Gathers, Algorithm 7

(k ∈ [N ] \ {n}) specifies Pk simultaneous All-Gathers, and Algorithm 7 specifies Pn

simultaneous Reduce-Scatters.

In this analysis, we assume bucket algorithms are used for the collectives. A
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Algorithm 7 Parallel General MTTKRP Algorithm

1: function B
(n)
p = Par-Gen-MTTKRP(Xp, {A(k)

p }, n)
2: p = (p0, p1, . . ., pN ) is my processor id
3: Xp1,...,pN = All-Gather(Xp,(:, p1, . . . , pN ))
4: for each k ∈ [N ] \ {n} do
5: A

(k)
pk,p0 = All-Gather(A

(k)
p ,(p0, :, . . . , :, pk, :, . . . , :))

6: end for
7: Cpn,p0 = Local-MTTKRP(Xp1,...,pN , {A(k)

pk,p0}, n)

8: B
(n)
p = Reduce-Scatter(Cpn,p0 ,(p0, :, . . . , :, pn, :, . . . , :))

9: end function

bucket All-Gather or Reduce-Scatter algorithm with q processors proceeds in q−1

steps, at each of which each processor passes left an array of size at most W. That

is, W is the largest local array size before (All-Gather) or after (Reduce-Scatter)

the collective. The communication cost is at most (q − 1)w, which is (bandwidth-)

optimal for perfectly balanced data distributions [20]. For Reduce-Scatter, there is

also an arithmetic cost of at most (q − 1)w operations.

In these cases, we have q0 = P0 for Algorithm 7 and qk = P/(P0Pk) for Algorithm 7

(k ∈ [N ] \ {n}) and Algorithm 7 (k = n). The largest local sizes depend on the data

distributions specified in Section 2.5.3: w0 = maxp nnz(Xp) and

wk =

{
maxp nnz(A(k)

p ) k ∈ [N ] \ {n}
maxp nnz(B(n)

p ) k = n.

The overall communication cost is then bounded above by

(P0 − 1) ·max
p

nnz(Xp)

+
∑
k∈[N ]

(
P

P0Pk
− 1

)
·

max
p

nnz(A(k)
p ) k 6= n

max
p

nnz(B(n)
p ) k = n.

(2.13)

The arithmetic cost is bounded above in terms of the costliest local MTTKRP (Al-

gorithm 7) and the costliest Reduce-Scatter (Algorithm 7): the number of operations
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is at most

N max
p

|Tp0 | ∏
k∈[N ]

|S(k)
pk
|

+

(
P

P0Pn
−1

)
max
p

nnz(B
(n)
p ). (2.14)

The per-processor storage cost is bounded above by

max
p

∏
k∈[N ]

|S(k)
pk
|+

∑
k∈[N ]

|S(k)
pk
| · |Tp0|

 . (2.15)

Let us simplify these upper bounds, assuming that we can choose a processor grid

with dimensions

P0 ≈
(NR)

N
2N−1

(I/P )
N−1
2N−1

and Pk ≈
Ik

(IP0/P )
1
N

(k ∈ [N ]),

and that we can choose the data distribution such that

|S(k)
pk
| = Ik/Pk, |Tp0| = R/P0, nnz(Xp) = I/P ,

nnz(A(k)
p ) = IkR/P , and nnz(B(n)

p ) = InR/P ,

where everything divides evenly. The communication cost bound Equation (2.13) and

the storage cost bound Equation (2.15) are O
(
NR (I/P )1/N + (NIR/P )N/(2N−1)

)
,

and the arithmetic cost bound Equation (2.14) is O(NIR/P ). We weaken these

assumptions on the processor grid and make them more explicit in the proof of The-

orem 2.6.2.

We note that to save arithmetic, the algorithm could break the atomicity of the

N -ary multiplies without changing the communication costs of the algorithm. Each

processor can precompute the explicit local Khatri-Rao product and perform a lo-

cal matrix multiplication, reducing the arithmetic cost bound from O(NIR/P ) to

O(IR/P ) (these costs assume a reasonably load-balanced distribution).
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2.6 Discussion

To demonstrate that a lower bound on communication is tight, it is necessary to

give an algorithm that achieves (at least asymptotically) the given lower bound. Sec-

tion 2.4 gave lower bounds for the communication required by sequential and parallel

algorithms that compute MTTKRP, while Section 2.5 gave algorithms, and hence

upper bounds on the minimal amount of communication required by algorithms that

compute MTTKRP. In this section, we will demonstrate that the the algorithms from

Section 2.5 are communication-optimal, meaning that they meet the communication

lower bounds asymptotically. This implies that the lower bounds are tight.

2.6.1 Sequential Case

We would like to compare the upper bound,

W seq
ub = I + (N + 1)

∏
k∈[N ]

⌈
Ik
b

⌉ bR,

valid for any b ∈ {1, 2, . . .} satisfying M ≥ bN + Nb, with the lower bounds W seq
lb1 =

NIR
3(3M)1−1/N −M (Theorem 2.4.5) and W seq

lb2 = I +
∑

k∈[N ] IkR− 2M (Fact 2.4.7).

We now show that under certain assumptions on M , for example assuming that

the tensor is too large to fit in fast memory, the upper bound and lower bounds differ

by no more than a constant.

Theorem 2.6.1. Suppose M is sufficiently larger than the number of dimensions N

and that each dimension Ik is sufficiently larger than M1/N . Then Algorithm 5 is

communication-optimal to within a constant factor.
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Proof. Suppose there exist positive constants α, β, γ, δ, ε such that

M ≥
(
Nα1/N

1− α

) N
N−1

α < 1 (2.16)

M ≥
(

1

α1/N − β1/(N−1)

)N

β < α1−1/N (2.17)

M ≤


(

N
N+1γ

)1/N
− 1

α1/N
min
k∈[N ]

Ik


N

γ > 1 +
1

N
(2.18)

M ≤ 1

2

(1− δ)I +
∑
k∈[N ]

IkR

 δ < 1 +
∑
k∈[N ]

Ik
I
R (2.19)

M ≤
((

1

32−1/N
− ε
)
NIR

) N
2N−1

ε <
1

32−1/N
. (2.20)

For Algorithm 5, we choose block size b = b(αM)1/Nc. It then follows from Equa-

tions (2.16) to (2.18) that W seq
ub ≤

γ
β

(
I + NIR

M1−1/N

)
. It follows from Equations (2.19)

and (2.20) that max(W seq
lb1 ,W

seq
lb2 ) ≥ min(δ,ε)

2

(
I + NIR

M1−1/N

)
, which matches the upper

bound to within a constant factor. For a more detailed argument, see [11].

To illustrate the hypotheses Equations (2.16) to (2.20) of Theorem 2.6.1, take,

for example, the constants β = 1 − α = 1/100, γ = 100, and δ = ε = 1/10, which

satisfy the right-hand inequalities for all fast memory sizes M and problem parameters

N, I1, . . . , IN , R. Clearly there are infinitely many choices of M and the problem

parameters that satisfy the left-hand inequalities. For example, supposing N ≤ 10

and I1 = I2 = · · · = IN , the left-hand inequalities require that the fast memory

size M is bounded below by 104 (due to Equations (2.16) and (2.17)), and above by

the minimum of I/1000 (due to Equations (2.18) and (2.19)) and
√
NIR/10 (due to

Equation (2.20)).

We also compare the communication cost of Algorithm 5, O(I + NIR/M1−1/N),

with the MTTKRP via matrix multiplication approach. We assume a communication-
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optimal matrix multiplication is used, achieving O(I+IR/M1/2) communication cost

and performing 2IR operations. Here, the cost of explicitly forming the Khatri-Rao

product matrix is a lower order term, assuming R < Ik for all k ∈ [N ]. Assuming

N = O(M1/2−1/N), the communication cost of Algorithm 5 never exceeds that of

MTTKRP via matrix multiplication.

If the communication cost is dominated by accessing the tensor (i.e., R = O(M1/2)),

then the approaches perform the same amount of communication and Algorithm 5

performs a factor of N/2 more computation. If the communication cost is dominated

by repeatedly accessing the factor matrices (i.e., NR = Ω(M1−1/N)), then Algorithm 5

is more efficient, requiring a factor of O(M1/2−1/N/N) less communication.

In practice, we expect N to be very small relative to M , so the assumption N =

O(M1/2−1/N) is mild. However, we also expect R to be small relative to M , and in that

case, the dominant communication cost of reading tensor elements from memory is

shared by both approaches. In this case, the matrix multiplication approach benefits

from fewer operations, and it can also use existing software for matrix multiplication.

2.6.2 Parallel Case

The communication upper bound for Algorithm 7, W par
ub , is valid for any factorization

P = P0P1 · · ·PN and data distribution specified in Section 2.5.3. We wish to compare

this upper bound with the lower bound from Theorem 2.4.8, W par
lb1 , and the lower

bound from Theorem 2.4.9, W par
lb2 .

Theorem 2.6.2. Suppose the number of processors P is sufficiently large and fac-

torable, and suppose that the tensor dimensions and rank are sufficiently large with

respect to P . Then Algorithm 7 is communication-optimal to within a constant factor.

Proof. To instantiate W par
ub , we must specify a processor grid (i.e., a factorization

of P into a product P0P1 · · ·PN of positive integers) as well as the distributions of
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the tensor and factor matrices. For any processor grid, recalling the notation of

Section 2.5.3, we can define a data distribution where, for each processor p,

nnz(Xp) ≤
⌈∏

k

dIk/Pke/P0

⌉
,

nnz(A(k)
p ) ≤

⌈
dIk/PkedR/P0e/(P/(PkP0))

⌉
,

nnz(B(n)
p ) ≤

⌈
dIn/PnedR/P0e/(P/(PnP0))

⌉
.

(2.21)

To instantiate W par
lb1 ,W

par
lb2 , we must assume that that no processor owns more

than γI/P tensor entries or δ
∑

k IkR/P factor matrix entries, for some constants

γ, δ ≥ 1. For any γ, δ > 1, we can manipulate the upper bounds in Equation (2.21)

to derive relations on the machine and problem parameters such that these balance

constraints hold. In particular, we suppose there exist constants α, β > 1 such that

γ > α, δ > α1/Nβ, and, for all k ∈ [N ],

Pk ≤ (α1/N − 1)Ik, P ≤ (γ − α)I,

P0 ≤ (β − 1)R, P ≤ (δ − α1/Nβ)IkR.
(2.22)

These hypotheses also yield a simpler upper bound,

W par
ub ≤ γ(P0 − 1)

I

P
+ δ

∑
k∈[N ]

IkR

PkP0

. (2.23)

We now consider two cases, when NR ≤ (I/P )1−1/N and when NR > (I/P )1−1/N .

In each case, under additional hypotheses, Equation (2.23) attains one of the two lower

bounds Equations (2.5) and (2.6).

In the first case, NR ≤ (I/P )1−1/N , we suppose there exists a constant ε > 0 such

that P factors as P0P1 · · ·PN with P0 = 1 and, for all k ∈ [N ], Ik/Pk ≤ (ε/δ)(I/P )1/N .
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Additionally, we suppose there exists a constant η, 0 < η <
√

2/(3γ) such that

P ≥

(
δ√

2/(3γ)− η

∑
Ik

NI1/N

) N
N−1

.

The first hypothesis simplifies the upper bound Equation (2.23) toW par
ub ≤ ε·NR(I/P )1/N ,

while the second hypothesis simplifies the lower bound Equation (2.6) to W par
lb2 ≥

η ·NR(I/P )1/N .

In the second case, (NR)N > (I/P )N−1, we suppose there exist constants µ, ν > 0

such that P factors as P0P1 · · ·PN ,

δ

ν

(
(NR)N−1

(I/P )N

) 1
2N−1 Ik

Pk
≤ P0 ≤

µ

γ

(
(NR)N

(I/P )N−1

) 1
2N−1

,

for each k ∈ [N ]. Additionally, we suppose there exists a constant τ , 0 < τ < 2− γ,

such that

P ≥

(
δ

2−(γ+τ)
∑
Ik

) 2N−1
N−1

R

(NI)
N
N−1

.

The first hypothesis simplifies the upper bound Equation (2.23) to W par
ub ≤ (µ +

ν) · (NIR/P )N/(2N−1), while the second hypothesis simplifies the lower bound Equa-

tion (2.5) to W par
lb1 ≥ τ · (NIR/P )N/(2N−1). In each of the two cases, the gap is a

constant factor.

To illustrate the hypotheses of Theorem 2.6.2, we set γ = δ = 1.75, α1/N =

1.05, and β = 1.5 and assume 3 ≤ N ≤ 10, for example, and the assumptions in

Equation (2.22) for the upper bound simplification to apply become Pk ≤ 0.05Ik,

P ≤ 0.7I, P0 ≤ 0.5R, and P ≤ 0.175IkR. With η = τ = 0.1 and assuming Ik = I1/N

for all k, the assumptions necessary for the lower bound simplifications to apply

48



become P ≥ 7 and P ≥ 465NR/I1−1/N , respectively.

We note that in the first case of the proof, when NR ≤ (I/P )1−1/N , the medium-

grained algorithm applied to dense tensors [52, 63] achieves the lower bound. In

the second case, Algorithm 7, which generalizes Algorithm 6 and previous work, is

necessary to attain the lower bound.

We also compare Algorithm 7 with the MTTKRP via matrix multiplication ap-

proach. For comparison, we use the theoretical costs of communication-optimal paral-

lel matrix multiplication algorithms [30]. We assume the Khatri-Rao product matrix

is constructed explicitly without communication and in the distribution required to

achieve the optimal communication costs of the matrix multiplication. For simplicity,

we consider the case that Ik = I1/N for all k ∈ [N ]. The optimal choice of matrix

multiplication algorithm depends on the relative size of P , yielding many cases for

comparison.

We consider only the extreme cases, “small P” and “large P”, though we expect

our algorithm to yield benefits in all cases. For parallel multiplication of matrices

of dimensions I1/N × IN−1 and IN−1 × R, if P ≤ I1−1/N , then the communication

cost is I1/NR, and if P ≥ I/R2, then the communication cost is (IR/P )2/3, assum-

ing enough memory is available [30]. For comparison, if P ≤ I/(NR)N/(N−1), then

Algorithm 7 (which reduces to Algorithm 6 in this case) is optimal with communi-

cation cost NR(I/P )1/N ; if P ≥ I/(NR)N/(N−1), then Algorithm 7 is optimal with

communication cost (NIR/P )N/(2N−1).

Motivated thus, let us associate the small P case with P ≤ min
(
I1−1/N , I/(NR)N/(N−1)

)
and the large P case with P ≥ max

(
I/R2, I/(NR)N/(N−1)

)
. In the small P case,

our algorithm performs a factor of O(P 1/N/N) less communication than MTTKRP

via matrix multiplication. In the large P case, our algorithm performs a factor of

O((IR/P )(N−2)/(6N−3)/NN/(2N−1)) less communication.
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Figure 2.4: Model of strong-scaling communication performance comparing Algo-
rithm 6, Algorithm 7, and MTTKRP via matrix multiplication for a 3-way cubical
tensor where I = 245 and R = 215. The matrix multiplication costs are computed
using the CARMA algorithm [30], but they do not include the communication costs
of forming the Khatri-Rao product.
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Figure 2.4 provides a concrete comparison for a particular case, where I1=I2=I3=R=215

and the number of processors ranges from 20 up to 230. We see that our proposed algo-

rithms perform less communication than matrix multiplication throughout the range

of processors, and that Algorithm 6 and Algorithm 7 diverge only when P ≥ 227.

When there are 217=131,072 processors, Algorithm 6 and Algorithm 7 perform ap-

proximately 25× less communication than the matrix multiplication approach. This

illustrates the benefits of exploiting the multi-way structure of the computation and

the observation that Algorithm 6 is sufficient for most practical problems. We note

that the change in slope in the matrix multiplication curve is due to a switch from a

1D parallel algorithm to a 2D parallel algorithm and that these communication costs

are optimal for matrix multiplication, up to constant factors [30]. We also note that

for P > 230, which is the number of elements in each factor matrix, the All-Gather and

Reduce-Scatter collectives require more efficient algorithms than the ones described

in Section 2.5.

In summary, the main disadvantage of the matrix multiplication approach is that

the Khatri-Rao product is treated as a general matrix despite the fact that its struc-

ture means that it depends on fewer parameters and therefore can be communicated

more efficiently (in fewer words) across processors.

2.7 Conclusion

Because efficient algorithms and high performance implementations exist for matrix

computations, it is reasonable to recast tensor computations as matrix computations.

However, the lower bounds proved in this work demonstrate an opportunity to avoid

communication by exploiting the structure of the tensor computation itself. In partic-

ular, we have shown how to extend a lower bound approach for generic programs [23]

for a particular tensor computation known as MTTKRP, which is the bottleneck for
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algorithms that compute CP decompositions. By demonstrating (optimal) algorithms

that attain these lower bounds, we have identified a design space for implementations

that we expect to achieve high performance in practice.

In many applications, the rank R is small relative to the tensor dimensions. When

R is also small relative to the fast memory size M , as discussed in Section 2.6.1,

we expect only limited practical benefits of the sequential algorithm (Algorithm 5).

However, we believe the parallel algorithms will be very competitive in practice. The

simpler algorithm (Algorithm 6) may be the most useful, particularly when R and P

are small. Indeed, good performance has been demonstrated for sparse tensors [63],

and good scaling has been reported for dense tensors [52]. However, the general

algorithm (Algorithm 7) will likely perform better for large numbers of processors,

even when R is small. The parallel data distributions are also natural ones for tensors,

generalizing distributions used for other tensor computations [4].

While this work focuses on a single MTTKRP computation (corresponding to

a single mode), the computation often occurs in the context of an optimization al-

gorithm that repeatedly computes an MTTKRP for each mode of the tensor. In

this context, one can optimize across multiple MTTKRP computations, because they

share both data and intermediate computations [59], and save both communication

and computation.

Our communication lower-bound approach extends to algorithms for multiple MT-

TKRPs. Extensions are possible for other related computational kernels, such as those

within algorithms for computing Tucker and other decompositions. Another natural

extension is MTTKRPs involving sparse tensors: in this case, the communication

requirements depend on the nonzero structure and can be expressed in terms of a

hypergraph partitioning problem [9,47].
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Chapter 3: Communication Lower Bounds for Simple

Nested Loop Computations

Computations from linear algebra appear throughout scientific computing and

data science leading to significant efforts to optimize algorithms and implementation

to get the best possible performance. Meanwhile, computations from multilinear al-

gebra have increasingly become important as researchers tackle problems with high

dimensional data. To solve these high dimensional problems, large toolboxes of al-

gorithms for computing tensor kernels are being developed to implement new com-

putations or optimize computations in existing toolboxes. Initial implementations of

computations tends to rely on turning a multilinear algebra problem into a linear

algebra problem, for instance turning MTTKRP into matrix multiplication. While

these implementations are able to take advantage of highly optimized and tuned linear

algebra packages, they are fundamentally restricted by ignoring additional structure

and thus additional opportunities for data reuse.

As the CP and Tucker decompositions are so prevalent, we seek to optimize the

computational kernels employed iteratively during their computation. As we previ-

ously saw with MTTKRP, performing tensor kernel computations as matrix opera-

tions without considering the added structure may lead to unnecessary communica-

tion. To demonstrate when this may occur, we develop lower bounds on communica-

tion for the tensor kernels. Then, when the lower bounds demonstrate room for im-

provement over matrix-based computations, we can develop communication-optimal

or communication-avoiding algorithms that respect the additional structure. We will

consider alternative computations that perform one or more MTTKRP computations,

and computations which multiply a tensor by matrices in different modes. The first
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set of computational kernels can be employed when computing a CP-decomposition,

while the second are employed when computing a Tucker decomposition.

We will follow the framework of linear algebra in our search for lower bounds.

The first linear algebra computation to be studied and optimized for communication

complexity was matrix multiplication. For multilinear algebra, we chose to study and

optimize MTTKRP first. As with linear algebra, where bounds for matrix multiplica-

tion were extended to many other computations, we will now extend the notions used

to study MTTKRP to a broad class of other computations. Initial work at extend-

ing lower bounds in linear algebra came through reductions. Specifically, any prob-

lem that could be reduced to matrix multiplication could have communication lower

bounds computed by using the matrix multiplication communication lower bounds.

However, a broad class of computations were covered when Ballard et al. [7] extended

work on matrix multiplication to a class of classical direct computations that can be

written as three nested loops.

We are interested in simple nested loop (SNL) computations, the multilinear al-

gebra extensions of these classical direct 3NL computations. SNL computations are

classical direct computations that can be written as nested for loops with any depth,

and where the depth may itself be determined by the problem size. More specifi-

cally, they are computations that can be computed with d nested loops using inputs

from K distinct input arrays, and writing outputs to L distinct output arrays As

with the 3NL computations discussed by Ballard et al., we will restrict ourselves to

computations that are performed directly as written. Specifically, we will not be con-

sidering Strassen like algorithms which can be used to optimize tensor computations

directly [44], or to optimize linear algebra computations like matrix multiplication.

Unlike the theory for 3NL computations, we insist that input and output arrays are

distinct to avoid possible issues applying the necessary inequalities when aliasing can
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occur.

A few key differences in the arguments follow. As previously noted, the depth

d of an SNL computation may be determined by the problem itself. For example,

the direct computation of MTTKRP for an N mode tensor can be written as a

nested for loop of depth N + 1. Phan et al. [59] introduced alternative methods for

computing MTTKRP which can also be written as nested for loops. In this case,

the depth is determined by the number of modes the computations are performed

over. Importantly, as with MTTKRP, the projections of arrays into the iteration

space are not always onto d− 1 dimensional space. Thus we can not use the Loomis-

Whitney inequality [53], and must instead rely on the class of Hölder-Brascamp-Lieb

inequalities [13], like we did for MTTKRP. Additionally, as the depth of the loop nest

may be a function of the problem size, it becomes an asymptotic parameter and can

no longer be ignored in asymptotic analysis. Thus, the techniques Smith and van de

Geijn [64] used to improve the constant on the lower bounds given by Irony et al. and

Ballard et al. play a vital role in finding tight lower bounds.

In Section 3.1, we will extend the notion of a 3NL computation to SNL compu-

tations, and give general memory dependent and memory independent lower bounds

for SNL computations on sequential and parallel machines. We present the general

theory for simple nested loop computations first as it allows us to rapidly generate

lower bound results for any SNL computation.

Once the SNL framework is in place, we will apply the framework to the kernel

computations of interest. As we already have tight lower bounds for MTTKRP, we

use the general theory to derive bounds for computations that give alternative meth-

ods of computing one or more MTTKRP computations in Sections 3.2.3 and 3.2.4.

After considering bounds for computations used in algorithms that compute a CP-

decomposition we turn our focus to a computation that is used when computing
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a Tucker decomposition, the multiple tensor times matrix (Multi-TTM) computa-

tion. Where bounds are interesting and algorithms are known, we will provide

communication-optimal algorithms for the various SNL-computations.

All work in this chapter was performed jointly with advisor Grey Ballard and

Nicholas Knight.

3.1 Simple Nested Loop Computations

We define a class of computations with K input arrays X (k) (k ∈ [K]) and L output

arrays, Y(`) (` ∈ [L]) with elements in a non-empty set closed under two associative

and commutative binary operations denoted by addition and multiplication. As with

MTTKRP, we do not assume that the set has additive inverses or the distributive

property. We do this to avoid the optimizations used by fast algorithms. We consider

computations with nested loops of arbitrary depth d, where the iteration space I ⊆

[I1] × · · · × [Id] ⊂ Zd. The subscript of an N -way array can be any map Zd → ZN

that forgets a fixed subset of the entries of each i ∈ Zd.

Definition 3.1.1. A simple-nested-loops (SNL) computation involves computing, for

each ` ∈ [L] and each µ`(i), i ∈ I, a sum-of-K`-ary multiplies

Y(`)
µ`(i)

=
∑

j∈S`
µ`(i)

∏
k∈[K`]

X (ρ`(k))
νρ`(k)(j)

,

where

• ρ` : [K`] 7→ [K] selects K` input arrays;

• νk and µl subscript the arrays X (k) and Y(`); and

• S`µ`(i) = {j ∈ I | µ`(j) = µ`(i)} contains the loop iterations that contribute to

Y(`)
µ`(i)

.
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Additionally, we assume that no array of arguments is also used to accumulate

results, X (k) 6= Y(`) for every k ∈ [K], ` ∈ [L], and all elements of X (k) that will be

used in a computation are stored either in fast/local or slow/global at the beginning

of the computation. This means that no element of X (k) will be computed during

the computation. We assume that for each k ∈ [K] there is an injective map from

elements of X (k) into slow/global memory, similarly for each ` ∈ [L]. Additionally,

we assume that for two different arrays, the image of the two maps in slow/global

memory is disjoint, so given any two distinct elements of any arrays, the elements

must be stored at distinct locations in slow/global memory. Finally, we assume that

to determine the value of an element in an array, one must access the unique location

in memory where that element is stored.

When I = [I1] × · · · × [Id] (a dense iteration space), we might represent SNL

computations by the following pseudocode

for i1 = 1:I1, for i2 = 1:I2, . . . , for id = 1:Id

Y(1)(µ1(i1, . . . , id))← Y(1)(µ1(i1, . . . , id))+

[←↩] X (ρ1(1))(νρ1(1)(i1, . . . , id))∗

[←↩] · · · ∗ X (ρ1(K1))(νρ1(K1)(i1, . . . , id))

[· · ·]

Y(L)(µL(i1, . . . , id))← Y(L)(µL(i1, . . . , id))+

[←↩] X (ρL(1))(νρL(1)(i1, . . . , id))∗

[←↩] · · · ∗ X (ρL(KL))(νρL(KL)(i1, . . . , id))

To see that the definition of SNL computations is indeed an extension of 3NL

computations that meet our assumptions on X (k) and Y(`), we consider the example

of matrix multiplication C = AB for A ∈ Rm×n, B ∈ Rn×k. Then d = 3, I1 = m, I2 =
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n, I3 = k,K = 2, L = 1. Our arrays are X (1) = A,X (2) = B, and Y(1) = C. The

maps are given by µ1(i1, i2, i3) = (i1, i3), ν1(i1, i2, i3) = (i1, i2), ν2(i1, i2, i3) = (i2, i3).

Finally, a 2-ary multiply and add are the typical multiplication and addition over R,

and Sµ1(i1,i2,i3) = {(i1, i, i2)|i ∈ [I2]}. Then the pseudocode above becomes

for i1 = 1:m, for i2 = 1:n, for i3 = 1:k

C(i1, i3) = C(i1, i3) + A(i1, i2) ·B(i2, i3).

Note that our previous work for MTTKRP was a specific example of communi-

cation lower bounds for a simple nested loop computation. The dimension of the

iteration space is d = N + 1. We will use the first N dimensions for indices of the

tensor and the last dimension for the index of the rank. In this example we have one

output array, so L = 1, Y(1) = B(n), and µ1(i1, . . . , iN , r) = (in, r). There are N input

arrays for the computation, so K1 = N , and we can set ρ1(n) = X and ρ1(k) = A(k)

if k ∈ [N ] − {n}. Then νn(i1, . . . , iN , r) = (i1, . . . , iN) and νk(i1, . . . , iN , r) = (ik, r)

if k ∈ [N ] − {n}. Translating the above allows us to express MTTKRP as a SNL

computation with the following pseudocode

for i1 = 1:I1, for i2 = 1:I2, . . . , for iN = 1:IN , for r = 1:R,

B(n)(in, r) = B(n)(in, r) +
(
X (i1, . . . , iN) ∗

[←↩] A(1)(i1, r) ∗ · · · ∗ A(n−1)(in−1, r) ∗

[←↩] A(n+1)(in+1, r) ∗ · · · ∗ A(N)(iN , r)
)

.

3.1.1 Communication Lower Bounds For SNL Computations

Proving lower bounds for SNL computations involves exactly the same theory and

arguments as proving communication lower bounds for MTTKRP. Specifically, we
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will rely on Lemmas 2.4.1, 2.4.3 and 2.4.4 to bound the tuples of indices that can be

accessed during a segment of computation, or by a processor in a parallel computation

with unbounded memory. To use Lemma 2.4.1, we let the number of projections be

m = K + L, the number of arrays. We can order the arrays however we choose, but

given a specific order, the jth projection φj corresponds exactly to µ` or νk of the

corresponding array.

As with MTTKRP, we begin by establishing a memory independent and mem-

ory dependent lower bound for both sequential and parallel algorithms for an SNL

computation.

Theorem 3.1.2 (Comm. Lower Bound (Mem.-Dep.)). Given an SNL computation,

we use the matrix ∆ defined in Lemma 2.4.1, and make use of the optimum

σ∗ = min 1T s subject to ∆s ≥ 1, and s ≥ 0. (3.1)

Let s∗ be any feasible vector that achieves this minimum. Then any algorithm that

performs the given SNL computation involves at least

M ·

⌊
|I|∏

j∈[m]sj 6=0(s
∗
j/σ

∗)s
∗
j (3M/σ∗)σ∗

⌋
loads and stores. (3.2)

Proof. As in both Irony et al. [45] and Ballard et al. [7], we break the stream of

instructions that implement a SNL computation into segments each of which contain

exactly M loads or stores, except the last segment which may contain less than M

loads or stores. We will determine an upper bound on the number of elements of all

arrays X (k), or Y(`) that can be accessed during a segment, then use Lemmas 2.4.1

and 2.4.3 to bound the number of tuples of loop indices that can be accessed during

a segment. We use this upper bound to generate a lower bound for the number of

segments, from which we generate the lower bound on the communication for any
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implementation of an SNL computation.

Consider elements of Y(`). We consider an element of Y(`) live during the segment

if it accumulates the result of one or more K-ary multiplies during that segment. We

assume that any element of Y(`) that is live during a segment must either remain in

fast memory or have been stored into slow memory by the end of the segment. At the

end of the segment, there can be at most M live elements of all output arrays that

remain in fast memory. Additional live elements of all output arrays must have been

stored during the segment. Let S be the number of live elements from all output

arrays that were stored during the segment. Now, consider elements of X (k) that

are used as arguments for one or more K-ary multiplies during a segment. To be

used as an argument for a K-ary multiply an element of X (k) must currently be in

fast memory. Thus, the element must either have been in fast memory at the start

of the segment, or, because we assumed no elements of X (k) are computed during a

segment, it must have been loaded into fast memory during the segment. We know

that the sum of the number of elements in fast memory at the start of the segment

over all input arrays X (k) is at most M . Because the total number of words loaded

or stored during the segment is exactly M , we know that at most M − S additional

elements of input arrays were loaded during the segment. Thus the total number of

elements from all arrays that an algorithm can access during the segment is at most

3M = (M + S) + (M + (M − S)).

If F ⊂ I be the set of loop indices accessed during the segment, then φj(F ) is the

set of indices of the jth array that are accessed during the segment. By Lemma 2.4.1

|F | ≤ min
s∈P

∏
j∈[m]

|φj(F )|sj
 ≤ min

s∈P

 ∏
j∈[m]sj 6=0

|φj(F )|sj
 .
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We can bound the sum of the projections by

m∑
i=1

|φi(F )| ≤ 3M.

Substituting |φi(F )| for xi and 3M as the constant in the constraint of Lemma 2.4.3,

we see that for any s ∈ P
m∏
i=1

|φi(F )|si ≤ (3M)
∑m
i=1 si

m∏
j=1

(
sj∑m
i=1 si

)sj
.

Given an s∗ that yields the minimum of the linear program in Equation (3.1), |F | ≤∏
j(s
∗
j/σ

∗)s
∗
j (3M

σ∗
)σ
∗
. We use this upper bound on the number of tuples accessed during

a segment to give a lower bound on the number of segments. Note that a given s∗

may not yield the optimal bound, but any feasible s yields a valid lower bound on

the number of segments and thus the communication.

Any SNL computation will require at least

⌊
|I|∏

j∈[m]

(
s∗j/σ

∗
)s∗j (3M/σ∗)σ∗

⌋

segments where exactly M words are loaded or stored from or to slow memory. Hence

Equation (3.2) is true.

A simpler version of the segmentation argument yields a memory-independent

lower bound, where the fast memory size M does not appear explicitly:

Theorem 3.1.3 (Comm. Lower Bound (Mem.-Indep.)). For a given SNL computa-

tion, we let δ be the matrix defined in Lemma 2.4.1, σ∗ as in Equation (3.1), and s∗

a vector that achieves this minimum. Then any algorithm that computes this SNL
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computation involves at least

σ∗

(
|I|∏

j∈[m](s
∗
j)
s∗j

)1/σ∗

−X0 − Y0 loads and stores, (3.3)

where X0 ≤ M is the number of input array elements initially in fast memory and

Y0 ≤M is the number of output array elements finally in fast memory.

Proof. The number of loads and stores must be at least

max(0,
K∑
k=1

|X (k)(νk(I))| −X0) + max(0,
L∑
`=1

|Y(`)(µ`(I))| − Y0)

≥
K∑
k=1

|X (k)(νk(I))|+
L∑
`=1

|Y(`)(µ`(I))| −X0 − Y0.

By definition,

K∑
k=1

|X (k)(νk(I))|+
L∑
`=1

|Y(`)(µ`(I))| =
∑
j∈[m]

|φj(I)|

By Lemma 2.4.1, |I| ≤
∏

j∈[N+1] |φj(I)|sj , for any s in P . Substituting |φj(I)| for xj

and |I| as the constant c, Lemma 2.4.4 gives

∑
j∈[m]

|φj(I)| ≥ σ∗

(
|I|∏
s
sj
j

)1/σ∗

hence Equation (3.3) is true.

The memory independent lower bound is uninteresting in the sequential case, since

it is asymptotically no greater than the memory dependent bound; its interest lies in

the parallel case.
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On a parallel machine with P processors, each with a local memory of size M ,

we can apply these lower bounds to each processor p, replacing |I| by the number of

indices associated with processor p, and X0, Y0 by the number of input/output array

elements in processor p’s fast/local memory. Since some processor must be associated

with at least |I|/P indices, the memory-dependent lower bound becomes

M ·

⌊
|I|/P∏

j∈[m]

(
s∗j/σ

∗
)s∗j (3M)σ∗

⌋
loads and stores.

and the memory-independent bound becomes

(
|I|/P∏
j∈[m](s

∗
j)
s∗j

)1/σ∗

−X0 − Y0 loads and stores.

As we are mainly interested in the parallel case, we will only give parallel bounds for

the computations we consider. Note that the sequential memory dependent bound

can be found by setting P = 1 in the parallel memory dependent bound.

3.2 Communication Lower Bounds for Kernel Computations

Used for CP-decomposition

Much work has been performed to improve either the convergence or speed of Algo-

rithm 1. Some approaches optimize the alternating algorithm, while others change

the algorithm to update all factor matrices at once [1,67]. Phan et al. [59], motivated

by reducing the number of tensor unfoldings required to compute an MTTKRP, split

the computation of an MTTKRP into two subcomputations. Phan et al.’s computa-

tions break the atomicity assumption on N -ary multiplies and thus the lower bounds

for MTTKRP can not be applied to an MTTKRP computed using Phan et al.’s two

step method. However, Phan et al.’s methods are particularly interesting as the two
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step method significantly reduces the arithmetic cost of computing on iteration of

CP-ALS as partial N -ary multiplies are reused accross computations of multiple fac-

tor matrices. We will call this optimization a Dimension Tree optimization as the

ideas lead to optimizing how to perform the steps by using dimension trees.

We are interested in optimizing the communication cost of an iteration of CP-ALS,

thus we must consider if the communication bounds for MTTKRP are in fact the best

bounds to apply. We begin by demonstrating that one iteration of CP-ALS can be

performed with asymptotically the same cost as a single MTTKRP under the mild

assumption that NR < (I/P )1/N , namely communication is optimized for MTTKRP

by not communicating the tensor. Then in Section 3.2.3, we consider how the com-

munication cost of a single MTTKRP compares to the communication cost of using

the computations utilized by the dimension tree optimizations (see Section 3.2.2) for

computing an MTTKRP. Lacking clear results from this attempt, we apply stronger

assumptions in Section 3.2.4 so that we can compare the communication required to

perform all N MTTKRP computations at once using the dimension tree optimization

locally or in parallel.

3.2.1 Communication Cost of CP-ALS

We begin by considering an upper bound on the minimum communication required to

compute one iteration of CP-ALS. We begin by noting that any iteration of a CP-ALS

algorithm must compute at least 1 MTTKRP. Thus the communication lower bounds

for any algorithm computing an MTTKRP also apply to any algorithm computing

an iteration of CP-ALS that obeys the assumptions of atomicity of N -ary multiplies,

and the load balanced data distribution assumptions for memory independent parallel

bounds.

Consider the communication complexity of Algorithm 8. We specify the same
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Algorithm 8 Parallel Stationary Tensor CP-ALS Inner Iteration Algorithm

1: function {A(n)
p } = Par-Stat-CP-ALS(Xp, {A(k)

p })
2: p = (p1, . . ., pN ) is my processor id
3: for each k ∈ [N ] do

4: H(k) = Local-SYRK(A
(k)
p )

5: G(k) = All-Reduce(H(k),(:, . . . , :))

6: A
(k)
pk = All-Gather(A

(k)
p ,(:, . . . , :, pk, :, . . . , :))

7: end for
8: for each n ∈ [N ] do

9: C
(n)
pn = Local-MTTKRP(Xp1,...,pN , {A(k)

pk })
10: B

(n)
p = Reduce-Scatter(C

(n)
pn ,(:, . . . , :, pn, :, . . . , :))

11: V = ~k 6=nG
(k)

12: A
(n)
p = Local-Solve(B

(n)
p ,V )

13: H(k) = Local-SYRK(A
(n)
p )

14: G(n) = All-Reduce(H(k),(:, . . . , :))

15: A
(n)
pn = All-Gather(A

(n)
p ,(:, . . . , :, pn, :, . . . , :))

16: end for
17: end function

processor grid and tensor distribution used for the proof of optimality of Algorithm 6.

Additionally, we assume that there exists a constant ζ > 0 such that Ik/Pk > ζR for

all k ∈ [N ]. We see that Algorithm 8 communicates

3

∑
k∈[N ]

(
P

Pk
− 1

)⌈
dIk/PkeR
P/Pk

⌉+ 2N(P − 1)
R2

P
≤

3δ

∑
k∈[N ]

(
IkR

Pk

)+ 2ζ

∑
k∈[N ]

(
IkR

Pk

) ,

which is within a constant of the communication of Algorithm 6. Thus, under the

fairly strong assumptions of atomicity of N -ary multiplies and load balanced data dis-

tribution, Algorithm 8 will be communication optimal. We are interested in whether

there are optimizations that break these assumptions which improve communication

complexity.
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{1, 2, 3, 4, 5}

{1, 2} {3, 4, 5}

{1} {2} {3} {4, 5}

{4} {5}

PM PM

mTTV mTTV mTTV mTTV

mTTV mTTV

Figure 3.1: Let X be a 5-mode tensor. Nodes in the tree are labelled by their
uncontracted modes. The root has all modes and corresponds to the tensor X . Leaves
contain only one mode and correspond to the MTTKRP results. All other remaining
nodes correspond to intermediate tensors that store the partial products.

3.2.2 Dimension Trees Optimizations

Recall that Phan et al. [59] optimized the arithmetic complexity of computing all

factor matrix updates by splitting each MTTKRP into a series of computations. The

first computation, a Partial-MTTKRP computation, precomputes partial products of

the N -ary multiplies in the full MTTKRP by multiplying the tensor by a Khatri-Rao

product of just some of the factor matrices. The second computation, which may be

performed multiple times, is equivalent to multiplying a tensor by multiple vectors,

hence we call it a multiple tensor times vector (Multi-TTV) computation. The two

step approach allows reuse of the partial N -ary multiplies computed earlier which

decreases the FLOPs required to perform MTTKRP. Ultimately, the ideas in [59]

lead to a dimension tree optimization to determine the modes to perform the Partial-

MTTKRP and early Multi-TTV computations over to maximize reuse of FLOPs.

To understand the dimension tree idea, we consider a the example of a 5-mode

tensor X . Figure 3.1 shows the tree structure of the computation described below.

We need to compute the set of MTTKRPs {B(1),B(2),B(3),B(4),B(5)} which are

used to update the factor matrices. To compute B(1), we must multiply X by the

Khatri-Rao product A(2)�A(3)�A(4)�A(5). However, by matricizing X differently,
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it is possible to multiply X by A(3) � A(4) � A(5) yielding an intermediate output

tensor which is indexed over [I1] × [I2] × [R]. This intermediate tensor stores 4-ary

multiplies that are needed in computing both B(1), and B(2). To finish the MTTKRP

necessary to compute B(1), the intermediate tensor is multiplied by A(2). Then A(1)

can be updated by solving VA(1) = B(1) for A(1), where V is the Gram matrix..

In an alternating algorithm, the temporary tensor is then multiplied by the newly

updated A(1), whereas in an algorithm where all updates are made simultaneously,

B(2) is computed using the original A(1).

Additional reuse is possible when computing the other three factor matrix updates.

On right side of the tree, X is multiplied by A(1) �A(2), the intermediate tensor is

indexed over [I3] × [I4] × [I5] × [R], and stores 3-ary multiplies which are reused

for 3 factor matrix updates. The first Multi-TTV takes the intermediate tensor and

A(4)�A(5) to finish computing B(3). A Multi-TTV of the intermediate tensor and A(3)

results in yet another intermediate tensor indexed over [I4]× [I5]× [R], which allows

for even more reuse as this intermediate step will be used in the computation of both

B(4) and B(5). Finally the computations of MTTKRPs necessary to compute B(4)

and B(5) are completed by performing an additional Multi-TTV with each remaining

factor matrix.

While the motivation of Phan et al. was reducing tensor unfoldings, Hayashi et

al. [38] demonstrated that it is possible to compute any MTTKRP without explicitly

unfolding the tensor. Thus the lasting importance of the computation strategies

in [59] come from reducing the number of FLOPs.

It is important to note that the bounds developed in Section 2.4 do not apply to

performing an MTTKRP using a Partial-MTTKRP computation followed by Mutli-

TTV computations because doing so breaks the atomicity assumption required to

use the SNL framework. This section aims to make incremental progress toward our
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ultimate goal of determining a communication-optimal algorithm for one iteration

of Algorithm 1. The following work seeks to provide insight about whether to per-

forming dimension tree optimizations in parallel or only during the local MTTKRP-

computation leads to better communication performance. We will seek insight in two

ways. First we will compare the communication cost for a single MTTKRP performed

using a dimension tree algorithm in parallel or only locally. Then we will compare the

communication cost of all N MTTKRP computations being performed at once using

a dimension tree algorithm in parallel or only locally under the necessary assumptions

to apply the SNL framework.

3.2.3 Communication Lower Bounds For Partial-MTTKRP and Multi-

TTV Computations

We consider the first computation used in a dimension tree algorithm for updating CP

factor matrices. A Partial-MTTKRP computation takes as inputs an N -way tensor

X , N ≥ 2, indexed over [I1] × · · · × [IN ] as before, and a J-tuple of factor matrices

{A(k)} each indexed over [Ik] × [R]. We can permute the modes of X so that the J

factor matrices correspond to the first J modes without any loss of generality. The

data tensor X and factor matrices {A(k)}k∈[J ] are arguments in J-ary multiplies, that

are accumulated in the (N − J)-way output tensor Y indexed over [IJ+1]× · · ·× [IN ].

This computation can be represented in the following pseudocode

for i1 = 1:I1, for i2 = 1:I2, . . . , for iN = 1:IN , for r = 1:R,

Y(iJ+1, . . . , iN , r) = Y(iJ+1, . . . , iN , r) +
(
X (i1, . . . , iN) ∗

[←↩] A(1)(i1, r) ∗ · · · ∗A(J)(iJ , r)
)

,
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or mathematically as

Y(iJ+1, . . . , iN , r) =
∑

(ij∈[Ij ])j
J>j∈[N ]

X (i1, . . . , iN)
∏

J>j∈[N ]

A(j)(ij, r),

where the summation is subscripted by J-tuples (i1, . . . , iJ) that range over the index

set [I1]× · · · × [IJ ].

The second computation performed when updating factor matrices using a dimen-

sion tree algorithm is a Multi-TTV which takes as input an (N + 1)-way tensor X ,

N ≥ 1, indexed over [I1] × · · · × [IN ] × [R], and a J-tuple of factor matrices {A(k)}

each indexed over [Ik]× [R]. As before we can permute the modes of X so that we can

assume without loss of generality that we are performing the computation over the

first J modes. The computation outputs a tensor Y indexed over [IJ+1]×· · ·×[IN ]×R

which accumulates the J-ary multiplies computed. Note that the arguments of this

computation differ from those of a Partial-MTTKRP because for a Multi-TTV, the

input tensor is indexed over both dimensions of all the factor matrices. We can

represent this computation with the following pseudocode

for i1 = 1:I1, for i2 = 1:I2, . . . , for iN = 1:IN , for r = 1:R,

Y(iJ+1, . . . , iN , r) = Y(iJ+1, . . . , iN , r) +
(
X (i1, . . . , iN , r) ∗

[←↩] A(1)(i1, r) ∗ · · · ∗A(J)(iJ , r)
)

,

or mathematically as

Y(r)(iJ+1, . . . , iN) =
∑

(ij∈[Ij ])j
J>j∈[N ]

X (r)(i1, . . . , iN)
∏

J>j∈[N ]

A(j,r)(ij),

where the summation is subscripted by the same J-tuples as in the Partial-MTTKRP

computation, and vector A(j,r) is the rank r component vector of factor matrix A(j).
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We can reformulate this computation with the following pseudocode

for i1 = 1:I1, for i2 = 1:I2, . . . , for iN = 1:IN ,

Y(iJ+1, . . . , iN , 1) = Y(iJ+1, . . . , iN , 1) +
(
X (i1, . . . , iN , 1) ∗

[←↩] A(1)(i1, 1) ∗ · · · ∗A(J)(iJ , 1)
)

...

Y(iJ+1, . . . , iN , R) = Y(iJ+1, . . . , iN , R) +
(
X (i1, . . . , iN , R) ∗

[←↩] A(1)(i1, R) ∗ · · · ∗A(J)(iJ , R)
)

,

While the different loop structure changes the optimization problem used to derive

lower bounds, ultimately the lower bounds are the same.

Partial-MTTKRP Communication Lower Bounds

As with MTTKRP, we begin by finding the matrix ∆, then solving the linear program

Equation (3.1) to determine σ∗, then choose a specific s∗ to compute the expressions

in sj. Suppose we are performing a Partial-MTTKRP with J matrices. Without loss

of generality, we can assume that these J matrices correspond to the first J modes

of the tensor X . We have J + 1 input arrays, J factor matrices and 1 tensor, and 1

output array, so m = J + 2. The iteration space still iterates over every index, so the

depth of the nested loops is d = N + 1. We use the first J projections, φj to project

onto the indices of the factor matrices, so for j ∈ [J ], dj = 2 and φj = {(1, j), (2, d)}.

We will use the J + 1 projection for the input tensor X , so dJ+1 = N , and φJ+1 =

{(1, 1), . . . , (N,N)}. Finally, the last projection determines the indices of the output

tensor Y , so dJ+2 = N−J+1, and φJ+2 = {(1, J+1), . . . , (N−J,N), (N−J+1, d)}.
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Thus

∆ =

 IJ×J 1J×1 0J×1
0N−J×J 1N−J×1 1N−J×1

11×J 0 1

 .

Lemma 3.2.1. The solution of the linear program

min 1T s subject to ∆ · s ≥ 1 and s ≥ 0, (3.4)

where

∆ =

 IJ×J 1J×1 0J×1
0N−J×J 1N−J×1 1N−J×1

11×J 0 1

 ,

is s∗ = (1/(J + 1), . . . , 1/(J + 1), 1−1/(J + 1), 1/(J + 1))T with 1T s∗ = 2−1/(J + 1).

Proof. The dual linear program is

max 1T t subject to ∆T · t ≤ 1 and t ≥ 0.

Note that t∗ = (1/(J + 1), . . . , 1/(J + 1), 1/((N − J)(J + 1)), . . . , 1/((N − J)(J +

1)), 1 − 1/(J + 1)) is feasible, and 1T t∗ = 1T s∗, so s∗ is a solution of the primal by

linear duality.

Another computation for a Partial-MTTKRP is performed by combining modes

J + 1 through N into one large mode and performing an MTTKRP with a J + 1

dimensional input tensor and the output tensor treated as a factor matrix. This is a

different computation, but the linear program gives the same result. Thus the lower

bounds are the same, and the lower bounds for Partial-MTTKRP follow immediately

from the lower bounds for MTTKRP.

Our first lower bound is the memory dependent parallel bound.
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Corollary 3.2.2. Any parallel Partial-MTTKRP algorithm over J modes involves at

least

M ·

⌊
(J + 1)IR

P (3M)
2J+1
J+1

⌋
sends and recieves.

As with MTTKRP, we will develop a series of memory independent parallel bounds

all of which apply, and will dominate the other bounds for different ranges of param-

eters. We begin with the N + 1 dimensional bound.

Corollary 3.2.3. Any parallel Partial-MTTKRP algorithm over J modes where each

processor initially and finally owns at most δIkR/P entries of the kth factor matrix,

at most γI/P input tensor entries, and at most δ
∏N

i=J+1 IiR/P output tensor entries,

γ, δ ≥ 1, some processor performs at least

(J + 1)IR

P

J+1
2J+1

− γ I
P
− γ

∏N
i=J+1 IiR

P
− γ

∑
k∈[J ]

IkR

P
sends and recieves.

As with MTTKRP, we expect that the N + 1 dimensional bound will apply only

for very large problems performed on a lot of processors. We are unlikely to see such

parameters in practice, so the N dimensional bound, which comes from holding the

input tensor stationary, is the most likely of our current bounds to be useful.

Corollary 3.2.4. In any parallel Partial-MTTKRP algorithm over J modes where

each processor initially and finally owns at most δIkR/P entries of the kth factor

matrix, at most δ
∏N

i=J+1 IiR/P output tensor entries and at most γI/P input tensor

entries, γ, δ ≥ 1, some processor performs at least

min

√ 2

3γ
(J + 1)R

(
I

P

)1/(J+1)

− γ
∏N

i=J+1 IiR

P
− γ

∑
j∈[J ]

IjR

P
,
γI

2P


sends and receives.
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The bounds in Section 2.4 for MTTKRP were not optimized for tensors with

extremely unequal dimensions (rectangular tensors). However, there are real world

applications that can lead to extremely rectangular tensors, and as we have seen a

Partial-MTTKRP can be thought of as an MTTKRP with a tensor that has one very

large dimension. To consider bounds for rectangular tensors, we can again follow the

spirit of Demmel et al. [30, Section II.B.2] and develop one further bound by com-

municating all but the two largest arrays. While we did not pursue this optimization

for MTTKRP, it becomes particularly important for Partial-MTTKRP as the out-

put array is a tensor, so communicating it may lead to sub-optimal communication.

Thus, we may optimize communication by avoiding communicating both the input

tensor and the output tensor. The equivalent bound for MTTKRP corresponds to

not communicating the largest factor matrix, which we will assume without loss of

generality is the factor matrix for mode N . We proceed by proving a 1-dimensional

bound for MTTKRP, then extending the bound to Partial-MTTKRP.

1-Dimensional Bound for MTTKRP While Theorem 2.4.8 gives a bound for

N + 1 dimensional algorithms, Theorem 2.4.9 gives a bound for N dimensional algo-

rithms, and an additional argument using the same techniques can give a bound for

1 dimensional algorithms, there is no clear way to extend the previous techniques to

bounds for 2 to N − 1 dimensional algorithms. However, we can instead follow the

ideas of Ballard et al. [9], that consider the slices of data necessary to compute an

element of the output.

Consider the output element B(n)(in, r). This element is computed using an N−1

slice of the tensor, X (:, . . . , :, in, :, . . . , :), and the corresponding columns of all other

factor matrices {A(k)(:, r) : k ∈ [N ] − {n}} as arguments, see fig. 3.2. Thus, the

processor that computes B(n)(in, r) must either have that data at the start of the
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A(1)

B(2)
A
(3)

Figure 3.2: Computation of B(2)(i2, r) requires the slice X (:, i2, :) of the input tensor,

and columns A(1)(:, r),A(3)(:, r) of factor matrices.

computation, or gather the data from other processors during the computation.

Our argument relies on classifying subsets of the computation as monochrome,

assigned entirely to one processor, or polychrome, assigned to more than one pro-

cessor. The particular subsets we consider are N-dimensional slices of the iteration

space that share a particular data dependence (input or output element). If every

computation in a polychrome slice shares a data element, then under the assumption

of a single copy of the inputs/outputs, that data element must be communicated. A 1

dimensional algorithm partitions exactly one dimension of the iteration space, either

a tensor dimension, or R. Thus, the remaining N dimensions are monochrome. In

a 1 dimensional algorithm, a processor owns either 1 column of every factor matrix,

corresponding to partitioning R, or 1 row of a single factor matrix, corresponding to

partitioning a tensor dimension.

The following bound uses arguments about monochrome N -slices (N dimensional

monochrome slices). While the bound is applicable to all algorithms that perform

an MTTKRP computation, the most interesting term of the bound applies to 1 di-

mensional algorithms, or precisely those algorithms with monochrome N -slices. Ad-

ditionally, we believe that developing bounds for monochrome algorithms like those

in [9] will help find the intermediate bounds for 2 to N − 1 dimensional algorithms.
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A(1)

B(2)
A
(3)

(a) Data distribution with monochrome 3-slices,
corresponding to 1 dimensional partition in
mode 2.

A(1)

B(2)
A
(3)

(b) Data distribution in which all 3-slices are
polychrome.

Figure 3.3: Monochrome and Polychrome 3-slices.

Theorem 3.2.5. Assume that Ik ≤ IN for all k ∈ [N ]. In any parallel MTTKRP

algorithm where each processor initially and finally owns at most δ
∑
IkR/P entries

of the factor matrices and at most γI/P tensor entries, γ, δ ≥ 1, some processor

performs at least

min

 ∑
k∈[N−1]

IkR− δ
∑

k∈[N−1]

IkR

P
,
I

2
− γ I

P
,
INR

2P


sends and receives.

Proof. We consider two cases, when all N -dimensional slices are polychrome, and

when there exists at least one monochrome N -dimensional slice.

For the first case we assume that all N -dimensional slices are polychrome. We will

consider the N -dimensional slices corresponding to rows in factor matrix A(k), and

again break into two cases. Suppose that in at least half the rows, all entries of the

row must be communicated. For each row in which all entries must be communicated

the communication cost is R/P , and this is performed for at least Ik/2 rows implying

that the communication cost is IkR/2P . On the other hand, assume that in at

least half the rows there exists an element A(k)(ik, r) which does not need to be

communicated. If an element A(k)(ik, r) does not need to be communicated, then the
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processor that owns that element must also own the entire N − 1 dimensional slice

of X that are terms in N -ary multiplies associated with the index ik. Because the

N -dimensional slice associated with A(k)(ik, :) is not monochrome, the processor must

communicate the N−1-dimensional slice of the tensor to at least one other processor,

thus
∏

j∈[N ]−{k} Ij words must be communicated. Because there is such an element in

at least half the rows we see that at least I/2 words must be communicated.

For the second case, suppose that there is at least one monochrome N -dimensional

slice. The monochrome slice must either be monochrome in all but one tensor di-

mension, or monochrome in all of the tensor dimensions. To begin, we suppose

that the slices are monochrome in all but the nth tensor dimensions. We will call

this a mode n-slice as it partitions In. Let p be the processor that computes this

monochrome mode n-slice, and F the set of loop indices accessed by p in comput-

ing its N -ary multiplies. Given xn ∈ [In] we see that for all j 6= n, φj((:, . . . , :

, xn, :, . . . , :)) = A(j)(:, :), thus φj(F ) = A(j). Therefore, in any parallel MTTKRP

algorithm that has a monochrome mode n-slice, a processor p must have access to

every element of the remaining factor matrices and thus the algorithm must com-

municate at least
∑

k∈[N ]−{n} IkR− δ
∑

k∈[N ]−{n} IkR/P words. Suppose instead that

the algorithm is monochrome in all of the tensor dimensions. This is equivalent

to the algorithm only partitioning the dimension R. As before, let p be the pro-

cessor that computes this monochrome slice and F the set of loop indices accessed

by p. We consider the projection of F onto the tensor. Given r ∈ [R], we see

that φN+1((r, :, . . . , :)) = X (:, . . . , :), thus φN+1(F ) = X . Therefore, in any parallel

MTTKRP algorithm that is monochrome in all the tensor dimensions, at least one

processor p must have access to every element of the tensor and thus the algorithm

must communicate at least I − γI/P words.

Thus any parallel MTTKRP algorithm that has monochrome N slices must com-
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municate

min

 ∑
k∈[N ]−{n}

IkR− γ
∑

k∈[N ]−{n}

IkR

P
, I − γ I

P
,
INR

P


= min

 ∑
k∈[N−1]

IkR− γ
∑

k∈[N−1]

IkR

P
,
I

2
− γ I

P
,
INR

2P


words under our load balancing assumptions.

In light of the new bound for MTTKRP, we wish to demonstrate that Algorithm 7

achieves this bound for sufficiently small P before returning to the Partial-MTTKRP

computation.

Theorem 3.2.6. Suppose the number of processors P is sufficiently small and the

tensor dimensions are sufficiently rectangular so that
∑

k∈[N−1] Ik ≤ IN/P . Then

Algorithm 7 is communication-optimal to within a constant factor.

Proof. To instantiateW par
ub , we specify the processor grid Pk = dIkP/Ie ≤ dIkP/INe =

1 for k ∈ [N − 1], PN = P . Then the only communication required is the all gather

of the first N − 1 factor matrices which has a cost of (P − 1)
∑

k∈[N−1] IkR/P =∑
k∈[N−1] IkR−

∑
k∈[N−1] IkR/P ∈ O(

∑
k∈[N−1] IkR). Our assumption about the ten-

sor dimensions implies thatW par
lb3 =

∑
k∈[N−1] IkR−δ

∑
k∈[N−1] IkR/P ∈ Ω(

∑
k∈[N−1] IkR).

We now extend the bound to Partial-MTTKRP.

Corollary 3.2.7. In any parallel Partial-MTTKRP algorithm over J modes where

each processor initially and finally owns at most δIkR/P entries of the kth factor

matrix, at most δ
∏N

i=J+1 IiR/P output tensor entries and at most γI/P input tensor
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entries, γ, δ ≥ 1, some processor performs at least

min

√ 2

3γ
(J + 1)R

(
I

P

)1/(J+1)

− γ
∏N

i=J+1 IiR

P
− γ

∑
j∈[J ]

IjR

P
,
γI

2P


sends and receives.

Multi-TTV Computations

We have two formulations for Multi-TTV that differ by the depth of the for loop.

This example demonstrates why two formulations of an SNL computation that differ

by loop unrolling generate different linear programs.

We begin by considering the Mult-TTV formulation with a single output array

given by

Y(iJ+1, . . . , iN , r) =
∑

(ij∈[Ij ])j
j∈[J ]

X (i1, . . . , iN , r)
∏
j∈[J ]

A(j)(ij, r).

This formulation takes an N+1 mode tensor which is the ouput tensor from a previous

Partial-MTTKRP step, J factor matrices, and outputs a tensor with N − J modes.

We begin by finding the matrix ∆, then solving the linear program Equation (3.1) to

determine σ∗, then choosing a specific s∗. We have J + 1 input arrays, the J factor

matrices and one tensor, and 1 output array corresponding to the output tensor.

The iteration space still iterates over every index, so the depth of the nested loops

is d = N . We use the first J projections to project on the input factor matrices, so

for j ∈ [J ], dj = 2 and πj = {(1, j), (2, d)}. We use the next projection for the input

tensor X , so dJ+1 = N , and πJ+1 = {(1, 1), . . . , (N, d)}. Finally the last projection is
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for the output tensor, so dJ+2 = N −J and πN+2 = {(1, J + 1), . . . , (N −J, d)}. Thus

∆ =

 IJ×J 1J×1 0J×1
0N−J−1×J 1N−J−1×1 1N−J−1×1

11×J 1 1

 .

Lemma 3.2.8. The solution of the linear program

min 1T s subject to ∆ · s ≥ 1 and s ≥ 0, (3.5)

where

∆ =

 IJ×J 1J×1 0J×1
0N−J−1×J 1N−J−1×1 1N−J−1×1

11×J 1 1

 ,

is s∗ = (0, . . . , 0, 1, 0)T with 1T s∗ = 1.

Proof. The dual linear program is

max 1T t subject to ∆T · t ≤ 1 and t ≥ 0.

Note that t∗ = (0, . . . , 0, 1) is feasible, and 1T t∗ = 1T s∗, so s∗ is a solution of the

primal by linear duality.

If one formulates a Multi-TTV computation by unrolling the loop over the tensor

rank, then each factor matrix is replaced by R factor vectors, the input tensor is

replaced by R input tensors with one less mode, and the output tensor is by R

output tensors with one less mode. Note that this formulation is why we call the

computation a Multi-TTV. The number of arrays is m = (J + 2)R. The depth of the

nested loops decreases by 1 to be d = N . Following through as before we get

∆ =

(
IJ×JR 1J×R 0J×R

0N−J×JR 1N−J×R 1N−J×R

)
.
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Lemma 3.2.9. The solution of the linear program

min 1T s subject to ∆ · s ≥ 1 and s ≥ 0, (3.6)

where

∆ =

(
IJ×J · · · IJ×J 1J×R 0J×R

0N−J×JR 1N−J×R 1N−J×R

)
,

is s∗ = (0, . . . , 0, 1/R, . . . , 1/R, 0, . . . , 0)T with 1T s∗ = 1.

Proof. The dual linear program is

max 1T t subject to ∆T · t ≤ 1 and t ≥ 0.

Note that t∗ = (1/N, . . . , 1/N)T is feasible, and 1T t∗ = 1T s∗, so s∗ is a solution of

the primal by linear duality.

The bounds will remain the same because the factor of R from
∏

j∈[m]

(
s∗j/σ

∗)s∗j
replaces the factor of R that is no longer in |I|.

We begin by considering the parallel memory dependent bound.

Corollary 3.2.10. Any parallel algorithm that computes a Multi-TTV over J modes

using N + 1 nested loops involves at least

IR

3P
−M sends and receives. (3.7)

Note that extending the parallel memory independent bound given by Theo-

rem 3.1.3 to this computation yields

IR

P
− γ IR

P
− γ

R
∏N

j=J+1 Ij

P
− δ

∑
j∈[J ]

IjR

P
≤ 0. (3.8)

Thus, the communication lower bound is 0. This trivial bound degenerates because
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it exploits the parallelism in the dimension corresponding to R. As we did for the

1-Dimensional bound for MTTKRP, we can instead consider the data dependencies

to see that if the number of processors is greater than R, some communication will

be necessary.

Communication-Optimal Parallel Algorithms for Partial-MTTKRP and

Multi-TTV

Partial-MTTKRP For Partial-MTTKRP, the one dimensional bound will prove

to be the most important as the dimension tree optimization of CP-ALS chooses J

such that
∏N

j=J+1 Ij ≈ I1/2. Consider a 4 dimenional cubical tensor with Ik = 1000.

Then I1 + I2 = 2000 when I3I4 = 1, 000, 000, so for P < 500 the one dimensional

algorithm would be used.

Thus, the most useful parallel algorithm for performing a Partial-MTTKRP cor-

responds to the algorithm with a one dimensional processor grid for computing a full

MTTKRP. To extend such an algorithm to a Partial-MTTKRP without requiring the

tensor to be matricized over the uncontracted modes, we use anN−J dimensional pro-

cessor grid that partitions only the uncontracted N−J modes of the tensor, or we can

consider the N dimensional processor grid to have dimensions 1×· · ·×PJ+1×· · ·×PN .

For simplicity, we assume that the Partial-MTTKRP is performed over the first J

modes of the tensor X . Because the processor grid is N − J dimensional and only

divides modes of the input tensor, each processor p indexed by (pJ+1, . . . , pN) initially

(before execution) stores a subtensor XpJ+1,...,pN , and for each k ∈ [J ], a part A(k)
p in

a partition of A(k). During execution it also stores the matrices A(k), k ∈ [J ]. After

execution, the processor stores a subtensor YpJ+1,...,pN .

Corollary 3.2.11. Suppose that
∑

k∈[J ] Ik ≤
∏N

j=J+1 Ij/P . Then Algorithm 9 is

communication-optimal to within a constant factor.

81



Algorithm 9 Parallel 1D Partial-MTTKRP Algorithm

1: function Yp = Par-Gen-Partial-MTTKRP(Xp, {A(k)
p })

2: p = (pJ+1, . . ., pN ) is my processor id
3: for each k ∈ [J ] do

4: A(k) = All-Gather(A
(k)
p ,(:, . . . , :))

5: end for
6: Yp = Local-Partial-MTTKRP(Xp, {A(k)})
7: end function

The proof follows that of Theorem 3.2.6.

Multi-TTV As previously noted, with perfect data distribution it is possible to

perform Multi-TTV with computational load balance and no communication. This

is clearly achieved when all parallelization is performed over the dimension of the

iteration space corresponding toR, as no communication is necessary in that situation.

Thus the data distribution for a communication-optimal parallel Multi-TTV or-

ganizes processors into a 1-dimensional processor grid. The matrix column dimension

is partitioned into P parts [R] = {Tp}p∈[P ], and each processor p initially stores a

subtensor Xp = X (I1, . . . , IN , Tp), and sub matrices A(j)
p (Ij, Tp) for all j ∈ [J ], and

computes a subtensor Yp = Y(IJ+1, . . . , IN , Tp) via a local Multi-TTV computation.

Comparing the Communication Cost of Methods to Compute MTTKRP

in Parallel

At this time, we have considered three methods to compute an MTTKRP. The first

method involves forming the full Khatri-Rao product and multiplying by the matri-

cized tensor. The second method computes the MTTKRP directly via an algorithm

like Algorithm 7. The third method involves performing a Partial-MTTKRP over J

modes followed by a sequence of Multi-TTV computations.

Ideally, we would be able to show that one method always performs less commu-

nication than the other two methods. We have already seen that direct methods for
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computing MTTKRP perform less communication than multiplying the matricized

tensor by the Khatri-Rao product. To compare direct methods, like those in Algo-

rithm 7, with methods coming from dimension trees we can only compare the commu-

nication cost of a full MTTKRP to the communication cost of a Partial-MTTKRP.

Unfortunately, it is not possible to demonstrate that one method always performs

less communication that the other. Modelling demonstrates that for a small number

of processors performing a Partial-MTTKRP requires less communication than per-

forming a full MTTKRP. However, a Partial-MTTKRP stays in a one dimensional

algorithm much longer. When using a one dimensional algorithm, the communica-

tion cost is roughly constant as the number of processors increases. Thus, performing

a Partial-MTTKRP eventually requires more communication than performing a full

MTTKRP. The point when performing a Partial-MTTKRP requires more communi-

cation than performing a full MTTKRP is precisely when
∑

j∈[J ] Ij ≥ N(I/P )1/N .

While this work does not prove that for a large number of processors communica-

tion is minimized by performing dimension trees locally, it provides evidence that our

initial predictions were correct and communication is minimized for large numbers of

processors when dimension tree optimizations are performed locally.

3.2.4 Communication Lower Bounds For All-At-Once-MTTKRP and Both-

At-Once-Partial-MTTKRP

Section 3.2.3 compared lower bounds for the communication required to compute

one MTTKRP to the communication required to compute one Partial-MTTKRP.

These are clearly valid lower bounds for a single iteration of an algorithm that com-

putes CP-ALS in the corresponding fashion as at least one MTTKRP or Partial-

MTTKRP needs to be computed. In this section, we will compare communication

bounds to compute all N MTTKRP computations at once either through an All-
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Figure 3.4: Model of strong-scaling communication performance comparing Algo-
rithm 6, Algorithm 7, MTTKRP via matrix multiplication, and the lower bound for
a single Partial-MTTKRP computed over J modes (J < N − 1) for a cubical tensor
where Ik = 215 for all k ∈ [N ] and R = 215. As before the matrix multiplication
costs are computed using the CARMA algorithm [30], but they do not include the
communication costs of forming the Khatri-Rao product
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At-Once-MTTKRP computation, or by parallelizing dimension trees and performing

a Both-At-Once-Partial-MTTKRP computation. To develop bounds using the SNL

framework we will need a strong assumption that the entire body of the nested for

loops is computed atomically. This assumption is clearly broken in any alternating al-

gorithm, as each factor matrix must be completely updated before updating the next

factor matrix. However, it is a reasonable, albeit very strong, assumption for gradient

based algorithms to compute a CP-decomposition that update all factor matrices at

once.

First, we consider the All-At-Once-MTTKRP computation that takes as its input

the N -way tensor X , N ≥ 2, indexed over I1×· · ·× [IN ] and set of N factor matrices

{A(k)}k∈[N ] where A(k) is indexed over Ik×R. The output of the computation is a set

of N matrices {B(n)}n∈[N ] where B(n) is indexed over In ×R. The arrays B(n) are all

computed in the body of the nested loops using the same computation as MTTKRP.
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We can represent this computation with pseudocode given by

for i1 = 1:I1, for i2 = 1:I2, . . . , for iN = 1:IN , for r = 1:R,

B(1)(i1, r) = B(1)(i1, r) +
(
X (i1, . . . , iN) ∗

[←↩] A(2)(i2, r) ∗ · · · ∗A(N)(iN , r)
)

...

B(n)(in, r) = B(n)(in, r) +
(
X (i1, . . . , iN) ∗

[←↩] A(1)(i1, r) ∗ · · · ∗A(n−1)(in−1, r) ∗

[←↩] A(n+1)(in+1, r) ∗ · · · ∗A(N)(iN , r)
)

...

B(N)(iN , r) = B(N)(iN , r) +
(
X (i1, . . . , iN) ∗

[←↩] A(1)(i1, r) ∗ · · · ∗A(N−1)(iN−1, r)
)

.

Note that the atomicity assumption for the lower bounds requires that all N output

matrix contributions given in the innermost loop must be computed at the same time.

Specifically for a given vector of indices (i1, . . . , iN , r), the processor must have in its

fast / local memory one element of the tensor X (i1, . . . , iN), a set of N elements one

from each factor matrix {A(k)(ik, r)}k∈[N ], and N elements of the arrays which are

accumulating N -ary multiplies, one from each accumulator {B(n)(in, r)}n∈[N ].

The atomicity assumptions are particularly strong in this case as it precludes all

alternating algorithms.

Extending the idea of accumulatingN -ary multiplies into multiple output arrays to

the dimension tree algorithm presented by Phan et al. [59], we consider a computation

86



that computes both Partial-MTTKRP computations used at the top of the dimension

tree. The Both-At-Once-Partial-MTTKRP computation takes as input the N -way

tensor X and N -tuple of factor matrices {A(k)}k∈[N ] as before. Given J , the mode

that determines the split between the two Partial-MTTKRP computations, a Both-

At-Once-Patrial-MTTKRP outputs two arrays, Y(1) indexed over IJ+1 × · · · × [IN ],

and Y(2) indexed over I1 × · · · × IJ which accumulate the outputs of the J-ary and

(N − J)-ary multiplies respectively.

for i1 = 1:I1, for i2 = 1:I2, . . . , for iN = 1:IN , for r = 1:R,

Y(1)(iJ+1, . . . , iN , r) = Y(r)(iJ+1, . . . , iN , r) +
(
X (i1, . . . , iN) ∗

[←↩] A(1)(i1, r) ∗ · · · ∗A(J)(iJ , r)
)

,

Y(2)(i1, . . . , iJ , r) = Y(`)(i1, . . . , iJ , r) +
(
X (i1, . . . , iN) ∗

[←↩] A(J+1)(iJ+1, r) ∗ · · · ∗A(N)(iN , r)
)

,

The caveat about using communication lower bounds developed for All-At-Once-

MTTKRP computations to bound the communication required by an iteration of an

alternating algorithm that computes the CP-decomposition also applies to the com-

munication lower bounds developed for Both-At-Once-Patrial-MTTKRP algorithms.

All-At-Once-MTTKRP

As before to develop lower bounds for an All-At-Once-MTTKRP computation, we

begin by finding the matrix ∆, then solving the linear program Equation (3.1) to de-

termine σ∗, then choosing a specific s∗. For any All-At-Once-MTTKRP computation,

we have N + 1 input arrays, the N factor matrices and one tensor, and N output

arrays corresponding to the updates N factor matrices. The iteration space still it-

erates over every index, so the depth of the nested loops is d = N + 1. We use the
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first N projections to project on the input factor matrices, so for j ∈ [N ], dj = 2 and

πj = {(1, j), (2, d)}. We will use the next N projections to project onto the output

factor matrices. Thus for j ∈ [N + 1, 2N ], dj = 2 and πj = {(1, j − N), (2, d)}.

Finally we use the last projection for the input tensor X , so d2N+1 = N , and

π2N+1 = {(1, 1), . . . , (N,N)}. Thus

∆ =

(
IN×N IN×N 1N×1
11×N 11×N 0

)
.

Lemma 3.2.12. The solution of the linear program

min 1T s subject to ∆ · s ≥ 1 and s ≥ 0, (3.9)

where

∆ =

(
IN×N IN×N 1N×1
11×N 11×N 0

)
,

is s∗ = (1/(2N), . . . , 1/(2N), 1−1/N)T with 1T s∗ = 2−1/(N).

Proof. Note that t∗ = (1/(N), . . . , 1/(N), 1 − 1/N) is a feasible solution to the dual

linear program, and 1T t∗ = 1T s∗, so s∗ is a solution of the primal by linear duality.

As before, we begin with the parallel memory dependent bound.

Corollary 3.2.13. Any parallel All-At-Once-MTTKRP algorithm that computes all

N N-ary multiplies atomically involves at least

4NIR

P (3M)1−1/N
−M sends and receives. (3.10)

We also consider the first parallel memory independent bound.

Corollary 3.2.14. Any parallel All-At-Once-MTTKRP algorithm which computes

the N N-ary multiplies in the loop body atomically, where each processor owns at
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most δIkR/P entries of a factor matrix and at most γI/P tensor entries, γ, δ > 1,

some processor performs at least

2

(
4NIR

P

) N
2N−1

− 2δ
∑
k∈[N ]

IkR

P
− γ I

P
sends and receives. (3.11)

Note that the first bound is within a factor of 2 of the bounds for MTTKRP, and

the final bound is within a factor of 24/3 of MTTKRP. However, while the bounds are

the same, the assumptions are much stronger as more computation is required to be

atomic.

Both-At-Once-Partial-MTTKRP

Extending the notion of computing multiple outputs at once to the work of Phan et

al., we can develop a bound on the communication cost of computing both Partial-

MTTKRP computations required in the dimension tree approach. As with the bounds

for All-At-Once-MTTKRP, this bound is only appropriate when computing a gradi-

ent based CP-decomposition where all factor matrices are updated simultaneously.

Otherwise, data dependencies ensure that the assumption of atomicity is broken.

As before, we begin by finding the matrix ∆, then solving the linear program

Equation (3.1) to determine σ∗, then choose a specific s∗. For any Both-At-Once-

Patrial-MTTKRP computation, we haveN+1 input arrays, theN factor matrices and

one tensor, and 2 output arrays corresponding to the output tensors. The iteration

space still iterates over every index, so the depth of the nested loops is d = N + 1.

We use the first N projections to project on the input factor matrices, so for j ∈ [N ],

dj = 2 and πj = {(1, j), (2, d)}. We use the next projection for the input tensor X , so

dN+1 = N , and πN+1 = {(1, 1), . . . , (N,N)}. Finally the last two projections are for

the two output tensors. We will use the first of these for the result of the MTTKRP
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over the last N−J modes, so dN+2 = J+1 and πN+2 = {(1, 1), . . . , (J, J), (J+1, d)}.

The projection onto the result of the MTTKRP over first J modes corresponds with

dN+3 = N − J + 1 and πN+3 = {(1, J + 1), . . . , (N − J,N), (N − J + 1, d)}. Thus

∆ =

IN×N 1N×1 1J×1 0J×1
0N−J×1 1N−J×1

11×N 0 1 1

 .

Lemma 3.2.15. The solution of the linear program

min 1T s subject to ∆ · s ≥ 1 and s ≥ 0, (3.12)

where

∆ =

IN×N 1N×1 1J×1 0J×1
0N−J×1 1N−J×1

11×N 0 1 1

 ,

is s∗ = (0, . . . , 0, 1/2, 1/2, 1/2)T with 1T s∗ = 3/2.

Proof. The dual linear program is

max 1T t subject to ∆T · t ≤ 1 and t ≥ 0.

Note that t∗ = (1/(2J), . . . , 1/(2J), 1/(2(N − J)), . . . , 1/(2(N − J)), 1/2), where the

first J terms are 1/(2J), and the next N − J terms are 1/(2(N − J)), is feasible, and

1T t∗ = 1T s∗, so s∗ is a solution of the primal by linear duality.

We can see from the linear program that the bounds will be worse than the bounds

for All-At-Once-MTTKRP as the reuse is that of matrix multiply. We consider the

memory dependent parallel bound first.

Corollary 3.2.16. Any parallel Both-At-Once-Partial-MTTKRP algorithm that com-
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putes both (J + 1)-ary multiplies atomically involves at least

IR

PM1/2
−M sends and receives. (3.13)

Now, we consider the memory independent parallel bound.

Corollary 3.2.17. Any parallel Both-At-Once-Partial-MTTKRP algorithm which

computes both (J + 1)-ary multiplies atomically where each processor owns at most

δIkR/P elements of any factor matrix, γI/P elements of the input tensor, and

γR
∏

j∈[J ] Ij/P and γR
∏N

j=J+1 Ij/P elements of the two output tensors, γ, δ > 1,

some processor performs at least

3

(
IR

P

)2/3

− δ
∑
k∈[N ]

IkR

P
−γ I

P
−γ

R
∏

j∈[J ] Ij

P
−γ

R
∏N

j=J+1 Ij

P
sends and receives.

(3.14)

While the bounds for All-At-Once-MTTKRP have a factor of N that the bounds

for Both-At-Once-MTTKRP lack, the exponent of both the memory dependent and

memory independent bounds are better. We conclude that under the very strong

assumptions of atomicity, communication is lower when computing an All-At-Once-

MTTKRP, and thus dimension tree optimizations should be performed locally in this

case.

Communication-Optimal Algorithms for All-At-Once-MTTKRP

The lower bounds on communication demonstrate that if atomicity is enforced, All-

At-Once-MTTKRP should be preferred over both-at-once-MTTKRP when seeking to

minimize communication because whenNN ≤ (IR/P )(4N−2)/3, All-At-Once-MTTKRP

has a lower communication bound (ignoring subtractive terms) than Both-At-Once-

Patrial-MTTKRP. Thus, we will only consider algorithms for All-At-Once-MTTKRP
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Algorithm 10 Parallel General All-At-Once-MTTKRP Algorithm

1: function {B(n)
p } = Par-Gen-All-At-Once-MTTKRP(Xp, {A(k)

p })
2: p = (p0, p1, . . ., pN ) is my processor id
3: Xp1,...,pN = All-Gather(Xp,(:, p1, . . . , pN ))
4: for each k ∈ [N ] do

5: A
(k)
pk,p0 = All-Gather(A

(k)
p ,(p0, :, . . . , :, pk, :, . . . , :))

6: end for
7: {C(n)

pn,p0} = Local-All-At-Once-MTTKRP(Xp1,...,pN , {A(k)
pk,p0})

8: for each n ∈ [N ] do

9: B
(n)
p = Reduce-Scatter(C

(n)
pn,p0 ,(p0, :, . . . , :, pn, :, . . . , :))

10: end for
11: end function

computations. Of course, as before, it is appropriate to optimize the local computa-

tion by performing dimension tree based algorithms that use both-at-once-MTTKRP.

We consider the exact processor grid described in Section 2.5.3. The only difference

in the data distribution itself, is that instead of starting with N−1 partitions of input

factor matrices A(k)
p a processor begins with a partition of all N input factor matrices.

During the computation a processor computes N temporary factor submatrices C(n)
pn,p0

and finally stores a partition of N reduced factor matrices B(n)
p .

We can see that the communication cost of Algorithm 10 is bounded above by

(P0 − 1) max
p

nnz(Xp) + 2
∑
k∈[N ]

(
P

P0Pk
− 1

)
max

p
nnz(A(k)

p ).

As this is less than twice the bound for the communication cost of a single MTTKRP,

and the lower bounds for All-At-Once-MTTKRP are twice those of MTTKRP, the

optimality of Algorithm 10 is a result of the optimality of Algorithm 7.

3.2.5 Discussion on the Optimal Use of Dimension Trees

In Sections 3.2.3 and 3.2.4 we were able to derive lower bounds for the alternative

computations used in dimension tree optimizations for computing the update of all

factor matrices in an iteration of a CP algorithm. While the ease with which the lower
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bounds were generated from the SNL framework demonstrated the strength of those

ideas, the lower bounds themselves were ultimately unable to meet the desired end of

determining the best communication for an iteration of CP-ALS. The first approach

failed because while a Partial-MTTKRP usually requires more communication than

a full MTTKRP, that is not always true when the number of processors is small so

no proof can be made. The second approach of comparing All-At-Once-MTTKRP

to Both-At-Once-MTTKRP provided lower bounds but on the strong assumption of

atomicity. The assumption of atomicity is inappropriate in an alternating algorithm

as each factor matrix must be updated before the other factor matrices. Even algo-

rithms which update all factor matrices simultaneously may be able to achieve lower

communication by breaking the assumption of atomicity of the inner loop iteration.

3.3 Communication Lower Bounds for Kernel Computations

Used When Computing a Tucker Decomposition

3.3.1 Multi-TTM

An additional tensor computation of interest is Multiple Tensor Times Matrix (Multi

TTM). Our motivating example for this computation comes from the Tucker decom-

position algorithm called Higher Order SVD where Multi-TTM generates a core tensor

from the data tensor and factor matrices, or recovers the data tensor from its Tucker

decomposition. Let Y be the N -mode output tensor indexed over [R1]× · · · × [RN ],

and X the N -mode input tensor indexed over [I1]×· · ·× [IN ]. Finally, let A(k) be the

factor matrix of the kth mode indexed over [Rk]× [Ik].

We begin by considering an example when N = 2. Then the input and output

tensors are in fact matrices X,Y, and Y = A(1)TXA(2). Multi-TTM is usually

performed as a series of tensor times matrix (TTM) computations. We see the N = 2

case can be performed as two matrix multiplications. However, we will define the
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Multi-TTM to perform all the products at once. Our definition will come at a greater

arithmetic cost, as atomicity assumptions preclude the precomputation of partial N -

ary multiplies, but it will allow future comparisons with the serial approach.

We can write pseudocode for Multi-TTM with the following:

for i1 = 1:I1, for i2 = 1:I2, . . . , for iN = 1:IN ,

for r1 = 1:R1, for r2 = 1:R2, . . . , for rN = 1:RN ,

Y(r1, . . . , rN) = Y(r1, . . . , rN) +
(
X (i1, . . . , iN) ∗

[←↩] A(1)(r1, i1) ∗ · · · ∗A(N)(rN , iN)
)

Mathematically this can be written as:

Y(r1, . . . , rN) =
∑

(ij∈[Ij ])j∈[N ]

X (i1, . . . , iN)
∏
j∈[N ]

A(j)(rj, ij),

where the summation is subscripted by (N)-tuples (i1, . . . , iN) that range over the

index set [I1]× · · · × [IN ].

Similar to MTTKRP, Multi TTM can be partially computed over a subset of the

modes. We will compute the Multi-TTM over modes 1, . . . , J . Pseudocode for this
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computation can be given by the following:

for i1 = 1:I1, . . . , for iJ = 1:IJ ,

for r1 = 1:R1, for r2 = 1:R2, . . . , for rN = 1:RN ,

Y(r1, . . . , rJ , iJ+1, . . . , iN) =

[←↩] Y(r1, . . . , rJ , iJ+1, . . . , iN) +
(
X (i1, . . . , iN) ∗

[←↩] A(1)(r1, i1) ∗ · · · ∗A(J)(rJ , iJ)
)

Mathematically this can be written as:

Y(r1, . . . , rJ , iJ+1, . . . , iN) =∑
(ij∈[Ij ])j
j∈[J ]

X (i1, . . . , iN)
∏
j∈[J ]

A(j)(rj, ij),

where the summation is subscripted by J-tuples (i1, . . . , iJ) that range over the index

set [I1]× · · · × [IJ ].

3.3.2 Communication Lower Bounds for Multi-TTM

A Multi-TTM computation takes an N dimensional input tensor, N factor matrices

each indexed over one mode of the input tensor and the corresponding mode of the

output tensor, and produces an N dimensional tensor as output. Thus the iteration

space has dimension d = 2N . We will use the first N projections to project onto

the factor matrices. Thus for j ∈ [N ], dj = 2 and πj = {(1, j), (2, N + j)}. The

next projection we will use as the projection onto the input tensor so dN+1 = N and

πN+1 = {(1, 1), . . . , (1, N)}. The last projection will project onto the output tensor
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so dN+2 = N and πN+2 = {(1, N + 1), . . . , (N, d)}. Thus

∆ =

(
IN×N 1N×1 0N×1
IN×N 0N×1 1N×1

)
.

Lemma 3.3.1. The solution of the linear program

min 1T s subject to ∆ · s ≥ 1 and s ≥ 0, (3.15)

where

∆ =

(
IN×N 1N×1 0N×1
IN×N 0N×1 1N×1

)
,

is s∗ = (0, . . . , 0, 1, 1)T with 1T s∗ = 2.

Proof. The dual linear program is

max 1T t subject to ∆T · t ≤ 1 and t ≥ 0.

Note that t∗ = (1/N, . . . , 1/N) is feasible, and 1T t∗ = 1T s∗, so s∗ is a solution of the

primal by linear duality.

As before, we let I =
∏

k∈[N ] Ik be the product of the input tensor dimensions.

Additionally, let R =
∏

k∈[N ]Rk be the product of the output tensor dimensions.

Corollary 3.3.2. Any parallel Multi TTM algorithm involves at least

4IR

9PM
−M sends and receives. (3.16)

Corollary 3.3.3. Any parallel Multi TTM algorithm where each processor owns at

most γI/P elements of the input tensor and at most γR/P elements of the output
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tensor, γ ≥ 1, some processor performs at least

2

(
IR

P

)1/2

− γ I
P
− γR

P
sends and receives. (3.17)

Note that the cost of communicating the factor matrices does not appear in the

bounds at all.

3.3.3 Partial Multi-TTM

A Partial Multi-TTM computation takes an N dimensional input tensor, J factor

matrices each indexed over one mode of the input tensor and one mode of the output

tensor, and produces an N dimensional tensor as output. Thus the iteration space

has dimension d = N + J . We will use the first J projections to project onto the

factor matrices. Thus for j ∈ [J ], dj = 2 and πj = {(1, j), (2, N + j)}. The next

projection we will use as the projection onto the input tensor so dJ+1 = N and

πJ+1 = {(1, 1), . . . , (1, N)}. The last projection will project onto the output tensor so

dJ+2 = N and πJ+2 = {(1, N + 1), . . . , (J,N + J), (J + 1, J + 1), . . . , (N,N)}. Thus

∆ =

 IJ×J 1J×1 0J×1
0N−J×J 1N−J×1 1N−J×1
IJ×J 0J×1 1J×1

 .

We know that a single TTM is equivalent to matrix multiplication, and thus the

communication lower bounds should be the same. Therefore we expect that if J = 1,

σ∗ = 3/2. The reuse pattern changes when we multiply the tensor by more than

one matrix. Thus, we expect σ∗ = 2 if J > 1 as that is when the data reuse of the

computation changes.

We consider two cases, J = 1, and J > 1.
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Lemma 3.3.4. The solution of the linear program

min 1T s subject to ∆ · s ≥ 1 and s ≥ 0, (3.18)

where

∆ =

 1 1 0
0N−1×N−1 1N−1×1 1N−1×1

1 0 1

 ,

is s∗ = (1/2, 1/2, 1/2)T with 1T s∗ = 3/2.

Proof. The dual linear program is

max 1T t subject to ∆T · t ≤ 1 and t ≥ 0.

Note that t∗ = (1/2, 1/2(N − 1), . . . , 1/2(N − 1), 1/2) is feasible, and 1T t∗ = 1T s∗,

so s∗ is a solution of the primal by linear duality.

Lemma 3.3.5. The solution of the linear program

min 1T s subject to ∆ · s ≥ 1 and s ≥ 0, (3.19)

where

∆ =

 IJ×J 1J×1 0J×1
0N−J×J 1N−J×1 1N−J×1
IJ×J 0J×1 1J×1

 ,

for J > 1 is s∗ = (0, . . . , 0, 1, 1)T with 1T s∗ = 2.

Proof. The dual linear program is

max 1T t subject to ∆T · t ≤ 1 and t ≥ 0.

Note that t∗ = (1/J, . . . , 1/J, 0 . . . , 0, 1/J, . . . , 1/J) is feasible, and 1T t∗ = 1T s∗, so

s∗ is a solution of the primal by linear duality.
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By Lemma 3.3.4, we see that when we multiply a tensor by one matrix, the bound

will be the same as matrix multiplication. When we multiply a tensor by matrices

in more than one mode, Lemma 3.3.5 demonstrates the bound matches those for

multiplying a tensor by matrices in all modes, as expected. Because these bounds are

already known, we will not repeat them here.

3.3.4 Multi-TTM Algorithms

We consider the communication and computational cost of three algorithms for com-

puting Multi-TTM. The first algorithm is implemented in the Tucker-MPI package [4],

and performs a tensor times matrix computation serially in each mode. In order to be

communication-optimal, it must match the communication lower bounds for matrix

multiplication. The second algorithm is an N -dimensional algorithm where the input

tensor is stationary which was proposed by Battaglino et al. [12]. The third algorithm

is a novel 2N -dimensional algorithm.

In this section we will assume that all divisions are possible to avoid the necessity

of additional assumptions. For instance, we can assume that all tensor dimensions of

the input and output tensor are powers of two, and that the number of processors is

also a power of 2 with P < I for Algorithms 11 and 12, and P < IR for Algorithm 13.

Sequence-Multi-TTM

We begin by considering the data distribution. For an N -way tensor, we organize

processors into an N -way logical processor grid. We factor P = P1P2 · · ·PN and

identify each processor by an N -tuple p = (p1, . . . , pN) ∈ [P1]×· · ·× [PN ]. As before,

we partition each input tensor dimension k ∈ [N ] into Pk parts, [Ik] = {S(k)
pk }pk∈[Pk].

Additionally, we partition the output tensor dimensions k ∈ [N ] into Pk parts, [Rk] =

{T (k)
pk }pk∈[Pk]. Each processor p initially (before execution) stores a subtensor Xp, and
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Algorithm 11 Sequence-Multi-TTM

1: function Yp = Tucker-MPI-Multi-TTM(Xp, {A(k)
p })

2: p = (p1, . . . , pN ) is my processor id
3: for each k ∈ [N ] do

4: A
(k)
pk = All-Gather(A

(k)
p , (:, . . . , :, pk, :, . . . , :))

5: if k = 1 then
6: Zpk = Local-TTM(Xp, {A(k)

pk })
7: else
8: Zpk = Local-TTM(Y(k−1)

p , {A(k)
pk })

9: end if
10: if k 6= N then

11: Y(k)
p = Reduce-Scatter(Zpk , (p1, . . . , pk−1, :, pk+1, . . . , pN ))

12: else
13: Yp = Reduce-Scatter(ZpN , (p1, . . . , pN−1, :))
14: end if
15: end for
16: end function

for each k ∈ [N ], a part A(k)
p in a partition of A(k)

pk
= A(k)(S

(k)
pk , T

(k)
pk ), across processors

p′ with p′k = pk. During execution it also stores the submatrices A(k)
pk

, k ∈ [N ], tensors

Y(k)
p that store the intermediate output tensors of the sequence computation, and

tensors Z(k)
pk which are used in the summation of Y(k)

p . After execution, the processor

stores a subtensor Yp = Y(T
(1)
p1 , . . . , T

(N)
pN ).

The communication steps in Algorithm 11 are the All-Gather of factor matrices

in each mode, and the Reduce-Scatter of the temporary or output tensor. The All-

Gathers cost
∑

k∈[N ](P/Pk − 1)(IkRk/Pk)/(P/Pk), while the Reduce-Scatters cost∑
k∈[N ]

(Pk−1)
Pk

∏
i∈[k]Ri

∏N
j=k+1

Ij
Pj

. Therefore the total communication cost is no more

than

∑
k∈[N ]

IkRk

Pk
+
∏
j∈[k]

Rk

N∏
i=k+1

Ii
Pi

 . (3.20)

The arithmetic cost of Algorithm 11 come from the local-TTM and the Reduce-

Scatter. For iteration k, the Local-TTM is completely load balanced and (2Ik −

1)
∏

j∈[k]Rk

∏N
i=k+1 Ii FLOPs are performed. The reduce scatter in iteration k is per-
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Algorithm 12 Parallel-Stationary-Input-Tensor-Multi-TTM

1: function Yp = Parallel-Stationary-Input-Tensor-Multi-TTM(Xp, {A(k)
p })

2: p = (p1, . . . , pN ) is my processor id
3: for each k ∈ [N ] do

4: A
(k)
pk = All-Gather(A

(k)
p , (:, . . . , :, pk, :, . . . , :))

5: end for
6: Zp = Local-Multi-TTM(Xp, {A(k)

pk })
7: Yp = Reduce-Scatter(Zp, (:, . . . , :))
8: end function

formed on
∏

j∈[k]Rj

∏N
i=k+1 Ii/P words across Pk processors. Thus the computational

cost of Algorithm 11 is no more than

1

P

∑
k∈[N ]

2Ik
∏
j∈[k]

Rj

N∏
i=k+1

Ii

 . (3.21)

Stationary Input Tensor Multi-TTM

As before, we begin by considering the data distribution. For an N -way tensor,

we organize processors into an N -way logical processor grid, again factoring P =

P1P2 · · ·PN and identify each processor by an N -tuple p = (p1, . . . , pN) ∈ [P1] ×

· · · × [PN ]. As before, we partition each input tensor dimension k ∈ [N ] into Pk

parts, [Ik] = {S(k)
pk }pk∈[Pk]. The initial data distribution exactly matches the previous

distribution with each processor p storing a subtensor Xp, and for each k ∈ [N ], a

part A(k)
p as before. During execution it also stores the submatrices A(k)

pk
, k ∈ [N ], and

tensors Zpk which are used in the summation of Yp. After execution, the processor

stores a part Yp in a partition of Y .

The communication steps in Algorithm 12 are the All-Gather of factor matrices

in each mode, and the Reduce-Scatter of the output tensor. The All-Gathers still

cost
∑

k∈[N ](P/Pk − 1)(IkRk/Pk)/(P/Pk), while the Reduce-Scatter has cost ((P −
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1)/P )
∏

k∈[N ]Rk. Therefore the total communication cost is

∑
k∈[N ]

[(
P

Pk
− 1

)
IkRk

P
R

]
+

(P − 1)

P

∏
k∈[N ]

Rk ≤ R +
∑
k∈[N ]

IkRk

Pk
. (3.22)

If Ik/Pk ≤ R/Rk for all k ∈ [N ], then the communication is dominated by the Reduce-

Scatter of the output tensor. Thus Algorithm 12 is communication-optimal if there

exists a processor grid such that Ik/Pk ≤ R/Rk for all k ∈ [N ] and R1/2 ≤ c(I/P )1/2

for some constant c.

This algorithm is not entirely work efficient as processors apply operations on

temporary data that is yet to be summed over products. The arithmetic cost of

the Local-Multi-TTM is (IRN + IR) /P which is greater than the arithmetic cost of

Algorithm 11. However, if a processor performs the Local-Multi-TTM using Sequence-

Multi-TTM, the arithmetic cost of the Local-Multi-TTM becomes

∑
k∈[N ]

(
2
Ik
Pk
− 1

)∏
i∈[k]

Ri

N∏
j=k+1

Ij
Pj
.

In addition the Reduce Scatter is performed on R words of data across P processors

and thus has an arithmetic cost of (1− 1/P )R. Thus the total arithmetic cost after

performing the local optimization is no more than

∑
k∈[N ]

2
∏
i∈[k]

Ri

N∏
j=k

Ij
Pj

+R. (3.23)

So we see that even after the local computation is optimized, the arithmetic cost is

greater than the arithmetic cost of Algorithm 11.
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Algorithm 13 Parallel-General-Multi-TTM

1: function Yp = Parallel-General-Multi-TTM(Xp, {A(k)
p })

2: p = (p1, . . . , p2N ) is my processor id
3: Xp1,...,pN = All-Gather(Xp, (p1, . . . , pN , :, . . . , :))
4: for each k ∈ [N ] do

5: A
(k)
pk,pN+k = All-Gather(A

(k)
p , (:, . . . , :, pk, :, . . . , :, pN+k, :, . . . , :))

6: end for
7: ZpN+1,...,p2N = Local-Multi-TTM(Xp1,...,pN , {A

(k)
pk,pN+k})

8: Yp = Reduce-Scatter(ZpN+1,...,p2N , (:, . . . , :, pN+1, :, . . . , p2N ))
9: end function

General Multi-TTM

Again, we begin by defining the data distribution. For an N -way tensor, we organize

processors into an 2N -way logical processor grid. We factor P = P1P2 · · ·P2N and

identify each processor by an 2N -tuple p = (p1, . . . , p2N) ∈ [P1]×· · ·× [P2N ]. As with

the Sequence-Multi-TTM, we partition both input and output tensor dimensions,

although this time into different size partitions. For k ∈ [N ] we partition [Ik] into

Pk parts, [Ik] = {S(k)
pk }pk∈[Pk], and Rk into PN+k parts, [Rk] = {T (k)

pN+k}pk∈[PN+k]. Each

processor p initially (before execution) stores a part Xp in a partition of the subtensor

Xp1,...,pN = X (S
(1)
p1 , . . . , S

(N)
pN ), and for each k ∈ [N ], a part A(k)

p in a partition of the

submatrix A(k)
pkpN+k

= A(k)(S
(k)
pk , T

(k)
pN+k), across processors p′ with p′k = pk, p

′
N+k =

pN+k. During execution it also stores the submatrices A(k)
pkpN+k

, k ∈ [N ], tensor

ZpN+1,...,p2N which is used in the summation of Yp. After execution, the processor

stores a part Yp in a partition of the subtensor YpN+1,...,p2N = Y(T
(1)
pN+1 , . . . , T

(N)
p2N ).

Let PI =
∏

k∈[N ] Pk and PR =
∏

k∈[N ] PN+k, then P = PIPR. Three steps in Algo-

rithm 13 perform communication, the All-Gather of the input tensor, the All-Gather

of each factor matrix, and the Reduce-Scatter of the output tensor. To All-Gather

the input tensor each processor gathers I/PI words from PR processors for a cost of

(PR − 1)I/P . To Reduce-Scatter the output tensor, each processor scatters R/PR

words across PI processors for a cost of (PI − 1)R/P . To All-Gather a factor matrix,
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each processor gathers IkRk/(PkPN+k) words from P/(PkPN+k) processors for a cost

of (P/(PkPN+k)− 1)IkRk/P . Thus, the total communication cost of Algorithm 13 is(
I

PI
− I

P

)
+

(
R

PR
− R

P

)
+
∑
k∈[N ]

(
IkRk

PkPN+k

− IkRk

P

)
(3.24)

≤ I

PI
+

R

PR
+
∑
k∈[N ]

IkRk

PkPN+k

. (3.25)

If it is possible to choose a processor grid such that Ik/Pk ≈ Rk/Pk for all k ∈ [N ]

and Ij/Pj ≈ Ik/Pk for all j 6= k we see that Algorithm 13 should approach the

communication lower bound asymptotically.

As with Algorithm 12, Algorithm 13 is not work efficient. However, optimizing the

local computations using a local Sequence-Multi-TTM computation, we can reduce

the cost of the local computation to

∑
k∈[N ]

(2
Ik
Pk
− 1

) ∏
j∈[k]

Rj

PN+j

N∏
i=k+1

Ii
Pi

 .

The Reduce-Scatter involves
∏

j∈[N ]Rj/PN+j words and PI processors, thus it has

an arithmetic cost of (1 − 1/PI)
∏

j∈[N ]Rj/PN+j. Thus the total arithmetic cost of

Algorithm 13 is no more than

∑
k∈[N ]

2
∏
j∈[k]

Rj

PN+j

N∏
i=k

Ii
Pi

+
∏
j∈[N ]

Rj

PN+j

. (3.26)

Note that if PN+j = 1 for all j ∈ [N ], this matches the arithmetic cost of Algorithm 12.
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FLOPs Words

Algorithm 11
1

P

∑
k∈[N ]

2
∏
j∈[k]

Rj

N∏
i=k

Ii

 ∑
k∈[N ]

IkRk

Pk
+
∏
j∈[k]

Rk

N∏
i=k+1

Ii
Pi



Algorithm 12 R +
∑
k∈[N ]

2
∏
j∈[k]

Rj

N∏
i=k

Ii
Pi

 R +
∑
k∈[N ]

IkRk

Pk

Algorithm 13
R

PR
+
∑
k∈[N ]

2
∏
j∈[k]

Rj

PN+j

N∏
i=k

Ii
Pi

 I

PI
+

R

PR
+
∑
k∈[N ]

IkRk

PkPN+k

Table 3.1: Leading order costs for parallel Multi-TTM algorithms.
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Chapter 4: Searching for Fast Algorithms

Fast algorithms for computing bilinear forms utilize additional properties like as-

sociativity and distributivity to reduce the number of multiplicative steps required

to compute the bilinear form. For bilinear forms that may be performed recursively

on matrices, using these fast algorithms reduces the computational complexity, and

in the case of matrix multiplication reduces the communication complexity. Fast

algorithms come about by precomputing sums and differences of inputs, then using

the distributive property of multiplication followed by more sums to carefully cancel

terms. Note that our previous work on communication lower bounds did not allow for

distributivity, avoiding fast algorithms. Thus, distributivity, among other algebraic

axioms in the set of interest, is another assumption that bears close examination when

trying to beat complexity lower bounds.

Consider the problem of multiplying two complex numbers (a1 + b1i)(a2 + b2i) =

c + di. The classical method requires four real multiplications, M1 = a1a2,M2 =

a1b2,M3 = b1a2,M4 = b1b2, where c = M1−M4 and d = M2 +M3. However, complex

multiplication can also be performed with three real multiplications, with the 3M

method. Let M1 = a1a2,M2 = b1b2, and M3 = (a1 + b1)(a2 + b2). Then setting

c = M1 − M2 and d = M3 − M1 − M2 gives the same result. Note that the 3M

method requires 3 additional additive steps while saving only one multiplicative step.

Thus using the 3M method only improves performance when multiplication takes

significantly longer than addition. While this is not the case when the arguments

are floating point values, if the arguments are matrices, multiplication requires O(n3)

FLOPs when using a classical algorithm, whereas matrix addition requires O(n2)

FLOPs.
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Given vector spaces V,W,X over a field, and a bilinear map f : V ×W → X, we

can generate a tensor Tf that performs f . We determine matrices Ti such that for

any vectors a ∈ V,b ∈ W, c ∈ X with f(a,b) = c, aTTib = ci. We will usually use R

as our field of interest. Complex multiplication gives a 2× 2× 2 tensor whose slices

are

T1 =

[
1 0
0 −1

]
, T2 =

[
0 1
1 0

]
. (4.1)

Given a tensor Tf that represents a bilinear form f , an algorithm for computing f

using R real multiplications is given by an exact rank R CP-decomposition of Tf . In a

slight change of notation from the previous chapters, we store the vectors that define

the rank one components in three factor matrices U, V, and W, where U stores the

vectors of the first mode, the columns, V stores the vectors for the second mode, the

rows, and W stores the vectors for the third mode.

To read an algorithm from the factor matrices, treat each rank one component or

triple of columns, one from each factor matrix, as a multiplication. The first column of

U determines which elements of the first input contribute to the first multiplication,

the first column of V determines which elements of the second input are in the first

multiplication, and the first column of W determines which elements of the output

that are computed from the first multiplication. Consider the complex multiplication

tensor given in Equation (4.1). We show both the traditional multiplication algorithm

involving four real multiplications, and the algorithm using three real multiplications

written out as arithmetic operations and in factor matrix form.
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M1 M2 M3 M4

U a1 1 1 0 0
b1 0 0 1 1

V a2 1 0 1 0
b2 0 1 0 1

W c 1 0 0 -1
d 0 1 1 0

M1 = a1a2

M2 = a1b2

M3 = b1a2

M4 = b1b2

c = M1 −M4

d = M2 +M3.

M1 M2 M3

U a1 1 0 1
b1 0 1 1

V a2 1 0 1
b2 0 1 1

W c 1 -1 0
d -1 -1 1

M1 = a1a2

M2 = b1b2

M3 = (a1 + b1)(a2 + b2)

c = M1 −M2

d = M3 −M1 −M2.

While using three real multiplications instead of four for complex multiplication

may not seem like a huge improvement, especially at the cost of three extra additive

steps, the idea of performing fewer multiplicative steps by performing more additive

steps has been fundamental in improving the computational complexity of evaluating

matrix multiplication.

4.1 History

Winograd was the first to exploit the idea of pre-adding and subtracting terms in

order to perform fewer multiplicative steps giving a new algorithm for inner products

which he applied to matrix multiplication to halve the number of multiplications re-

quired at the expense of performing one and a half times as many additions as the

classical algorithm [72]. Winograd’s method performed the same number of FLOPs

as classical matrix multiplication, but he argued that the performance would be im-

proved “when the time required to multiply is longer than the time required to add.”
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Winograd’s algorithm can not be used recursively for matrix multiplication because

it requires commutativity to achieve the cancellations necessary. Thus, Winograd’s

algorithm did not decrease the asymptotic complexity of matrix multiplication which

was still believed to be O(n3). For the problem of matrix multiplication, reducing

multiplicative steps without requiring commutativity can make significant improve-

ments in asymptotic complexity because, when commutativity is not necessary, an

algorithm can be performed recursively. In a recursive algorithm a multiplicative step

is not multiplication of real numbers, but multiplication of two matrices, which takes

significantly longer than adding two matrices.

In 1969, Strassen published his paper “Gaussian Elimination is Not Optimal” [65]

giving a new algorithm for 2 × 2 matrix multiplication that used 7 multiplicative

steps. This yields a recursive algorithm for matrix multiplication that requires seven

recursive calls instead of the classical eight. While the algorithm comes at a cost of

18 matrix additions instead of four, overall Strassen’s algorithm performs no more

than O(nlog2 7) floating point operations for multiplying n × n matrices, which im-

proves the classical algorithms O(n3) computational cost. Strassen does not give any

insight into how he discovered his algorithm. However, Brent [16] gave a graphical

method of discovering Strassen’s algorithm. Additionally, Brent demonstrated that

both Winograd’s algorithm and Strassen’s algorithm are normwise stable, and gave

concrete improvements in computation time and page faults based on his implemen-

tation of a fast matrix multiplication algorithm in ALGOL W. Most importantly,

Brent gave the first numerical method to search for Strassen-like algorithms. Indeed,

the functions that he sets out to minimize are precisely the nonlinear optimization

problem for finding the CP-decomposition of a matrix multiplication tensor. This

work is the foundation for many later numerical searches, including our own.

Brent’s search was able to find Strassen’s algorithm, but unable to find algorithms
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with better asymptotic complexity. For 3× 3 matrix multiplication, the best solution

his search found required 25 multiplications. Brent noted that the objective function

for the problem of 2 × 2 matrices never approached 0 for rank 6 decompositions,

suggesting that 7 multiplications was optimal for 2× 2 matrices. The optimality was

later proved by Hopcroft and Kerr in [43] and [42]. In fact, [42] did far more than

prove the optimality of Strassen’s algorithm in number of mutliplications required.

Hopcroft and Kerr gave algorithms to multiply a p × 2 matrix by a 2 × n matrix

using d(3pn + max(n, p))/2e multiplications, and demonstrated that this number of

multiplications was optimal for p ∈ {1, 2}, n ≥ 1 or p = 3, n = 3 when not allowing

commutativity. In [73], Winograd proved that 2 × 2 matrices can not be multiplied

using less than 7 multiplications even when allowed commutativity.

Hopcroft and Musinski [41] extended the work of [42] by using duality to show

that the minimum number of multiplications to multiply m × n by n × k matrices

is the same as the number of multiplications required to multiply n × m by m × k

matrices, and all other permutations of the dimensions. Beyond the result itself, their

goal was to utilize composite solutions with 3×2 and 3×1 matrices to give insight into

the problem of 3 × 3 matrix multiplication. Contemplating combinations of smaller

problems was a fruitful approach. Indeed Laderman found the first algorithm for 3×3

matrix multiplication using 23 multiplicative steps, [50], by solving Brent’s equations

not with a numerical search, but by solving 4 smaller problems and cleverly combining

the solutions.

Beyond the extensions on the work in [42], [41] was the first work to consider

the equivalence and uniqueness of algorithms. Hopcroft and Musinski were able to

show that all algorithms computing 2× 2 matrix multiplication with 7 multiplicative

operations are equivalent to Strassen’s algorithm over the finite field with two elements

GF (2). While their proof relied heavily on the fact that the field was finite, De
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Groote [25, 26] extended their work and was able to prove this result over arbitrary

fields, in particular R. De Groote used techniques from algebraic geometry, specifically

the isotropy group, a group of automorphisms of a tensor, to derive his notions of

algorithmic equivalence.

Using the modern tensor notation, the numerical search seeks to minimize over

all U,V,W the Frobenius norm of the difference between the tensor X generated

by U,V and W and Tf , the tensor derived from the bilinear form. Thus the objec-

tive function for our numerical search is ||X − Tf ||F . One problem with numerical

search techniques is that we want to find solutions where all values fall in a finite set,

preferably {0,−1, 1} or some small set of numbers all of which take the form ±2k

for k ∈ Z. Unfortunately, the objective function frequently decreases while certain

elements in the solution blow up. Bini was the first to demonstrate the importance

of these solutions when he introduced the class of Arbitrary Precision Approximate

(APA) algorithms, and gave a family of such algorithms in [15]. In an APA algorithm,

the solutions to Brent’s equations are given by polynomials in ε, and the relative er-

ror depends not just on the arithmetic used, but also on ε. Indeed, this is where the

name comes from as in exact arithmetic, the error can be made arbitrarily small with

an appropriate choice of ε. Bini’s APA algorithm for 12 × 12 matrix multiplication

is assembled from algorithms for 2 × 2 matrix multiplication where the first matrix

has a 0 entry in the first column of the second row. Schönhage continued Bini’s

work, and explicitly related APA algorithms to border rank tensor decompositions

in [60]. Additionally, he demonstrated how Bini’s border rank solution for 12 × 12

matrix multiplication was part of a large family of APA algorithms for n× n matrix

multiplication that all come from carefully combining partial matrix multiplication

algorithms for smaller problems. He then used these ideas to prove bounds on both

the rank and border rank of various matrix multiplication tensors.
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Following this work came a number of articles that worked to improve the results

of numerical searches, specifically discretizing results. Especially when entries are

unbounded, numerical searches occasionally find solutions where the objective func-

tion can be made arbitrarily small, but never converge to 0 which correspond to APA

algorithms. However, even when no entries are unbounded, there is no known direct

polynomial time algorithm to discretize numerical solutions. Johnson and McLaugh-

lin, [46], were the first to state their heuristics for finding numerical solutions that are

not associated with border rank solutions, then discretizing the numerical solutions.

Their first change was to introduce a regularization term into the search to avoid

“zeros at infinity”, the solutions associated with border rank solutions. Then they

used rounding heuristics to force as many components as possible to only have entries

in the set {0,−1, 1}. At that time they would fix those components then repeat the

process until eventually all components were discretized. Using their techniques they

were able to find two families of rank 23 solutions to the 3× 3 matrix multiplication

problem.

Other authors that have explained their heuristics for discretizing solutions are

Smirnov, [62], Oh et al., [56], and Benson and Ballard [14]. In addition to his heuristics

for rounding, Smirnov provided a systematic way of using composite solutions to the

numerical problem, and was able to use his methods to find many new upper bounds

on the rank and border rank for different size problems. Oh et al. took a different

approach and focused on 3× 3 matrix multiplication. In addition to simplifying the

previous rounding heuristics, they applied DeGroote’s work to the algorithms they

discovered to prove that there are multiple equivalence classes of solutions to the 3×3

matrix multiplication problem that use 23 multiplicative steps.

The latest innovations in numerical searches come from exploiting the geometry

of matrix multiplication tensors. Burichenko addressed the symmetries of the (2, 2, 2)
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matrix multiplication tensor in [17]. Later he generalized his ideas to all matrix

multiplication tensors in [18]. Chiantini et al., [21], linked Burichenko’s work to the

numerical search in their paper on 2×2 matrix multiplication. Their work is extended

to the 3× 3 matrix multiplication problem in [10].

The automorphism group of the matrix multiplication tensor for n × n matrix

multiplication is known to be Zn+1 × Z3. The Z3 symmetry comes from the cyclic

invariance generated by cycling factor matrices U, V, and W. The Zn+1 symmetry

is induced by the action of similarity transformations on the tensor. A generalized

Comon Conjecture states that low rank decompositions of the matrix multiplica-

tion tensor should exist that share the same structure as the tensor itself, namely

cyclic invariance, and invariance under the similarity transformation by a matrix

M . Strassen’s algorithm demonstrates both cyclic and similarity transformation in-

variance, and we have successfully found many decompositions of the 3 × 3 matrix

multiplication tensor that demonstrate cyclic invariance.

4.2 Similarity Transformation Invariance ofM2,M3, andM4

The problem with continuing a general search has been the dimension of the parameter

space. For M2, a rank R decomposition has 3 ∗ 4 ∗ R parameters, thus a rank 7

decomposition has 84 parameters, and a rank R decomposition of Mn has 3 ∗R ∗ n2

parameters. Given that the rank of M3 is at least 21, searching for a general exact

decomposition occurs in a search space with a minimum of 567 parameters. The work

of Burichenko and others [10, 17, 18, 21] allows us to significantly reduce the number

of parameters in the search.

Let U,V,W give an exact decompositon ofMn. We will use u to denote both the

vector in U and its n×n for which u is the column major vectorization, and similarly

for v and w. A similarity transformation of the decomposition maps each rank one
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component u ◦ v ◦ w to M−1uM ◦M−1vM ◦M−1wM for some M ∈ GLn(R). A

decomposition is invariant under similarity transformations by M if the decomposi-

tion contains the image of every rank one component under the induced similarity

transformation. The decomposition U,V,W demonstrates Zn+1 automorphisms if

it is invariant under similarity transformations by some M ∈ GLn(R) such that

Mn+1 = I. Note that such an M exists for any n. As with cyclic invariance, a de-

composition is invariant if all rank one components are either fixed by the similarity

transformation by M, or grouped with other rank one components to form cycles

under the action of the similarity transformation. We will search for decompositions

of M2,M3, and M4 that demonstrate invariance under similarity transformations.

When n = 2, we consider the matrix

M =

[
0 −1
1 −1

]
. (4.2)

If a rank one component is fixed by the similarity transformation by M , then it must

take the form u ◦ v ◦ V w, where each of the u,v,w correspond to a matrix that has

the form [
α β
−β α + β

]
. (4.3)

To see this note that

[
α β
γ δ

]
= M2

[
α β
γ δ

]
M =

[
δ − β α + β − (γ + δ)
−β α + β

]
.

Thus γ = −β, and δ = α + β.

Rank one components that are not fixed will be contained in three cycles of the

form u ◦ v ◦ w,M2uM ◦M2vM ◦M2wM,MuM2 ◦MvM2 ◦MwM2. Given the

matrix corresponding to U,V or W, we can determine the other components of the
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cycle by looking at

M2

[
α β
γ δ

]
M =

[
δ − β α + β − (γ + δ)
−β α + β

]
, (4.4)

M

[
α β
γ δ

]
M2 =

[
γ + δ −γ

γ + δ − (β + α) α− γ

]
. (4.5)

Thus when n = 2, a fixed component is determined by 6 parameters, 2 each for u,v

and w, and a three cycle is determined by 12 parameters, 4 each for U,V and W.

Note that this reduces the number of parameters by 6 for every fixed component,

and by 24 for every three cycle. So a search for rank 7 decompositions that do not

demonstrate invariance has 3∗4∗7 = 84 parameters. Whereas a search for a solution

with the same invariance structure as Strassen’s algorithm, 1 fixed component and 2

three cycles, has 6 + 2 ∗ 12 = 30 parameters.

When n = 3, we consider the matrix

M =

0 0 −1
1 0 −1
0 1 −1

 . (4.6)

Note that Z4 has a subgroup isomorphic to Z2, so we not only have fixed components,

and 4 cycles, but 2 cycles as well. As when n = 2, the similarity transformation

enforces symmetries on the matrices corresponding to the vectors that make up fixed

components, so that each matrix has three parameters and is of the form

 α β γ
−(β + γ) α + β β + γ
−β −γ α + β + γ

 . (4.7)

Each two cycle is of the form u◦v ◦w,M3uM◦M3vM◦M3wM where the matrices
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corresponding to U,V and W each have five parameters and are of the form

 α β γ
δ ε −δ

γ + δ ε− (α + β + γ) α− δ

 , (4.8)

and the similarity transformation is given by

M3

 α β γ
δ ε −δ

γ + δ ε− (α + β + γ) α− δ

M (4.9)

=

 ε− β −(γ + δ) α + β + γ − ε
ε− (α + 2β + γ) α− (γ + δ) α + 2β + γ − ε

−β −γ α + β + γ

 . (4.10)

Four cycles take the form u ◦ v ◦w,M3uM ◦M3vM ◦M3wM,M2uM2 ◦M2vM2 ◦

M2wM2,MuM3◦MvM3◦MwM3 where the similarity transformation on the matrix

corresponding to U,V or W is given by

M3

α β γ
δ ε ζ
η θ ι

M =

ε− β ζ − γ α + β + γ − δ − ε− ζ
θ − β ι− γ α + β + γ − η − θ − ι
−β −γ α + β + γ

 , (4.11)

M2

α β γ
δ ε ζ
η θ ι

M2 =

 ι− ζ δ + ε+ ζ − η − θ − ι η − δ
−ζ δ + ε+ ζ −δ
γ − ζ δ − β − γ − α + ε+ ζ α− δ

 , (4.12)

M

α β γ
δ ε ζ
η θ ι

M3 =

 η + θ + ι −η −θ
η − β − γ − α + θ + ι α− η β − θ
η − ε− ζ − δ + θ + ι δ − η ε− θ

 . (4.13)

When n = 4, we consider the matrix

M =


0 0 0 −1
1 0 0 −1
0 1 0 −1
0 0 1 −1

 . (4.14)
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Here the decomposition is broken into fixed components and five cycles. As before,

fixed components take the form a ◦ b ◦ c, where a, b and c correspond to matrices with

four parameters of the form


α β γ δ

−(β + γ + δ) α + β β + γ γ + δ
−(β + γ) −(γ + δ) α + β + γ β + γ + δ
−β −γ −δ α + β + γ + δ

 . (4.15)

Five cycles take the form u ◦ v ◦w,M4uM ◦M4vM ◦M4wM,M3uM2 ◦M3vM2 ◦

M3wM2,M2um3 ◦m2vM3 ◦M2wM3,MuM4 ◦MvM4 ◦MwM4 where the action

of M on the component matrices of U,V, or W is given by

M4


α β γ δ
ε ζ η θ
ι κ λ µ
ν ξ o π

M =


ζ − β η − γ θ − δ α + β + γ + δ − ε− ζ − η − θ
κ− β λ− γ µ− δ α + β + γ + δ − ι− κ− λ− µ
ξ − β o− γ π − δ α + β + γ + δ − ν − ξ − o− π
−β −γ −δ α + β + γ + δ

 ,

M3


α β γ δ
ε ζ η θ
ι κ λ µ
ν ξ o π

M2 =


λ− η µ− θ ε+ ζ + η + θ − ι− κ− λ− µ ι− ε
o− η π − θ ε+ ζ + η + θ − ν − ξ − o− π ν − ε
−η −θ ε+ ζ + η + θ −ε
γ − η δ − θ ε− β − γ − δ − α + ζ + η + θ α− ε

 ,

M2


α β γ δ
ε ζ η θ
ι κ λ µ
ν ξ o π

M3 =


π − µ ι+ κ+ λ+ µ− ν − ξ − o− π ν − ι ξ − κ
−µ ι+ κ+ λ+ µ −ι −κ
δ − µ ι− β − γ − δ − α + κ+ λ+ µ α− ι β − κ
θ − µ ι− ζ − η − θ − ε+ κ+ λ+ µ ε− ι ζ − κ

 ,

M


α β γ δ
ε ζ η θ
ι κ λ µ
ν ξ o π

M4 =


ν + ξ + o+ π −ν −ξ −o

ν − β − γ − δ − α + ξ + o+ π α− ν β − ξ γ − o
ν − ζ − η − θ − ε+ ξ + o+ π ε− ν ζ − ξ η − o
ν − κ− λ− µ− ι+ ξ + o+ π ι− ν κ− ξ λ− o

 .
(4.16)

The key to utilizing the above work in optimization based searches is to either

develop constraints based upon the cycle structure, or to use the structure to reduce

the parameter space. We will take both approaches, where the approach is determined
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by the software used.

4.3 Numerical Searches

Our initial searches for low rank decompositions ofM used the CPALS algorithm to

find numerical approximations that did not have any structure from M, specifically

the implementation in the Tensor Toolbox [6]. In our current search strategy, we con-

strain our search to decompositions that also demonstrate the automorphisms of the

matrix multiplication tensor. Because the CPALS algorithm does not preserve any

structure in the decomposition, we use other optimization methods. We implemented

searches for solutions demonstrating cyclic invariance to be solved by the non-linear

least squares solver LOQO. Searches for solutions that demonstrate automorphism

invariances can not always be performed using ALS, and so we perform them using

LOQO or the structured data fusion techniques in TensorLab [71]. We have a set of

linear equality constraints that define the relationship between entries in the decom-

positions, and a non-linear objective function, specifically the square of the norm of

the difference between M and an estimate T . We use AMPL to interface with the

non-linear solver LOQO to minimize the objective function subject to our constraints.

Our current search focuses on decompositions that demonstrate invariance under the

similarity transformation.

Consider the case n = 2. We create parameters in AMPL dim2 for the square of

the dimension, m for the number of fixed components, and n for the number of 3 cycles.

Then we create an array of variables a indexed over [dim2], [m], and [3], the number of

factor matrices. We create an additional array of variables u indexed over [dim2], [n],

and [3]. The first array a stores the fixed components where a[i,l,z] contains the ith

entry of the vectorization of the lth fixed component in U if z = 1, V if z = 2 or W if

z = 3. The second array stores only the n vectors that generate the three cycles under
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the similarity transformation. The indices are the same as before: the first determines

the entry of the vector, the second the component, and the third the factor matrix. We

create two additional arrays of variables pu and p2u corresponding to the image of u

under the similarity transformation and its square. All together there are 4∗7∗3 = 84

variables. We index the variables in three dimensional arrays instead of three sets of

matrices, one each for U,V and W, to decrease the number of constraints we need to

input into the code. Because constraints are the same for U,V and W, we can put in

a constraint for the third entry of a fixed component as a[3,*,*] = -a[2,*,*] and

have it propogate to all fixed components and all three factor matrices. Similarly, we

can write constraints that define the entries pu[i,*,*] and p2u[i,*,*] in terms of

u[*,*,*]. Note that all of our constraints are linear equality constraints. We have 2

types of constraints for fixed components, and 4 types of constraints each for pu and

p2u for a total of 10 different types of constraints.

When n = 3, the process is similar, but the sheer number of constraints to correctly

type is much greater. Note that our parameters are now dim2 and m as before, but

we use n2 and n4 to stand for the number of two and four cycles respectively. As

before we index our variables in three way arrays a, u2, u4 standing for the fixed

cycles and generators of the two and four cycles respectively. Then additional arrays

pu2, pu4, p2u4, and p3u4 containing the images of u2 and u4 under the similarity

transformation. Fixed components are defined by three parameters, and so have

six types of constraints. Two-cycles are defined by 5 parameters, so have 4 types

of constraints on u2 in addition to the 9 constraints that fix elements of pu2 as

linear expressions of elements of u2. The four-cycles have 27 types of constraints

used to determine elements of pu4, p2u4, and p3u4 as linear combinations of u4.

Altogether there are 46 types of constraints. When n = 4, this jumps to 76, 12 types

of constraints for fixed components and 16×4 types of constraints to define the orbits
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of the five-cycles.

In addition to setting up the parameters, variables, objective function, and con-

straints, we need to initialize the variables at the start of each run. To check the

constraints are correct, we fix the values of the variables that determine the fixed

components, and cycles, then print out all the variables to ensure that AMPL is de-

termining the values of the other variables correctly. This also allows us to check the

error of our objective function. Once we know that the constraints are correct, we

perform multiple runs with random starts. Originally, we initialized all variables with

entries pulled from a uniform distribution on [−.5, .5]. This worked well when n = 2,

but the solver struggled to find solutions when n = 3. To help the solver, we only

initialize the variables that determine the other variables, namely the 3 parameters in

fixed components, the 5 parameters in the generators of two-cycles, and all 9 elements

of the generators of four-cycles. Additionally we cast a wider net, drawing randomly

from a uniform distribution on [−1, 1].

Because all of our constraints are linear equality constraints, we determined that

we could substitute out many of our variables to remove constraints and put as

much work as possible into the objective function. Trying to do this manually in a

python script generating script proved impossible to debug. However, using option

substout in AMPL will cause AMPL to handle this process itself. Unfortunately,

AMPL does not seem to find solutions when we use this option despite being able

to find solutions when we do not. This is concerning as the number of variables and

constraints jumps so significantly in the n = 4 case, that we may not be able to find

decompositions. Other fine tuning we have tried in the search include decreasing, or

removing, the number of maximum and minimum value constraints that we require

our variables to meet. Finally, if a run is not successful but shows promise, we alter

the print tolerance and perform more runs.

120



After performing numeric searches, significant effort must be made to discretize

possible solutions. This can by approached by combining regularization and fixing

values that are sufficiently near 0, ±1. Additionally, solutions found with one op-

timization technique or software can then be fed into another algorithm to attempt

discretization. In particular, when we perform searches for invariant solutions, we will

frequently use the output of the search as the initial values in a CP-ALS algorithm,

then reimpose invariance regularly in an attempt to discretize the solution.

Given the difficulties in extending results using AMPL, future work will consider

optimization tools that allow us to decrease the parameter space instead of applying

constraints. Tensorlab [71] is a Matlab toolbox for structured tensor decompositions

whose power comes from the ability of users to define the structures and compose

multiple structures. Specifically this will allow us to use the reduced parameter space

by defining structures that generate the factor matrices from the reduced parameter

space. To prove the concept as a direction for future work, we have defined structures

necessary to transform the generators of the rank one components under similarity

transformation into the rank one components for M3.

4.4 Assessing Discrete Search Heuristics: Evolutionary Al-

gorithms and Simulated Annealing

In addition to numeric searches, we compared the performance of various metaheuris-

tic algorithms at searching the space of triples of factor matrices U,V, and W with

entries in {0, 1,−1}. Matrices are stored in column major order, and by concatenat-

ing the three matrices U, V, and W in that order, one can encapsulate the three

factor matrices into a chromosome or state S. Mitchell [54], gave a comprehensive

overview of Simple Genetic Algorithms, and DeJong [27] discussed their applications

to machine learning. We will consider not only simple genetic algorithms and their
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variations (for instance using tournament selection or elitism), but also the more dis-

tantly related CHC Genetic Algorithm [33]. Finally, we will consider discrete search

metaheuristics from Markov - Monte Carlo methods, specifically Simulated Anneal-

ing. All of these discrete searches will struggle with the high dimensionality of the

search space, and the instability of the fitness function ||Tf −
∑R

r=1 ur ◦ vr ◦ wr||F .

However, our hope is to improve previous results by using the relations imposed by

symmetry to decrease the dimensionality sufficiently to successfully search.

To assess the feasibility of different discrete search metaheuristics, we compare

their performance on the simpler problem of searching for complex multiplication

algorithms. Specifically, we will compare the performance of various metaheuristic

algorithms at searching the space of triples of factor matrices U,V, and W with

entries in {0, 1,−1} to minimize

||Tf −
R∑
r=1

ur ◦ vr ◦ vr||F . (4.17)

Ultimately the searches will only be valuable if they are able to find factor matrices

that give the global minimum of 0. We will test search strategies on the complex

multiplication tensor.

4.4.1 Genetic Algorithms

The problem of finding tensor decompositions lends itself to a simple genetic algorithm

with only minor adjustments. By concatenating the column major vectorization of

the three matrices U, V, and W in that order, one can encapsulate the three factor

matrices into a single bit string. Deviating from simple genetic algorithms, we use

genes of two bits instead of single bits as our basic element in a chromosome. A gene

represents a single entry in a factor matrix, and the form of a gene will vary across
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different approaches to the genetic algorithm. Following the guidelines for simple

genetic algorithms given by Mitchell [54], we used fitness proportional selection, single

point crossover, and random bitwise mutation.

Our first task was to determine a fitness function for a chromosome. During this

discussion, X is used to denote both a chromosome and the tensor that it represents.

For a given bilinear form f , we are searching for a solution X with the property that

||Tf − X||F = 0. So we define our fitness function of X as a function of F (X ) =

||Tf − X||2F that heavily favors small values. If the genetic algorithm achieves an

exact solution, F (X ) = 0. Every time fitness was computed, we tested for an exact

solution and if found, printed the corresponding decomposition. Two fitness functions

were attempted, 1/F (X ) and Max−F(X ), where Max was the greatest possible value

F (X ) can take on for decompositions of Tf with the desired rank.

The probability of crossover, Pc, and the probability of mutation, Pm, were set at

each search. Initially, two methods of crossover were attempted, random location in

the bit string, and random location between two genes. They were equally effective

so random location between genes was used.

Initialization is key to the success of a genetic algorithm, so sparsity and proportion

of positive and negative non-zero values were determined based on past experience

with decompositions for the tensor of interest. The estimated probability that an entry

should be zero, Pz was estimated and set, then new chromosomes were initialized by

selecting a probability in the range Pz±.1 that an individual gene in that chromosome

would be non-zero. The probability that a non-zero entry was negative was also

estimated, and used to randomly detemine if non-zero elements should be positive or

negative.
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Results for Simple Genetic Algorithms

Initial attempts at using a simple genetic algorithm used a population of size 100

and were distressing. Even after restricting to a small tensor, the genetic algorithm

struggled to find good results. Two possible problems with the search are suggested

by DeJong [27]. The first is the sheer size of the search space - there are 3(m+n+k)r

possible chromosomes where m,n, k are the dimensions of Tf . Even for the complex

multiplication tensor, the search space has size 318, and finding good schema in the

initial search is difficult. The schema theorem tells us that if a good schema is not

in the initial population, then there is no way for it to appear in future generations

short of mutation.

The second problem with the initial search was the fitness function. Our initial

fitness function was 1/F (X ), all of whose values are too close to 0. Because we are

searching the discrete solution space, if F (X ) 6= 0, we know it will give an integer

and so F (X ) = ||Tf − X||2F ≥ 1. Thus, if a chromosome does not represent an exact

decomposition the fitness function will give a value in (0, 1). Additionally, values of

1/F (X ) fall on the portion of the curve y = 1/x where the larger the norm, the closer

the derivative is to zero, and the less able 1/F (C) is to bias against chromosomes with

larger norms during proportional fitness selection. All later attempts used Max−F(X )

and gave better results.

Even with the improved fitness function, the simple genetic algorithm struggled

because it was unable to preserve good schema. Our initial chromosomes stored all

entries of U then V then W. So genes that interact, like U11, V11 and W11, were far

away from each other on the chromosome, and likely to be split up by crossover. We

improved performance by changing our crossover to triple point crossover that crossed

between a fixed pair of rank one components for entries in all three matrices. Finally,

to avoid destroying good schema and the radical changes in fitness that could result
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by mutation, experimentation demonstrated about one gene per chromosome should

be expected to mutate. Thus, Pm = .05 works well for the complex multiplication

tensor, but lower levels of mutation are necessary for larger tensors.

Using the best variations for fitness and crossover, we ran experiments on pop-

ulations of size 100, 1000, and 10000. To determine the best crossover rate we ran

various crossover rates on populations of size 1000. The output gave F (X ) which we

are trying to minimize to the global minimum of 0. While many crossover rates were

attempted, we found the various behaviors match those of Pc = 0, Pc = .5, Pc = .7,

or Pc = .9 so our figures only show data rates. We collected the squared tensor norm

of the difference, F (X ) = ||Tf − X||2F , which we want to minimize, so we chart both

average and minimal fitness.

In general random mutation, Pc = 0, increased F (X ) over random initialization.

Low crossover rates, those around Pc = .5, also increased average fitness over genera-

tions. When crossover was moderate (Pc = .7), the trend reversed and average fitness

improved some, but not much over time. High crossover rates, those around Pc = .9

performed much better at decreasing average fitness.

However, we are not interested in average fitness, but finding exact decomposi-

tions, specifically what is the best set of parameters to make the minimum value of

the fitness 0. The graphs of minimum fitness were fairly similar for all values of Pc,

most generations achieved a minimal fitness of two with occasional spikes to three

or one. Runs with high crossover rates, like Pc = .9, had more generations with

minimal fitness 1, but were never able to find an exact decomposition in populations

of size 1000. Using no crossover, Pc = 0 every run of 100 generations found exact

decompositions in populations of size 1000. When Pc = .7 exact decompositions were

found in approximately 10% of runs of 100 generations. This tells us that crossover

helps make the population in general have better solutions, but mutation is the driv-
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(a) Average fitness values achieved by a simple genetic algorithm in pop-
ulations of size 1000 for different crossover rates.

(b) Minimum fitness values achieved by a simple genetic algorithm in
populations of size 1000 for different crossover rates.

Figure 4.1: Comparing the affect of crossover rate on average and minimum fitness
for simple genetic algorithms.
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Figure 4.2: The effects of population size on minimal and average fitness values of a
simple genetic algorithm run for 100 generations with Pc = .9.

ing force behind making good solutions exact. One interesting phenomena to note,

generations where exact decompositions were found were preceeded by generations

where the minimal fitness was 2. This leads us to believe that it may be impossible

to move from a tensor with fitness one to a tensor with fitness 0 by changing one

element.

To determine the minimal population size, we ran our genetical algorithm with

PC = .9. When the population was small, 100, the average fitness struggled to im-

prove, and experienced large jumps between generations. This is almost certainly

related to the difficulty of finding good schema in a large search space and the dis-

continuity of the fitness function. The fitness decreases as expected for a genetic

algorithm by a population of 1000 but still experiences significant variation from one

generation to the next. For our largest population of 10000, the decrease in aver-

age fitness is faster, and is not lost to variation in later generations. In general, all

searches were able to find exact decompositions in 100 generations of populations

of 10000 regardless of crossover rate, so it is not surprising that the minimal fitness

demonstrates this behavior in these runs.

127



In addition to fitness proportional selection, various forms of elitism were at-

tempted. Elitism worked best when approximately the top ten percent of the popula-

tion replicated itself twice (a single chromosome was chosen to crossover with itself)

then continued to the next generation after undergoing the effects of mutation. While

mutation risks decreasing fitness, we saw in our experiments with simple genetic al-

gorithms that it was the best way to make good solutions exact solutions.

Our final variant of genetic algorithms is the CHC Genetic Algorithm [32]. The

implementation and initialization of chromosomes remains the same as in our simple

genetic algorithm implementation, but selection and crossover changed. In a CHC

genetic algorithm, all chromosomes are used to create candidates for the next gener-

ation by randomly pairing individuals in the population. If the paired chromosomes

differ in at least fifteen to twenty percent of genes, they are allowed to crossover.

Crossover occurs genewise at loci where the parents are different. Then the most fit

members of the previous population and the children move on to the next generation.

This process continues until no selected pairs are sufficiently different to crossover at

which point the best individual is selected to undergo traumatic mutation to generate

a new population.

Results for Evolutionary Approaches

The CHC genetic algorithm, and extreme elitism vastly outperformed all other vari-

ations of the genetic algorithm. These were the only two approaches that were ever

able to find exact rank three decompositions of the complex multiplication tensor

with populations of size 100.

The elitist genetic algorithm improves the perfomance for maximal and average

fitness. The maximal fitness is still highly variable, but does decrease some over time.

It also improves minimal fitness by forcing the best chromosomes to avoid crossover
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Figure 4.3: The effects of crossover rates on minimum, average and maximum fitness
for elitist genetic algorithms performed on different population sizes.

and experience mutation. Interestingly it was able to find exact decompositions in

about 20% of runs for 100 generations of 100 individuals when PC = .7, but only about

10% of runs when PC = .9. Additionally, the elitist genetic algorithm always found

exact decompositions in runs of 100 generations of 1000 individuals when Pc = .7, but

only found them about 50% of runs when Pc = .9. If indeed an exact decomposition

can only occur by randomly mutating one locus in a chromosome with F (X ) = 2,

this may be caused by the higher crossover rate driving down fitness too well.

The CHC genetic algorithm was able to find exact decompositions in roughly
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Figure 4.4: Performance of the CHC Genetic Algorithm Maximal on populations of
size 100 and 1000.

10% of runs with population of size 100. Additionally, the CHC genetic algorithm

always found exact decompositions with populations of size 1000. Perhaps most

interesting is that the CHC genetic algorithm never experienced sufficient loss in

diversity to reinitialize the population with traumatic mutation. All the success of

the CHC genetic algorithm is being driven by crossover, which failed to find exact

decompositions in our simple genetic algorithm.

4.4.2 Simulated Annealing

The relative success of random mutation to make good solutions exact solutions led us

to believe that guided mutation might be the best approach for tackling the problem.

We are particularly interested in Simulated Annealing which approaches the problem

by considering neighbors of a given state in the search space and deciding whether

or not to move to a given neighbor. In our search space, a state is a triple of factor

matrices (U, V,W ), and a neighboring state is a triple (U ′, V ′,W ′) that differs from

(U, V,W ) in exactly one element. Thus, in the case of rank 3 decompositions of the

complex multiplication tensor, a triple (U, V,W ) has exactly 36 neighbors.
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Simulated annealing runs successive Markov chains whose stationary distributions

place increasing proportions of their probability on states with small values of the ob-

jective function. Eventually, as time goes to infinity, the Markov processes will find

a state that achieves the global minimum of the objective function. Switching be-

tween these increasingly focused Markov chains is determined by the cooling schedule.

The difficulty is to cool the distribution slowly enough to allow exploration, but fast

enough to converge to a minimum in a reasonable amount of time. Simulated anneal-

ing is unique among the heuristics considered in this work, in that the approach is

mathematically proven to find the global minimum of our objective function. Unfor-

tunately, the guarantee requires a well chosen cooling schedule. If one uses a cooling

schedule that is too fast, the Markov chains will be unable to escape local minima.

Unfortunately, the cooling schedules that are proven to avoid premature convergence

may be too slow as they only guarantee convergence to the global minimum as time

goes to infinity.

For the simulated annealing to work there are two parameters, the stationary

distribution of the set of states, and the cooling schedule. As suggested by Haggstrom

[36], we use the Boltzmann distribution

πF,T (X ) =
1

ZF,T
e
−F (X )
T (4.18)

where F is the squared tensor norm we want to minimize, T is the cooling schedule,

and

ZF,T =
∑
X

e
−F (X )
T . (4.19)

One cooling schedule that was proved to converge by Geman and Geman [34] as
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n, the number of iterations, approaches infinity is

T (n) ≥ k(maxX F (X )−minX F (X ))

log n
. (4.20)

We will use this idea as the basis for our faster cooling schedules, and tune the schedule

for each tensor Tf . For the complex multiplication tensor, we used a single Markov

chain by setting T = 1. We also tried the cooling schedules 1/n, and the cooling

schedule given by Geman and Geman.

Results of Simulated Annealing

In general, simulated annealing has a reputation of getting results but very slowly.

However, in fifteen runs of the search using the cooling schedule given by Geman

and Geman the minimum number of iterations before finding a solution was 533,

the maximum 15961, and the average 5129. When the temperature was constant

at T = 1, the minimum number of iterations before finding a solution was 103, the

maximum was 16,351, and the average was 4,674. It is not surprising that this chain

found solutions faster given that solutions were always found before the value given by

Equation (4.20) was less than one. The global minimum was found fastest, after only

63 iterations, when the cooling schedule was 1/n. On average it took 187 iterations to

find a solution. However, the penalty for speed was premature convergence to a local

minimum in approximately 30% of runs. That being said, we could see within 2000

iterations that premature convergence had occured allowing us to cancel the run and

start over. Interestingly, premature convergence always occured when F (X ) = 1. For

larger tensors, determining a good cooling schedule, between 1/n and c/ log(n) will

be necessary to get convergence to a global minimum in the best amount of time.

On average, simulated annealing found an exact decomposition within the same

number of chromosomes as 5 generations of the genetic algorithm with a population
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size of 1,000. This means that simulated annealing found exact decompositions af-

ter searching much less of the search space. Overall simulated annealing seems to

outperform the genetic algorithms significantly.

4.4.3 Simulated Annealing Search for Invariant Solutions

While simulated annealing was unable to scale up to the problem of finding a decom-

position ofM2 with no structure, the structure imposed by similarity transformation

and cyclic symmetry significantly decrease the size of the parameter space. In order

to implement a search using simulated annealing that utilizes the smaller parameter

space, we implemented the search in Matlab.

For this search, the solutions consist of vectors of elements in the set {0,−1, 1}

whose length is determined to be the exact number of parameters necessary to deter-

mine a solution with a given cycle structure. For M3, the length of the solution is

again determined by the desired cycle structure. Let c1, c2, c3, c4, c6, c12 be the number

of fixed components, two cycles, three cycles, four cycles, six cycles and twelve cycles

respectively. Then the length of a solution is 3c1 + 5c2 + 9c3 + 9c4 + 15c6 + 18c12. For

each cycle structure we wrote a script that takes a vector of the correct length, and

turns it into arrays containing the generator(s) of each cycle type. These generators

are then passed to a general purpose function that builds out the rank one compo-

nents from the cycle generators, generates the tensor X determined by the rank one

components, and computes ||X −M||2F . By using Matlab, we are able to simplify

the code required to transform the chromosomes into a tensor. Further simplification

could be done so that the function which parses an array into generators could be

performed dynamically given an array and the number of each cycle type.

Simulated Annealing was able to find a rank 7 decomposition ofM2, but a rank 23

decomposition ofM3 was initially beyond its ability. However, by fixing the twelve cy-
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cle to be generated by
[
0 0 −1 0 0 0 0 0 0

]
,
[
0 0 0 1 1 1 −1 −1 −1

]
,[

0 0 0 0 0 0 −1 −1 0
]
, the twelve cycle of the know Z4 × Z3 invariant rank

23 decomposition, a rank 23 decomposition was found on the 26867th step of the ninth

random start. Having demonstrated that solutions could be found in this smaller pa-

rameter space, we began searching for rank 22 solutions that share the same 12 cycle.

We will call the tensor generated by the twelve cycle C. We hope that if there is a rank

22 or rank 21 decomposition ofM3, there could be a rank 10 or rank 9 decomposition

ofM3−C. Searches for each possible combination of 6, 4, 3, 2, and fixed cycles were

scripted and run. For rank 22 decompositions there are 29 such combinations, and

there are 20 such combinations for rank 21.

Initial searches for rank 22 and rank 21 solutions were not fruitful. However, many

searches demonstrated inconsistent final energy, leading us to believe that the search

may have failed to find a global minimum of the energy. In considering the problem,

it is nearly impossible that changing one locus will lead to a low energy solution

becoming a zero energy solution for such a complicated energy function. To that end

we considered searches with larger neighborhoods. We initially run all searches for

the rank 23 solution that we know exists, and compare the time required to find this

solution in determining the effectiveness of the search strategy. With a the initial

neighborhood, it took 10 random starts to find a solution, and later runs did not find

the solution. When neighborhoods were increased to change the chromosomes in two

loci, the rank 23 solution was always found on the first random start. Unfortunately

increasing the neighborhood size did not lead to finding algorithms for lower rank

solutions.
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