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Abstract

In this thesis, a framework for modeling the potential impact of financial derivatives

trading on the behavior of a market is developed by using the treatments of game

theory, analysis and mathematical physics. Framework was used to characterized

historical periods of a market as phases that corresponded to different distributions

of fifty-day volatility.
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Chapter 1

Introduction

Contracts mediating the trading of financial assets, which are written and agreed to

by remunerative motivations, are known as financial derivatives. The name derivative

stems from the idea that the value of a contract is derived from the value of the asset

it is written for. One type of derivative is known as a future, which sets in place

a trade that must take place at a future date. As a generalization of futures, an

option contract gives one party the right, or option, to initiate the specified trade

in the future as opposed to committing to the trade outright. Regulating the trade

of these contracts effectively remains largely an open question and failure to do so

results in large scale market disasters like the United States housing market crash of

2008 created by the trading of collateralized debt obligations1 or the black Monday

crash of 1987 created by the trading of futures on the S&P 500 index2. One cause of

this is that historical attitudes towards financial contracts have not allowed for the

discourse surrounding them to develop outside of the context of their pricing3. These

sentiments have been largely negative, and date all the way back to the era of early

modern English.

1Lewis (2010)
2P. Boyle (2001)
3Magrabe (2004)
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“If I can catch him once upon the hip, I will feed fat the ancient grudge

I bear him. He hates our sacred nation, and he rails, even there where

merchants most do congregate, on me, my bargains, and my well-won

thrift, which he calls ‘interest.’”

(1.3.42-52)The Merchant of Venice

Amongst other things, Shakespeare’s play The Merchant of Venice is a commentary

on the discourse surrounding financial practices of the time. More importantly it

stands as evidence that, even in their most nascent of stages, insurance contracts and

other instruments of risk were held to contentious airs. These tools were not cre-

ated without purpose, however, as the shipping industry of the middle ages was one

that was fraught with risk and some of the earliest financial contracts were created

to mitigate this risk. These started out as ways to mitigate the liability associated

with the actual sailing of a merchant vessel, where either the merchant assumed a

loan that was only repayable upon safe completion of a journey or an insurer would

buy lost cargo in the event of a catastrophe in exchange for a premium. These con-

tracts were denounced by the papacy of the time as little more than an instance of

usury. Nevertheless, the proliferation of instruments to protect against casualty risk

eventually gave rise to contracts surrounding market risks, allowing merchants to se-

cure prices for goods in various ways. These started out as contracts where parties

agreed to a certain trade at a later point in time, akin to the modern future contract.

These eventually gave way to the development of ‘premium transactions’ which was

similar to a future contract, but gave either the buyer or a seller the option to pay

a premium in lieu of executing the trade at the time of settlement. In effect these

‘premium transactions’ were early options contracts with premiums only being paid

in the case of an opt-out as opposed to modern options in which the premium is paid

for the right to do so. These instruments were also the target of scrutiny by financial

authorities and were often regarded in the context of gambling.
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This conflation of financial derivatives, specifically options, with gambling and the

moral objections they are heir to persisted into the modern era as evidenced from the

following passage in an article from the 1885 edition of The Economist entitled “The

Virtues and Vices of Options”

“[Options] foster a form of speculation which flourishes too abundantly...

they encourage people to speculate in stocks and shares who otherwise

would be restrained, not so much by a positive prudence as by a negative

timidity. But it is evident that one can be as effectually destroyed by

a poison taken in regular and known quantities, as by a large draught

taken heedlessly. It is only a question of time-both methods are equally

certain. On the other hand, used by experienced speculators, ‘options’

are generally great safeguards against unexpected and violent movements

in prices, and hence in times like the present (speculation being a fact

which must simply be acknowledged and dealt with) they are entitled to

some commendation... speculation in stocks and shares at the present

time is for most people gambling of an ultra-violent character, and is only

tolerable when protected in the way described.”

Such a predisposition has resulted in the theory and conceptualization of financial

derivatives being critically underdeveloped, and left the discourse surrounding them

almost willfully ignorant of anything outside of their pricing. To this end, the only

major mathematical development behind financial derivatives before the mid twen-

tieth century was Louis Bachelier’s 1900 dissertation “Théorie de la Spéculation” in

which he used the early theory of stochastic processes to derive primitive formulas

for the pricing of call options with connections to the heat equation. This helped set

the stage for the modern discussion of options and other derivatives to be centered
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almost entirely around pricing4. The narrow scope of this research has resulted in

high profile failures to conceptualize derivatives in a meaningful way, as remarked by

Warren Buffet in his 2008 letter to the shareholders of Berkshire Hathaway, following

the infamous credit-default obligation, or CDO, catastrophe that year:

“Derivatives are dangerous. They have dramatically increased the lever-

age and risks in our financial system. They have made it almost impossi-

ble for investors to understand and analyze our largest commercial banks

and investment banks... Indeed, recent events demonstrate that certain

big-name CEOs (or former CEOs) at major financial institutions were

simply incapable of managing a business with a huge, complex book of

derivatives.”

What’s more troubling is that even this concession still focuses on the financial im-

pact of derivatives, and not the economic and societal impact that the actions they

mandate might have; that is only ever acknowledged in Buffet’s letter as a “fright-

ening web of mutual dependence.” After crashes brought on by any form of financial

derivative, like the index derivatives in the Black Monday Crash of 1987 or the credit-

default obligations of the crash in 2008, public blame quickly falls to regulatory bodies

accompanied by usual aphorisms of “falling asleep at the wheel.” Rarely is it con-

sidered that the blunder on the part of the regulators is methodological rather than

operational, and that the current body of theory on derivatives trading leaves any

culpable party ill-equipped to assess situations properly. It’s also no stretch of the

imagination that this may be the case; regulatory criticism of the 2008 crash centers

around the inability to decipher the financial books of a (relatively) small number of

companies due to these derivatives, and ignores the possibility that the investigatory

scope was simply too narrow.

4Cootner (1964, 2000)
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This thesis is a first attempt to remedy these issues by creating a robust framework

for interpreting the trading of various financial derivatives with emphasis on when

this trading may affect the dynamics of a market. The framework is constructed from

first principles and starts by viewing a financial market as simply a collection of assets

that are either held or sold. Under the principle of supply and demand it assumes

that more assets being held leads to an increase in value and an asset being sold

leads to a deterioration of value. In addition, an assumption similar to the efficient

market hypothesis will be made that a market will tend towards a state of minimal

overall losses. This view of the market lends itself to a nice conceptualization via

the minority game. The minority game is a game-theoretic construction in which a

collection of agents are given the opportunity to vote “yes” or “no” in an ongoing

series of rounds. At the end of each round the agents in the minority group (e.g. if

more agents voted “yes” in a given round, this would be the group of agents that

voted “no”) are rewarded in some way; in the base conception of the game, this is

the reception of one point. The minority action for a set number of previous rounds

is always publicly available, and each agent is informed of how to react to such a

history through two strategies assigned specifically to them, which may or may not

differ from the strategies available to the other agents. The agents pick between the

two strategies through a process known as inductive reasoning. In such a construction

each agent keeps track of the aggregate winnings of both of their strategies for the

entire game, regardless of which strategy they choose to follow from round to round.

When two strategies agree for a given history there is no choice to be made, but when

the strategies disagree the agent always sides with the one with a higher aggregate

payoff. To map the broad view of the market to this game, each asset is viewed as an

agent in the game and how the nature of the portfolio it is held in changes over time

is reflected in the strategy of the agent, where the decisions “yes” and “no” become

long and short, respectively. The trading and writing of derivatives ties into the game
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by affecting the distribution and type of strategies assigned to each agent. More ex-

plicitly, equal numbers of calls and puts will lead to a distribution that allows for

more varied strategies, and if one starts to dominate the other, the strategies become

more uniform.

Characterizing the dynamics of this game and how they change based on the setup of

the game becomes analogous to characterizing reactions of a market to the trading of

financial derivatives.This involves modeling the game as a physical material so that

the treatments of mathematical physics may be applied to it. This is done by way of

an Ising model, a class of models found often in the study of magnetic materials. In

particular, the physical model used is an Ising spin glass, which relaxes the assump-

tion of a materials uniform lattice structure in the traditional Ising model. Changes

in expected dynamics of the minority game are then captured by phase transitions in

the physical model of the game. Transitively, this establishes a way of talking about

the market in a sense of phases that are dictated by the way financial derivatives

are being traded. These phases can be used to characterize different periods of his-

tory. The way in which history is split into different phases will depend on how the

framework is used to interpret the market, pertaining to different base assumptions.

A few ways of doing so will be proposed in chapter six, and different phases for each

characterization will be compared against historical index behavior. The index ob-

served will be the S&P 500 as it focuses on large market-cap companies, which fits in

with the base assumptions made, and the only derivatives that will be observed are

options traded on the index itself.

The minority game has been used as a way to model the market in previous lit-

erature5 and using the treatment of statistical physics to characterize the dynamics

5A. Chakraborti (2014), M. Marsili (2001), D. Challet (2000b)
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of the minority game is far from being a novel approach.6 When these exercises are

preformed in conjunction, little attempt has been made to apply the results in a di-

rect or meaningful way in a real-world context.7 This is in part due to the incipience

of econophysics as a field of study and the combative, non-charitable discourse that

surrounds it.8 This thesis will deviate from previous works in two ways. The first is

that it will seek to apply the model in a real-world context. As a consequence of this,

the second departure is that the distribution of strategies within the minority game

will be expressed outright, given as an independent variable in order to incorporate

the trading of financial derivatives in the model. This lays in contrast to many pre-

vious works9 in which it was assumed that the evolution of strategies and the actions

of agents in the game influenced one another.

6S. Moelbert (2002), D. Challet (2000a), D. Challet (1999),A. De Martino (2001), M. Grannath
(2016), M. Marsili (2001)

7A. Cavagna (1999), A.A.C (2005), Bornholdt (2001), M. Marsili (1999), R. Savit (1999)
8Challet (2016), F. Jovanovic (2016), M. Ausloos (1999), M. Ausloos (2016)
9D. Challet (2000a), D. Challet (1999), A. De Martino (2001), R. Savit (1999)
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Chapter 2

Game Theory

Modeling a market as a game involves viewing it as a system of strategically-acting

agents, and game theory is the practice of studying systems of this nature. Any sort

of formal study of game theory should start with the conceptualization of a game; a

scenario in which a set of players take actions that result in payoffs or penalties. A

basic example would be the game “Rock-Paper-Scissors” in which two players choose

from a set of three actions (rock, paper and scissors) which results each player either

winning (say +1 point), losing (-1 point) or a draw (no points.) It then becomes

rather natural to describe such a game with a table

Action Rock Paper Scissors

Rock (0,0) (-1,1) (1,-1)

Paper (1,-1) (0,0) (-1,1)

Scissors (-1,1) (1,-1) (0,0)

Where the left most column represents the action of player 1 and the top most row

represents the action of player 2 and each entry gives the respective payoffs for each

player ([payoff player 1], [payoff player 2]) for the prescribed set of actions; that is

if player one chooses paper (middle row) and player two chooses scissors (right-most

column) then player one will lose and player two will win, so the payoffs will be (-1,1)

8



as given.

The waters begin to muddy when we try to ask questions about these models, and

add to their complexity as a consequence. For instance, in the scenario above, we

could start to make conjectures (or rules) on how the players decide on what action

to take; maybe they cycle through a list of actions, maybe they make a decision

based on what their opponent played last round, or maybe on the past two or even

ten rounds. How would making these changes affect the way the game is played?

Another question to ask is “How are the payoffs affecting behavior?” Say the payoffs

were changed so that the table now looked like this

Action Rock Paper Scissors

Rock (0,0) (-100,100) (1,-1)

Paper (1,-1) (0,0) (-1,1)

Scissors (-1,1) (1,-1) (0,0)

Where player 2 now has much to gain from choosing paper and player 1 has much

to lose from choosing rock. How should we expect player 1 and 2 to behave in such

a context? Would player 2 even play paper knowing player 1 has a lot to lose from

playing rock? Game theory seeks to answer this, and similar questions by observing

a more general question “How does the setup of a game affect its play?”

2.1 Basic Theory

The opening examples above are matrix representations of what are known as zero-

sum games for two players, where the gain of one player is equal to the loss of their

oponent. With this in mind, it is advantageous to simplify the matrix by writing only

the first player’s payoff for each choice. Doing so for the second example yields:

9



Example 2.1.1. 
0 −100 1

1 0 −1

−1 1 0


In example 2.1.1 the labels for the action of each player have been dropped. Instead

each row of the matrix is referred to as a strategy of the first player and each column

is referred to as a strategy of the second player. Specific choices of actions such as

these are collectively called pure strategies. Now, the matrix game can be thought of

as a payoff function over {1, 2, 3} × {1, 2, 3} to R. Putting these all together gives

the definition of two-player zero-sum games

Definition 2.1.1 (Two-Player Zero-Sum Games). A two-player zero sum game

is a collection of two, non-empty pure strategy sets X and Y and a function K :

X × Y → R such that K(x, y) is the payoff for player one given actions x ∈ X and

y ∈ Y and −K(x, y) is the corresponding playoff for player two.

Even in this narrow view of a game, inferences can start to be made on how one might

be played. For example, one could ask the lowest value a player could guarantee

themselves. This would involve looking at the worst possible outcome for each choice

of strategy available to a given player, then picking the strategy that gave them the

maximum of these payoffs. Such a payoff is known as the maximin of the game for the

player in question. To define this rigorously, from the perspective of the first player:

Definition 2.1.2 (Maximin). For a two-player, zero-sum game Γ the maximin value

of the game is

max
x∈X

min
y∈Y

K(x, y) (2.1)

In example 2.1.1, the maximin value for player one can be found by first considering

the lowest possible payoff of each strategy. For each strategy of player one, or each

row of the matrix, the minimum possible payoff ranges from negative one to negative
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one-hundred. This makes the maximum amongst these minimums negative one. This

makes player ones maximin value negative one. This process can also be done from the

perspective of the second player, by swapping X with Y and negating the matrix. In

addition, another inference can be made by swapping the paradigm; what is the lowest

value a player can be forced to receive. This would involve looking at the maximum

possible payoff of each strategy for a given player, then having the opposing player

pick the strategy that gave the minimum of these payoffs. This is known as the

minimax value, and in the first player’s perspective it is defined as:

Definition 2.1.3 (Minimax). For a two-player, zero-sum game Γ the minimax value

of the game is

min
y∈Y

max
x∈X

K(x, y) (2.2)

In example 2.1.1, the minimax value for player one is found by first considering

the maximum possible payoff for each strategy. For each strategy of player one the

maximum possible payoff is one. This make the minimum of these maximums positive

one, meaning that player one’s minimax value is one. Note that this is distinct from

player one’s maximin value for the same game. An instance where this is not the case

is given in the following example.

Example 2.1.2. 
1 0 4

5 3 8

6 0 1


In example 2.1.2 player one’s maximin and minimax value is 3. The minimum values

over all of the rows, or the strategies of player one are zero, three and zero. The max-

imum of this set is three. The maximum value over all the columns, or strategies of

player two are eight, three and six. The minimum of this set is three. Note that when

player one and player two are both picking their “middle” strategy, neither player can
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improve their payoff assuming the other player will not change theirs. For instance, if

player one switches to the top or bottom strategy and player two stays constant, the

payoff will change from three to zero, which is against the interest of player one. If

player two switches to their left or right strategy, but player one stays constant, the

payoff changes from three to five or eight respectively. The payoff increasing is against

the interest of player two. Both players choosing their middle strategy is an instance

in which neither of them can improve their situation by changing their strategy if the

other player stays constant, which is to say each player is playing optimally assuming

the other player stays constant. This scenario is known as a Nash Equilibrium

Definition 2.1.4 (Nash Equilibrium). For a game with strategy sets {Xi} and

payoff functions {Ki} a Nash Equilibrium is a prescribed set of pure strategies {x∗i ∈

Xi} for each player such that

Ki(x
∗
1, · · · , x∗i , · · · , x∗n) ≥ Ki(x

∗
1, · · · , xi, · · · , x∗n) ∀ i, ∀ xi ∈ Xi (2.3)

To put it another way, a Nash Equilibrium is a scenario in which no singular player

can stand to get a better payoff by switching their strategy. It could very easily be

the case however that multiple players could switch at once and at least one of them

would benefit. A collection of players choosing to do so is known as a coalition. In

order for any proper coalitions, or coalitions not made of all or none of the players,

to be formed and to expose some more nuance of the Nash equilibrium, the definition

of a game will be generalized:

Definition 2.1.5 (Generalized Game). A mathematical game is a set of non-

empty strategies {Xi} and payoff functions {Ki : X1 × · · · ×Xn → R} defined for a

set of n ∈ N players.

The main thing to highlight in this definition is that there is a payoff function Ki

for each player i. This means any nonzero-sum game will need to be portrayed as a
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collection of n-tuples, representing the result of each Ki for each given combination

of pure strategies. One such game, albeit for only two players still, is known as the

prisoners dilemma:

Example 2.1.3.  (5, 5) (0, 10)

(10, 0) (1, 1)


In the prisoners dilemma, players choose between cooperating with the other player

or defecting. If both players choose to cooperate, they receive a moderate payoff as

denoted in the upper-left (5, 5) tuple. If one player defects and the other tries to

cooperate, the defecting player receives double of what they would normally receive if

both players cooperated and the cooperating player receives nothing. This is reflected

in the anti-diagonal tuples. If both players defect, they both receive equal diminutive

payoffs as indicated by the (1, 1) tuple. The interesting part of this game is that if

both players are tending towards cooperation, they stand to benefit from starting to

defect and doubling their payoff as a result, assuming the other player chooses to

continue to cooperate. On the other hand if both players are defecting, cooperation

from either player leads to a loss of their small payoff. This makes a situation where

both players defect a Nash equilibrium. What’s interesting here is that this is the

only Nash equilibrium in the prisoners dilemma, but is far from being the optimal

outcome in any sense, be that the maximum payoff for one player, maximum total

payoff and so on. In this way, it is better to consider a Nash equilibrium as a steady

situation as opposed to an optimal one.

There is an inherent sense of temporality for all games in the sense that they could be

played repeatedly. In such a case, a player’s strategy could then be a random variable

drawn from a distribution over their given pure strategies. Such a distribution is

known as a mixed strategy in contrast to the singular pure strategy.
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2.2 The Minority Game

The Minority Game arises from the following hypothetical scenario; say there are 101

players and every round they pick from one of two actions, P or Q. Each player must

pick an action every round, and every player commits to an action simultaneously.

At the end of each round, the minority players are rewarded; if more players chose P

then every player who chose Q would win something whereas every player that chose

P would win nothing. The game for each individual player now becomes trying to

guess what the minority of their cohorts will do each round. Each individual can then

be considered, in some sense, to be playing an individual game against the minority;

where they try to guess what the minority action is each round, and the minority

seeks to evade them. Such a game could be characterized in the following table

Action P Q

P A 0

Q 0 A

Where the action of the player is represented by the rows and the action of the mi-

nority is represented by columns. When the player’s action is concordant with the

minority, they receive A amount of reward and 0 otherwise. Notice that we don’t

specify a payoff for the minority, as it is only really playing abstractly and assigning

it a payoff is nonsensical as it always wins.

The Minority Game arises from this situation when we say that these players are

cunning, and do the following:

1. Record the action taken by the minority for a set number M of previous rounds.

The players, for whatever reason, only remember the past M rounds and will

promptly forget what happened M days ago when they record the current

round’s action. It is also assumed that the players do not forget to record
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any action, and do so perfectly; all players have access to the same history.

2. Each player determines what to do each day based on the actions that they

have recorded.

In the base version of the minority game, each player has a mixed strategy that is

determined from two lists that prescribe an action for each possible history. For a

history length of two rounds, there will be 22 = 4 possible histories. The collection

of these histories at round R can be written as:

R-2 R-1

P P

P Q

Q P

Q Q

Where R− 1 indicates the previous round and so on. A possible underlying list that

determines a players mixed strategy would look something along the lines of

R-2 R-1 Action to Make

P P P

P Q P

Q P Q

Q Q Q

Every player would have two lists of this form. Lists may or may not agree and, in

the event that they do not, the player uses an algorithm known as inductive reasoning

to construct a mixed strategy from them. The algorithm is as follows:

1. If the two lists agree for the present history, take the prescribed action.

2. If the two lists disagree for the present history, take the action given by the one

that has been winning more often.
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In order for (2) to make sense, the player also needs to keep a score for each list; if a

list ends up giving the minority action for the current round, the player will increase

its score by one and will subsequently decrease the score by one in the case that it

did not give the minority action. An important thing to note here is that a player

will update the list score regardless of whether or not they took the action suggested

by that list for that round. In addition, the player keeps this running tally for both

lists across all rounds, not just the previous M rounds.

2.2.1 Dynamics

The dynamics of the minority game center around the action, A, of the game, or the

net resulting decision across all players for each round. In particular, it is of interest to

figure out how the action will fluctuate based on how the game has been set up. This

necessitates the action to be interpreted numerically, and a player choosing either P

or Q will contribute (1) or (-1) to the action for the round in question. The action is

then calculated by adding up the decision of all players for a particular round.

A =
∑

players

(decision of player) (2.4)

So if the action is 4, it means that there were 4 more players choosing option P than

there were players choosing Q, and if the action was -4, the opposite would be true.

There is also a numeric treatment for the algorithm described above, the first step of

which is to label each player by an index i which runs from one to the total number

of players N . Next, each players two lists are labeled as list H and list K. Next, each

possible history is indexed by µ from 1 to 2M . The binary representation of numbers

admits a natural way to do so. As an example, the previous set of histories listed

above would be indexed in the following way
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µ R-2 R-1

1 P P

2 P Q

3 Q P

4 Q Q

So that the above list, using this index and the updated labeling convention (1 for P ,

-1 for Q) becomes

µ Action to Make

1 P

2 P

3 Q

4 Q

Let’s say this list was player 4’s H list and denote it as (H4). This list could then be

represented by the vector

Hµ
4 =



1

1

−1

−1


(2.5)

Where, again, µ is simply indicative that the list is indexed, and 1 corresponds to

P and −1 corresponds to Q. In total, player 4 will decide what to do based on the

two vectors Hµ
4 and Kµ

4 (their respective K-list.) For the mathematical treatment

of choosing between the lists H and K are used develop a vector ω that is non-zero

for when H and K agree, and a vector ξ that is non-zero when they disagree. In

particular, for any given history, only one of ω and ξ will be non-zero. Using the

following definitions (remembering again that i is the number of a player, and µ
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corresponds to a history)

ωµi = (
1

2
)(Hµ

i +Kµ
i ) (2.6)

ξµi = (
1

2
)(Hµ

i −K
µ
i ) (2.7)

Then, for any given history, ω will return the action given by both lists when they

agree and ξ will return the action given by the H list when they disagree. The only

problem now is that player needs the suggestion of the better list when they disagree;

not just H every time. This is rectified by first noticing that, when the lists disagree,

-1·Hµ
i = Kµ

i thanks to the labeling convection of P and Q. Now all that is needed is

a quantity that is 1 when list H is performing better and -1 when list K is performing

better. Such requirements are fulfilled by the quantity

si =
[Cumulative Payoff Hi]− [Cumulative Payoff of Ki]

|[Cumulative Payoff Hi]− [Cumulative Payoff of Ki]|
(2.8)

= sgn([Cumulative Payoff Hi]− [Cumulative Payoff of Ki]) (2.9)

This results in the mixed strategy being represented by a vector, aµi,si , so that for

each round, given a history µ and spin, player i’s resulting choice of pure strategy

will be:

aµi,s = ωµi + ξµi · si (2.10)

This allows for the calculation of the total action Aµ for each round µ

Aµ =
N∑
i=1

aµi,si =
∑
i

ωµi +
∑
i

ξµi si =: Ωµ +
∑
i

ξµi si (2.11)

Up to this point little has been said about the amount of payoff each player receives

from round to round. In the version of the minority game that is utilized to model a

market, a player’s payoff for each round, Xµ
i , will be equal in magnitude to the action

for the round, and the sign will be negative in the event that the player’s action for
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that round was the same sign as the total action.

Xµ
i = −aµi,siA

µ (2.12)

This means that a player whose action is opposite in sign to the total action, the

players in the minority, will win an amount equal to the action. Similarly, a player in

majority will have an action whose sign is equal to that of the total action, and they

will lose the same amount. The reasoning behind this convention is straightforward;

the net loss of the round, Uµ, becomes:

Uµ =
∑
i

Xµ
i = −

∑
i

aµi,siA
µ = −Aµ(

∑
i

aµi,si) = −(Aµ)2 (2.13)

The reason for this definition is that the dynamics of the game are centered around

minimizing this total loss. In making inferences on the game the value of the loss

is not particularly important, but how the total loss is changing based on the setup

of the game is important. Having this quantity evaluate to −(Aµ)2 is advantageous

because the quantity Aµ is given explicitly, and lends itself to analytic insight. Indeed

a closed-form function for −(Aµ)2 is:

−(Aµ)2 = −

(∑
i

aµi,si

)2

(2.14)

= −

(
Ωµ +

∑
i

ξµi si+

)2

(2.15)

= −(Ωµ)2 − 2Ωµ
∑
i

ξµi si −
∑
i,j

ξµi ξ
µ
j sisj (2.16)

Moreover, a function of this type can be described as the Hamiltonian, or energy func-

tion, of a particular type physical system known as a spin glass. Further discussion

of these topics can be found in the following chapter.
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Chapter 3

Physics

The minority game is a system in which many different scenarios are possible, some

being more probable than others based on how the game has been set up. Answering

this question starts by constructing a space of all possible microstates of a system, or

a set of interrelated objects, and relating them to the extensive macroscopic quanti-

ties. Then, a probability distribution is built based on how the system can interact

with its surroundings and what entities may be exchanged with it. This allows for a

given microscopic setup of a system to admit expected values of macroscopic quan-

tities, which give access to the treatments of thermodynamics. Thermodynamics

describes systems on a macroscopic scale through relations of their quantities known

as fundamental equations. Oftentimes, it is possible to re-arrange these fundamental

equations to express one macroscopic, or thermodynamic, quantity in terms of all

others. Insights are then gained by viewing this re-arrangement as a function and

observing various aspects about it. On particularly important macroscopic quantity

of all systems is known as the Helmholtz free energy, which minimizes when a system

reaches equilibrium.

Definition 3.0.1 (Helmholtz Free Energy). For a system with energy E, tem-
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perature T , and entropy S, its Helmoltz free energy is:

F = E − TS (3.1)

In the above energy, entropy and temperature are all related quantities that are

postulated to exist for all systems. In thermodynamics, energy is taken to be the

portion of a system’s internal energy that is extensive across systems. In this setting

a quantity is extensive if it is additive across systems, that is, the quantity of a

combined system is the added quantity of its constituent parts. Although the concept

of energy seems entirely natural it is, in fact, a postulated entity in thermodynamics

which achieves a minimum at equilibrium with specific properties.

Statement 3.0.1 (Energy Postulate). There exists a function E of the extensive

variables ~X that assumes a minimum across all equilibrium states at any of the

possible final equilibrium states. Such a function E( ~X) has the following properties

• Extensive: For two systems B1 and B2 with variables ~X1 and ~X2 respectively,

EB1∪B2( ~X1 + ~X2) = EB1( ~X1) + EB2( ~X2) (3.2)

• Concave: For a, b ∈ R such that a+ b = 1

E(a ~X1 + b ~X2) ≤ aE( ~X1) + bE( ~X2) (3.3)

• Entropically Monotonic:

∂E

∂S

∣∣∣∣
~X

> 0 (3.4)

As seen in the above statement, energy is related to, and dependent upon, a concept

known as entropy. Entropy is another postulated entity of all systems which runs in

many ways parallel to energy, but achieves a maximum at equilibrium.
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Statement 3.0.2 (Entropy Postulate). For a given thermodynamic system, there

exists a function S of its extensive variables ~X that achieves a maximum across all

equilibrium states at any of the possible final equilibrium states. Such a function

S( ~X) has the following properties

• Extensive: For two systems B1 and B2 with variables ~X1 and ~X2 respectively,

SB1∪B2( ~X1 + ~X2) = SB1( ~X1) + SB2( ~X2) (3.5)

• Convex: For a, b ∈ R such that a+ b = 1

S(a ~X1 + b ~X2) ≥ aS( ~X1) + bS( ~X2) (3.6)

• Energetically Monotonic:

∂S

∂E

∣∣∣∣
~X

> 0 (3.7)

Strangely enough, energy and entropy are required to be monotonic functions with

respect to one another when all other quantities of a system remain fixed. This

relationship between energy and entropy is what sets up the thermodynamic definition

of temperature.

Definition 3.0.2 (Absolute Temperature).

T :=
∂E

∂S

∣∣∣∣
~X

=

(
∂S

∂E

)−1∣∣∣∣
~X

(3.8)

To speak more to the relationship between energy and temperature, observe that they

are both extensive quantities, thus energy is a function of entropy and entropy is a

function of temperature. More to this point, the Helmholtz free energy is actually

the Legendre transform of E where T replaces S as an independent variable. This

relationship continues into the derivatives of E and F with respect to the other
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extensive variables Xi. The derivative of the energy with respect to another one of its

underlying extensive variables gives the definition of a non-extensive quantity known

as a conjugate force.

Definition 3.0.3 (Conjugate Force). For a given extensive variable Xi the conju-

gate force, fi, of Xi is

fi :=
∂E

∂Xi

=
∂E

∂S

∂S

∂Xi

= T
∂S

∂Xi

(3.9)

Where again one can observe that such a definition keeps in line with the relationship

between energy and entropy around temperature. The development of a fundamental

equation, energy, entropy, and their respective differentials allows for the relation

of quantities within a system to its intensive variables. These relations are known

as equations of state. These equations of state are used to define order parameters,

or qualities about a system that can be observed in a macroscopic sense. More

importantly an equation of state can sometimes be re-arranged to create a function

for an order parameter. Regions of uniform concavity of this function are known as

phases. As phases are defined by the behaviors of various differentials within the

system, they are critical when considering it’s dynamics. The minority game will be

studied as a physical object, making use of energy, entropy, temperature, Helmholtz

free energy and their respective phases to characterize its dynamics. In order to be

able to describe the multitude of moving parts within the game in terms of these

quantities, a bridge must be built using statistical physics.

3.1 Statistical Physics

Statistical physics is the study of systems with large degrees of freedom, known as

microstates. A microstate is a complete description of the entire system. For exam-

ple, a microstate of a collection of marbles rolling around at the bottom of a box

would give each marble a position in the box, an energy and a direction of motion. A
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microstate in the minority game would the strategies from all players and the cumula-

tive payoffs associated with them, and a history. Note that the number of microstates

is often incredibly large; a back of the envelope calculation shows that a system of

two, 5-gram marbles in a 10cm by 10cm box at a fixed energy of 0.5J has a number

of possible microstates that would easily outstrip the number atoms comprising the

earth (∼ 1050)

Example 3.1.1 (Number of microstates of a two-marble system). Each mi-

crostate of the system comprised of two, 5-gram marbles in a 10cm by 10cm box at

a fixed energy of 0.5J must allocate to each marble a position, energy and direction

of motion. For the sake of simplicity let each marble take up 1cm2 of area on the

bottom of the box, and assume they never rise off of the bottom. Identify the position

of the first marble by the upper-left-hand corner of the area it occupies. As a gross

simplification (and a reduction of the number of microstates) quantize length into

units of ten angstroms 10Å = 1 ∗ 10−9m. As a point 1cm from either the right or

bottom boundary of the box doesn’t leave enough room for the rest of the marble,

this quantization permits the number of possible identifying points to be:

(9 ∗ 10−2m(1 ∗ 109m−1))2 = 8.1 ∗ 1015 (3.10)

In order to avoid combinatorial nuance, say the second marble is always in the opposite

half of the box. Even still, the total number of configurations for both becomes:

1

2
(8.1 ∗ 1015)(3.9 ∗ 1015) ' 1.521 ∗ 1031 (3.11)

Now, the total energy 0.5J must be split amongst the two marbles. To do this,

(grossly) approximate the quantization of energy to be that of a ground state electron

in a hydrogen atom, times one thousand (2.18∗10−15J .) This leaves the total number
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of choices to split the energy to be:

5 ∗ 10−1J ∗ 100

218
∗ 1015J−1 ' 2.29 ∗ 1014 (3.12)

Lastly, assign each marble a direction by an angle of deflection θ from an arbitrary

axis. Quantizing this by something as large as half a radian leaves the number of

directional assignments to be:

(7.2 ∗ 102)2 ' 5.2 ∗ 105 (3.13)

This means that a very loose lower bound for the total number of microstates of this

basic system is:

' 1.521 ∗ 1031 ∗ 2.29 ∗ 1014 ∗ 5.2 ∗ 105 ' 1.8 ∗ 1051 (3.14)

The first step in managing all of these microstates is to consider each one as a point

in phase space, denoted as Λ. The handling of this space is reliant upon observables.

Definition 3.1.1 (Observable). An observable of a thermodynamic system with

phase space Λ is any locally-continuous function A : Λ→ R

Evaluation by an observable can define regions on a phase space. For example given

an observable A on a phase space Λ, the region ΓA(a) can be defined as:

ΓA(a) = {v ∈ Λ|A(v) = a} (3.15)

This would be the region in phase space in which the observable A takes on the value

a ∈ R. Note that this definition could be extended to the observable taking on a
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range of values by changing the second equality to an inclusion. This method of

constructing regions helps to provide a “bridge” between the microscopic world of

the phase space and the macroscopic world of the thermodynamic system it comes

from. Any sort of formalization from this point forward leans on the following two

hypotheses.

Statement 3.1.1 (Hypotheses of Statistical Physics).

• The region in phase space in which a system is evolving can be completely

identified, for thermodynamic purposes, by the values of certain observable

quantities.

• All the extensive thermodynamic variables in the fundamental equation are

observables.

These hypotheses allow for the existence of a feasible region Γ ∈ Λ of phase space in

which the observables take on values that correspond to a particular state of equi-

librium. To finalize the connection between the microscopic and macroscopic, the

argument is made that more probable values of an observable A naturally correspond

to larger regions of phase space, or an observable A is more likely to take on a value

when it achieves that value on a larger portion of microstates. Because all extensive

thermodynamic variables are observables by hypothesis, and the entropy is a function

of these thermodynamic variables, a feasible region of phase space for a particular

equilibrium S( ~X) = S0 is thought of as the region of space where all the Xn take on

values such that S = S0. Represented symbolically, this is:

Γ = {v|S( ~X) = S0} =
⋂
n

ΓXn([bn, cn]); S(Xn = an ∈ [bn, cn]) = S0 (3.16)

When it comes to decyphering (3.16), it helps to go from right to left. Entropy needs

to stay fixed at a certain value S0, meaning each Xn must take on a value an such
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that S( ~X) = S0. It is entirely possible, however, that there is more than one set of

values an that could be given to each Xn to satisfy this condition. Definition 3.1.1

and hypothesis given in statement 3.1.1 mandate that each Xn is a locally-continuous

function, and entropy is additive, meaning there exist some ε, γ so that making the

modifications Xk = ak+ε and Xj = aj−γ for some k, j still allow ) S(X ′n) to be equal

to S0. This means that each Xn can take on a range of values bn to cn where every

other extensive variable can attain a value that keeps S fixed at S0. The space over

which Xn takes on values bn to cn is ΓXn([bn, cn]), but the system must occupy states

that lay in their common intersection to keep S fixed at S0. Intuitively, this means

that the entropy should in some way be tied to the volume of the feasible region (|Γ|)

in phase space. This line of reasoning is compacted in the fundamental postulate of

statistical mechanics:

Statement 3.1.2 (Fundamental Postulate of Statistical Physics).

S = kb ln |Γ| (3.17)

Where kb is a constant known as the Boltzman constant. Though the above cannot

be proven, as it is a postulate, consider the following argument. At a final equilibrium

an observable A takes on a value a∗ and S achieves a maximum, which is to say that

for any other a,

S(a) = S( ~X|A( ~X) = a) ≤ S( ~X|A( ~X) = a∗) = S(a∗) (3.18)

Under the fundumantal postulate of statistical mechanics above, this would mean

that

|ΓA(a)| = e
S(a)
kb ≤ e

S(a∗)
kb = |ΓA(a∗)| (3.19)

which follows the idea that equilibrium values should be more probable than non-

27



equilibrium values. More explicilty, |ΓA(a)| can be calculated as:

|ΓA(a)| =
∫

Γ

dvδ(A(v)− a) (3.20)

which highlights the fact that for all the values a, |ΓA(a)| form a partition of |Γ|.

Now, consider the Taylor expansion of S(a)− S(a∗) about a = a∗:

S(a)− s(a∗) ∼=
∞∑
n=1

1

n!

∂nS

∂An

∣∣∣∣
a∗

(a− a∗)n =
∞∑
n=2

1

n!

∂nS

∂An

∣∣∣∣
a∗

(a− a∗)n (3.21)

where the second equality is given by the maximum entropy principle and the fact

that a∗ is an equilibrum value (thus ∂S
∂A
|a∗ = 0.) Taking this approximation to second

order leads to:

|ΓA(a)|
|Γ|

= e
S(a)−S(a∗)

kb ∼= exp

{
1

2kb

∂2S

∂A2

∣∣∣∣
a∗

(a− a∗)2

}
(3.22)

which extablishes a Gaussian measure over the values of A. This admits a structure

for the expectation of an observable:

〈A〉 =
∑
a

|ΓA(a)|
|Γ|

a =
∑
a

a

|Γ|

∫
Γ

dvδ(A(v)− a) =

∫
Γ

dvA(v) = a∗ (3.23)

This probability structure for a fixed entropy is known as a micro-canonical ensemble,

in which a system is insulated entirely from its surroundings. This ensemble can be

generalized to a system (B) that can be allowed to exchange an extensive variable Xi

with a reservoir (R) in such a way so that X tot
i = XB

i +XR
i while the conjugate field,

fi = ∂S
∂Xi

, is fixed. In such a system the feasible reason |Γ| now extends for multiple

values of the entropy, and is now defined as:

Γ :=

{
v ∈ Λ|XB

i (v) +XR
i (v) = X tot

i ,
∂S

∂Xi

= k

}
(3.24)
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where k is some constant. Decomposing v into vB and vR, the expectation of A

becomes:

〈A〉 =
1

|Γ|

∫
Γ

dvBdvRA(vB) =
1

|Γ|

∫
dvBA(vB)

∫
dvRδ(X

B
i (vB) +XR

i (vR)−X tot
i )

(3.25)

and as before:

∫
dvRδ(X

B
i (vB) +XR

i (vR)−X tot
i ) = e

−SR(Xtot
i −XB

i (vB))

kb (3.26)

' exp

{
−1

kb

∂SR

∂Xi

∣∣∣∣
Xi

XB
i (vB)

}
(3.27)

= exp

{
−fi
kb

XB
i (vB)

}
(3.28)

where the second relation is brought about from a first-order Taylor approximation

of the exponent. The final term (3.28) is known as the Gibbs-Boltzmann factor and

establishes a measure on Γ with respect to Xi. Now the expectation can be written

as:

〈A〉 ' 1

Z

∫
dxBA(vB)e

−fiX
B
i (vb)

kb (3.29)

where Z, known as a partition function, is the normalization constant over the Gibbs-

Boltzmann factor, transforming the measure into a probability measure/distribution,

known as the Gibbs-Boltzmann distribution.

Z =

∫
dvbe

−fiX
B
i (vb)

kb (3.30)

For the purposes of this thesis i will be taken as 0 and consequently, X0 = E, fi = 1
T

and XB
0 (vB) becomes a function, H(vB), known as the Hamiltonian or the energy

observable. Generalizing further, the expectation over all energies becomes:

〈A〉 =
1

Z

∫
dE

∫
dvδ(H(v)− E)A(v)e

− E
kbT (3.31)
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Now, letting a∗(E) be the microcannonical (fixed E) average of A re-arranges the

above as:

〈A〉 =
1

Z

∫
dE ′a∗(E ′) exp

{
−E

′ − TS(E ′)

kbT

}
(3.32)

where Z becomes:

Z =

∫
dE ′ exp

{
−E

′ − TS(E ′)

kbT

}
∼= exp

{
−E

∗ − TS(E∗)

kbT

}
= exp

{
− F

kbT

}
(3.33)

Where E∗ is the final equilibrium value of the energy and the second relation comes

from approximating the integral via steepest descent. Taking A = H, this general-

ization turns ln(Z) into the moment generating function of H. In addition, letting

β = 1
kbT

, ln(Z) becomes:

ln(Z) = ln(e−βF ) = −βF (3.34)

In the instances where the Boltzmann constant is unity, this means F = −T ln(Z),

and establishes a link between microstates and the dynamics of a system. Explicitly,

the free energy is directily linked to the normalization of the distribution of states.

This means that changes in the behavior of F correspond to changes in the distri-

bution of possible microstates, and thus 3.34 is a fundamental equation, making its

derivations equations of state. These can be observed concurrently to classify the

phases of a system.

3.2 Ising Model

In order to treat the minority game with statistical physics, it must be modeled with

a physical system. The physical system employed for such a task will be drawn from

a family of models known as Ising models. Developed in 1924 by Ernst Ising, the

original model explains the magnetic behavior of a system from a statistical physics

perspective. Within the confines of this thesis, magnetic behavior in a material can
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be thought of as a phenomena in which the dipoles of the material begin to align.

A dipole is a pair of equal, positive and negative electric charges separated by a

small distance. Dipoles are said to have an orientation that runs from the negative

charge to the positive charge. In a primitive sense, dipoles in a material arise from

what is known as the spin-angular momentum of the elementary particles within a

system. Exploring the nuances and phenomenology of spin and angular momentum

is an incredibly nuanced endeavor, and would easily require its own chapter if not an

entire thesis. For the purposes of this thesis, the physical models are such that it will

suffice to think of spin as a stand in for the orientation or direction of a dipole1. In

his seminal work describing magnetism, Ernst describes the aim of the model and the

conclusion of its 1-dimensional case thusly;

“This is essentially an investigation of the thermal behavior of a linear

body consisting of elementary magnets whereby it is assumed, in con-

trast to Weiss’ theory of ferromagnetism, that there is not a molecular

field, but only a (non-magnetic) mutual effect of neighboring elementary

magnets.”(Ising (1924))

In this statement, the “elementary magnets” refer to the magnetic dipoles of the

molecules in the linear or 1-dimensional body. The Ising model was then set up

as a collection of magnetic dipoles in a line, whose collective potential energy was

dependent on the alignment of the spins. In constructing this model, three basic

assumptions are drawn up:

1. Magnetization of a material arises from nothing more than the net interaction

of its individual molecules

2. Each individual molecule has only two positions for its spin; up and down (Lenz’

Argument)

1Interested readers are referred to Griffiths (1987) and J. J. Sakurai (1994)
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3. Internal energy is the lowest when the spin of all molecules are in alignment

In such a construction, the microstates are simply lists s which assigns a spin, si, to

each dipole in the material, indexed by i. The Hamiltonian of this system is then:

H(s) = −J
N∑
i=1

sisi+1 (3.35)

where J is the fixed bonding energy between dipoles, and the linear material is said

to be cyclical, thus sN=1 = s1. The Hamiltonian in (3.35) is negative, implying that

lower energy states correspond to aligned dipoles. Reversing the sign convention flips

the paradigm and assigns lower energies to anti-aligned dipoles. This distinguishes a

ferromagnetic Ising model from an anti-ferromagnetic Ising model. The Hamiltonian

in 3.35 also highlights the simplicity of the Ising model: the energy of the system

is nothing more than the interaction between the spins, meaning that describing the

spin-to-spin interactions will describe the total energy. In turn, taking S to be the

collection of all spin-lists, the partition function becomes:

Z =

∫
S

dse−βH(s) =
∑
i

∑
si=±1

e−βH(s) =:
〈
e−βH(s)

〉
(3.36)

where 〈· · · 〉 denotes the trace of · · · over all possible spins si. As shown in the

previous section, the partition function can be manipulated to shed light on the

expected dynamics of the system. By extension the describing of a system’s spin-

to-spin interaction (definition of a Hamiltonian) provides immediate access to the

system’s expected dynamics. As an example, consider the Ising paramagnet described

in example (3.2.1)

Example 3.2.1 (Ising Paramagnet). In the Ising paramagnet, the dipoles are

entirely uncorrelated and only tend to align with a fixed external field h. The Hamil-
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tonian of such a model is:

H(s) = −µh
∑
i

si (3.37)

where µ is a constant known as the permittivity of free space. Now, the partition

function Z can be calculated as:

Z =
〈
e−βµh

∑
i si
〉

(3.38)

=

〈∏
i

e−βµhsi

〉
(3.39)

=
∏
i

2 cosh(βµh) (3.40)

= (2 cosh(βµh))N (3.41)

Knowing the closed form of Z gives access to the probability distribution of states

on the system. Moreover, the expectation of a system’s values can sometimes be

calculated directly. In this particular case magnetization, m = M
N

= 〈si〉
N

, is one such

value.

m =
〈si〉
N

(3.42)

=
1

ZN

〈
sie
−βµh

∑
i si
〉

(3.43)

=
1

N

(
2N sech (βµh)

)〈∏
i

sie
βµhsi

〉
(3.44)

=
1

N
(sech (βµh))N (sinh (βµh))N (3.45)

=
1

N
(tanh (βµh))N (3.46)

The above equation is the equation of state for average magnetic moment per dipole

for a generic paramagnet. Unfortunately, there are no real dynamics to glean here

other than there being no magnetization in the absence of an external magnetic field

h, and thus no spontaneous magnetization occurs.
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The ease of defining an Ising model lends it a particular robustness, which is made

possible by considering the various extensions that will need to be made on it, so

that it can be applied to a minority game. The first of which is to consider both

particle-particle interactions and external field alignment in tandem:

H(s) = −J
∑
i

sisi+1 − h
∑
i

si (3.47)

This is the Hamiltonian of a linear ferromagnet in which the spins of each dipole only

correlate with their immediate neighbors, via a fixed interaction/coupling energy J .

The next generalization is to relax the linear nature of the material to a uniform

lattice structure by summing over the bond pairs, denoted 〈i, j〉 which signifies a

bond between lattice sites i and j.

H(s) = −J
∑
〈i,j〉

sisj − h
∑
i

si (3.48)

Example 3.2.2 (Finite range Ising Ferromagnet (Mean-Field)). Deriving the

behaviors of m for system (3.48) will develop two tools used in chapter five. The

first is the idea of a mean field approximation. The mean field approximation is

based on the idea that for a sufficiently-large collection of interacting particles, the

behavior of each particle will eventually converge to the average over all particles, up

to some deflection. In this case, a mean field argument allows for si to be written as

si = m+δsi for some small deflection δsi as m is the average over all si. An important

point to make here is that because δsi is small, (δsi)
2 is said to be negligible. This

allows for 3.48 to be written as:

H(s) = −J
∑
〈i,j〉

(
m2 + (δsi + δsj)

)
− h

∑
i

si (3.49)
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Now, assign NB as the number of bonds 〈i, j〉 in the system so that the number of

interacting neighbors z each lattice site has is z = 2NB

N
. This simplifies the above to:

H(s) = −Jm2NB − Jmz
∑
i

δsi − h
∑
i

si (3.50)

= −Jm2NB − Jmz
∑
i

(si −m)− h
∑
i

si (3.51)

= −Jm2NB + Jz
∑
i

m2 − (Jmz + h)
∑
i

si (3.52)

= J(Nzm2 −m2NB)− (Jmz + h)
∑
i

si (3.53)

= JNBm
2 − (Jmz + h)

∑
i

si (3.54)

This form of the Hamiltonian admits a nice calculation of Z:

Z =
〈
e−βH

〉
(3.55)

=
〈
e−βJNBm

2+β(Jmz+h)
∑

i si
〉

(3.56)

= e−βJNBm
2

〈∏
i

eβ(Jmz+h)si

〉
(3.57)

= e−βJNBm
2

2N (cosh (β (Jmz + h)))N (3.58)

= exp
{
−βJNBm

2 +N ln (2 cosh (β (Jmz + h)))
}

(3.59)

Now, remembering that a fundamental equation of a system is F = −T ln (Z) from

3.34, the fundamental equation of the given system is:

F = −T ln (Z) (3.60)

= JNBm
2 − TN ln (2 cosh (β (Jmz + h))) (3.61)

f :=
F

N
=
Jzm2

2
− T ln (2 cosh (β (Jmz + h))) (3.62)

where the mean field argument was applied once more in line (3.62) to focus on the
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average free energy per particle. From here the second tool used in chapter five known

as Landau-Ginzburg theory. The theory rests on the fact that thermal equilibrium

is realized at a minimum of the free energy and that in the absence of an external

field (h=0), the free energy will be dependent on the magnetization m. At the points

where m starts to become non-vanishing, f can be expanded to small order in m.

f ' Jzm2

2
− T ln(2)− T β

2J2z2m2

2
+
J4z4m4

12T
− · · · (3.63)

= −T ln(2) + (1− βJz)
Jzm2

2
+
J4z4m4

12T
− · · · (3.64)

The equation (3.64) has a non-zero local minima in m when the coefficient of m2

becomes negative, or (1 − βJz) < 0. This means that the system has a phase

transition in the absence of a magnetic field at (1 − βJz) = 0 or T = Jz. For

behavior of the system in the presence of a magnetic field, an equation of state for

m will have to be derived. Imposing the condition ∂f
∂m

= 0 on (3.62) yields such an

equation of state.

Jzm = Jz tanh (βJmz + βh) (3.65)

This is a self-consistent equation in m showing that m will not see a change in absolute

value in the presence of a magnetic field when compared to (3.64), but the field will

dictate the sign of m in its scalar value.

The limit of the finite range model is a lattice/network in which every dipole interacts

with every other dipole by expanding the summation to all pairs i, j. The result of

such a limit is known as an infinite range model. The Hamiltonian of an infinite range

model ferromagnet is:

H(s) = −J
∑
i,j

sisj − h
∑
i

si (3.66)

The next generalization is to have non-constant bonding energy between dipoles. This
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leads to each bond energy to be specified by Ji,j as the interaction between dipoles

i and j. The physical interpretations/reasons for this are manifold, but in general

this is inspired by a non-uniformity in the material in some way; whether that be a

non-uniform lattice structure or non-uniform particles within the material. In either

case, the Hamiltonian becomes:

H(s,J) = −
∑
i,j

Ji,jsisj − h
∑
i

si (3.67)

where the microstate now includes the list J of all Ji,j. A similar generalization could

be made to the external field by specifying it as hi at each lattice site i.

H(s,J,h) = −
∑
i,j

Ji,jsisj −
∑
i

hisi (3.68)

Again, note that the microstates include a list h of the hi. The Hamiltonian (3.68)

will be similar to the Hamiltonian used to view the minority game as an Ising model.

It belongs to a class of models known as Ising spin-glasses. In a normal Ising model,

the uniform lattice structure causes the lowest energy state to be simply the one in

which all the spins align. In contrast, it is possible for a non-uniform lattice structure

to exhibit a frustration on the states in which some particles in the lattice contribute

the same amount of potential energy regardless of their spin. This causes the ground

state energy to be achieved by multiple, non-degenerate lowest-energy (or ground)

states in which one ground state can not be derived from all others by applying

a uniform, elementary operation to every spin. This is possible in the normal Ising

model as the two lowest energy states are obtained from the transformation si → −si.

This is illustrated in figure 3.1 in which a uniform lattice has only one non-degenerate

ground state but the non-unifrom lattice has multiple non-degenerate ground states.

A scenario in which a non-uniform lattice has multiple non-degenerate ground states

is known as a spin-glass phase. There are many physical realizations of spin glass
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models that exist even outside of the realm of magnetism, including polymers, genetic

information and neural networks. As such, there are many different scenarios that

bring about a spin-glass phase in an Ising model. A caricature of a spin glass transition

due to a physical deformation in a lattice is given in figure 3.2

Figure 3.1: (left) A uniform lattice in its ground state (right) two non-degenerate
ground states of a non-uniform lattice, which exhibits frustration on the bottom-
right lattice site. In all lattices, + indicates a ferromagnetic bond while - indicates
an antiferromagnetic bond.

Figure 3.2: A caricature of a uniform lattice being physically deformed and transi-
tioning into a spin-glass state.
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Chapter 4

Probability

The physical realization of the minority game relies on the use of random variables.

As a consequence, deriving insights on the system requires the incorporation of some

of the more bespoke topics in probability theory. The first is calculating the moment

generating function of a modified Bernoulli distribution and calculating its moment

generating function. The second is the concept of cumulants of a function, which are

related to its moments.

4.1 Probability Distributions

For a random variable X, a probability distribution assigns a probability to each value

that X can assume. In other words, for any value v a probability distribution defines

the quantity P (X = v). At a high level, a probability distribution accomplishes this

by defining a probability density function for a random variable X

Definition 4.1.1 (Probability Density Function). The probability density func-

tion, qX(v), of a random variable X is defined as:

qX(v) := P (X = v) (4.1)
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where P (X = v) is the probability that X equals v

A probability distribution is crucial in characterizing the expected behavior of a

random variable, and the nature of the values it’s expected to attain. To this end,

an expectation of some entity is the average value that the entity will assume under

a given probability distribution.

Definition 4.1.2 (Expectation E[K(X)]). The expectation of an entity K(X),

E[K(X)] under a given probability distribution with probability density function

qX(v) is:

E[K(X)] =

∫ ∞
−∞

dvK(v)(qX(v)) (4.2)

A probability distribution is often characterized by it’s moments which are defined

using expectations.

Definition 4.1.3 (Moment). The n-th moment of a probability distribution for

some random variable X is the expectation of the n-th power of X, E[Xn]

If the moments of a given probability distribution are known, then calculations of a

random variable under said distribution are often much easier as they can be handled

using the moments in lieu of dealing with the probability density function directly.

The calculations brought forth in chapter five will make use of a construction that

runs in parallel to the moments of a distribution, known as the cumulants. In par-

ticular, they will make use of the cumulants for a modified version of the Bernoulli

distribution. Both of these are discussed in the following sections.

4.2 Modified Bernoulli Distribution

The ordinary Bernoulli distribution is the probability distribution of a random vari-

able b that takes on two values: 1 with probability p and 0 with probability 1 − p.
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The probability mass function of this distribution is:

qb(x) = pδ(x− 1) + (1− p)δ(x− 0) (4.3)

The physical model of the minority game uses two modified Bernoulli distributions.

The first modified distribution is used to model whether the difference between an

agents strategies will tell them to go long (1) or short (-1). This demands that the

distribution be that of a random variable ξi that takes on value 1 with probability

p but instead takes on the value −1 with probability 1 − p. The probability mass

function of such a distribution is

qξi(x) = pδ(x− 1) + (1− p)δ(x+ 1) (4.4)

The second distribution will treat the product of two variables from the previous

distribution ξiξj as one variable. This means that it will take on value 1 when both of

its product are 1 or −1. This happens with probability p2 and (1− p)2, respectively.

Analogously, this variable takes on the value −1 when the variables in its product

are 1 and −1. This can happen in two ways with probability p(p− 1) thus the total

probability of this happening is 2p(p− 1). Note that these probabilities add to 1 as:

p2 + (1−p)2 + 2p(p−1) = (p+ 1−p)2−2p(p−1) + 2p(p−1) = (p+ 1−p) = 1 (4.5)

The probability mass function for this distribution is:

qξiξj(x) = (p2 + (1− p)2)δ(x− 1) + 2p(p− 1)δ(x+ 1) (4.6)
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4.3 Cumulants

Calculations in statistical physics often employ exponentials and natural logarithms.

As a consequence, the behavior of these random variables will be derived within

a logarithm. This makes the observation of cumulants essential to the following

calculations. The cumulants of a distribution are an alternative to the moments of

a distribution. The moments of a distribution are given by its moment generating

function:

Definition 4.3.1 (Moment Generating Function). The moment generating func-

tion of a random variable X, MX(t), is the expectation of etx:

MX(t) := E[etx] =

∫ ∞
−∞

dxf(t)etx (4.7)

where f(t) is the probability mass function of variable X

The moment generating function of the first modified distribution is:

Mξi(t) =

∫ ∞
−∞

dxetxpδ(x− 1) + (1− p)δ(x+ 1) = pet − (1− p)e−t (4.8)

The moment generating function of the second modified distribution is:

Definition 4.3.2.

Mξiξj(t) =

∫ ∞
−∞

dxetx(p2 + (1− p)2)δ(x− 1) + 2p(p− 1)δ(x+ 1) (4.9)

= (p2 + (1− p)2)et − 2p(p− 1)e−t (4.10)

In analog to the moments, the cumulants of a distribution are given by the cumulant

generating function which is the natural logarithm of the moment generating function.

Definition 4.3.3 (Cumulant Generating Function). The cumulant generating
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function of a random variable X, KX(t), is:

KX(t) := ln (MX(t)) = ln (E(etx)) (4.11)

The n-th moment of a distribution is found by evaluating the n-th derivative of the

moment generating function at zero:

mn =
d

dt
MX(t)

∣∣∣∣
t=0

(4.12)

Similarly, the n-th cumulant of a distribution can be found by evaluating the k-th

derivative of the cumulant generating function at zero:

kn =
d

dt
ln (MX(t))

∣∣∣∣
x=0

(4.13)

The advantage of using cumulants over moments is that they are additive over inde-

pendent variables1 which is ostensibly useful in the context of Ising models. The first

two cumulants of the first modified distribution are:

k1 = 2p− 1 (4.14)

k2 = 1− (2p− 1)2 = 1− k2
1 (4.15)

The first two cumulants of the second modified distribution are:

j1 = 1− 4p(1− p) = (1− 2p)2 (4.16)

j2 = 1− (1− 4p(1− p))2 = 1− j2
1 = 1− (1− 2p)4 (4.17)

In calculations, the entire cumulant generating function will be employed. This will

be approximated to the first two terms of its power series representation, thus only

1N. Pal (2006)
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the first two cumulants of each distribution are of note.
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Chapter 5

The Framework

5.1 The Market as a Game

The first step in modelling a financial market is to consider what a financial market

is; a collection of objects, or assets, that are bought and sold. These will be the

only objects that the framework will use to model the market. Many other models

of the market also consider the economic agents that are responsible for this buying

and selling, but this adds a fair amount of complexity to the model. How many

agents are there in regards to the total number of assets? When does each agent

have the purchasing parity to buy an asset? What is the attitude of a particular

agent with regards to a particular asset? Focusing explicitly on the assets themselves

avoids having to add sophisticated machinery to handle these considerations.1 In

addition, an assumption will be made that assets of the same type are traded in

roughly the same manner, meaning that two assets of differing types will be traded in

some proportion to one another. This is to say that some assets are traded more than

others but, when they are, it is, on average, at some fixed higher rate. Further simplify

the model by creating a market in which only one amalgamated asset is traded. In

this simplification, the set of objects modeling the market is just a uniform number

1Bagarello (2009b),Bagarello (2009a)
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of homogeneous assets. Each one of these assets is either held or sold each day. If an

asset is part of a portfolio in a long position it is more likely to be held, and if an

asset is in a short position it is more likely to be sold on that particular day. Being

“long” on a market refers to believing the market will increase in value, and therefore

it would make sense to hold on to an asset, as opposed to believing the market will

decrease in value, or being “short” on a market, where it would make more sense to

sell off assets. The total value of this market is assumed to be affected by simple

supply and demand; if there are more assets being held than assets being sold the

total value will go up, and if there are more assets being sold then held the total value

will go down. Lastly, the market is assumed to try and minimize the total change in

value. This model maps to the minority game by letting each asset be a player ai.

Now, whether or not the asset is held or sold on a particular day is represented by

si, with si = 1 representing the asset being held on that day. The position in which

the asset is being held now becomes the players’ strategies. If the asset is in either

a firmly long or short position, then the ωi for that asset is nonzero, with ωi = 1

representing a firmly long position. Conversely if an asset is being held in a delta

neutral position, or a position that could be either long or short depending on where

the market is, then the ξi for that is nonzero with ξi = 1 representing the market

forcing asset i’s position long.

5.2 The Game as a Material

The next step is to model the minority game as a physical material. The first thing

to do is to define the overall energy of the material. As energy attains a minimum at

equilibrium, and the game seeks to minimize total losses, the energy of the material
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will follow from (2.16), and be −A2, meaning that the Hamiltonian of the system is:

H = −A2 = −(Ω +
∑
i

ξisi)
2 = −Ω2 − 2Ω

∑
i

ξisi −
∑
i,j

ξiξjsisj (5.1)

At first, it would seem immediate to map this directly to an Ising spin glass but there

is some nuance to take account of. The first nuance is that there has been no mention

made of the history µ. Note that µ affects Ω and each ξi and the si react to them. All

of these properties will be analogs of the structure of the material, which changes over

a much slower time scale that the spins of the particle, which will be the si. As the

reaction of the players (and therefore the dynamics of the game) to the changed setup

of the game is being sought, µ becomes irrelevant; it is only necessary to know what

structure a particular µ necessitates. The second nuance is the Ω term. Constants

are generally unobserved in a Hamiltonian, but Ω interacts with the sum over the

linear spins in the Hamiltonian, and must be included. As Ω is fixed according to µ

and µ is constant on the length-scale of observation, Ω is a net magnetization acting

on the material. The final nuance is the ξi. It might be tempting to let the ξi just be

the value prescribed by µ, but this would lead to the final term in the Hamiltonian

expanding geometrically with the addition of each new player. As one asset being

added to the market does not cause wild fluctuations to the market, the terms ξi and

ξiξj will both be scaled by 1
N

. In addition, the ξi will represent a particles orientation

with the net magnetic force Ω acting on the material, and the ξiξj will represent the

energy associated with the orientations of particle i and j, dictating the coupling

energy between them.

5.3 Equations of State

Following from the physics chapter, characterizing the phases of this material relies

on finding the equations of state. The equations of state are derived from the fun-
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damental equation based on the Helmholtz free energy. The equations of state will

be derived in a mean field sense, and the fundamental equation will be adapted to

Helmholtz free energy “per particle,” f = F
N

as N is large and the range of the Hamil-

tonian is infinite. From the fundamental postulate of statistical physics, this starts

off from (3.34) as:

β [f ] =
−1

N
[lnZ] (5.2)

where the brackets [· · · ] denote the average of the quantity inside with respect to

the configuration distribution of the system. Instead of trying to wrangle with the

configurational average of the logarithm of the partition function, it is standard prac-

tice to make use of the replica method in which the configurational average above is

calculated as:

[lnZ] ' lim
n→0

[Zn]− 1

n
(5.3)

Though this approximation may seem odd at first, it follows quite naturally from the

Taylor expansion of ex. To justify this approximation, first consider the following

manipulation of Zn:

Zn = en ln (Z) = 1 + n ln (Z) +
n2

2
lnZ + · · · (5.4)

As a normalizing constant, Z is expected to be small when the number of states is

large. Observing the above as n approaches zero, as opposed to evaluating the limit,

the right hand term above becomes dominated by the first two terms. So, in actuality,

In the above equation Zn is not simply a multiplicative power; it should be considered

as the partition function of n replicas of the same system2, hence the name of the

method. With all this in mind, solving for [Zn] is still non-trivial, and requires many

arguments and approximations similar to that found in standard mean-field theory.

The replica method tasks one with find the configurational average of the partition

2H. Nishimori (2011)
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function of n copies of the same system. Such a rendition for n copies of the minority

game described by (2.16) is:

Zn =

〈
exp

(
βΩ2 + 2Ωβ

∑
i

ξi
∑
α

sαi + β
∑
i,j

ξiξj
∑
α

sαi s
α
j

)〉
(5.5)

Now, the variables ξi and ξiξj will be viewed as two different random variables from

separate distributions in order to admit a tractable computation. Viewing ξiξj as a

product of two variables and solving and left as an open question. For this, assign the

two distributions (4.8) and (4.10) to ξi and ξiξj; the distribution of the ξi will be the

modified Bernoulli, and the distribution of the ξiξj will be the product distribution.

Decomposing the sums in the exponential to products of exponentiated terms yields

the following:

〈
exp

{
βΩ2

}∏
i

exp

{
2Ωβξi

∑
α

sαi

}∏
i,j

exp

{
βξiξj

∑
α

sαi s
α
j

}〉
(5.6)

The prescription of the replica method is to take the configurational average before

performing the trace. The reason for doing so is physical; the time scale over which

the material will change is large compared to the timescale over which the spins

change. This is to say that the spins will react to the configuration of the system
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rather than the other way around, so the configurational average is taken first.

[Zn] =

〈
exp

{
βnΩ2

}∏
i

∫
dξ p(ξ) exp

{
2nΩβξi

∑
α

sαi

}∏
i,j

∫
dξiξj p(ξiξj) exp

{
−βξiξj

∑
α

sαi s
α
j

}〉

(5.7)

=

〈
exp

{
βnΩ2

}∏
i

exp

{
1

N

∞∑
w=1

kw
w!

(2nΩβ
∑
α

sαi )n

}∏
i,j

exp

{
1

N

∑
m

jm
m!

(β
∑
α

sαi s
α
j )m

}〉
(5.8)

'
〈

exp

{
βnΩ2 +

2k1nβΩ

N

∑
i

∑
α

sαi +
k2(nβΩ)2

N

∑
i

(
∑
α

sαi )2
. . . (5.9)

+
βj1
N

∑
i,j

∑
α

sαi s
α
j + β2 j2

2N

∑
i,j

∑
α,β

sαi s
α
j s
β
i s
β
j

}〉
(5.10)

=

〈
exp

{
βnΩ2 +

2k1nβΩ

N

∑
α

∑
i

sαi +
k2(nβΩ)2

N

∑
α,β

∑
i

sαi s
β
i

. . . (5.11)

+
βj1
N

∑
α

∑
i,j

sαi s
α
j + β2 j2

2N

∑
α,β

∑
i,j

sαi s
β
i s
α
j s
β
j

}〉
(5.12)

=

〈
exp

{
βnΩ2 +

2k1nβΩ

N

∑
α

∑
i

sαi +
k2(nβΩ)2

N

∑
α,β

∑
i

sαi s
β
i

. . . (5.13)

+
βj1
N

∑
α

(∑
i

sαi

)2

+ β2 j2
2N

∑
α,β

(∑
i

sαi s
β
i

)2}〉
(5.14)

=

〈
exp

{
βnΩ2 βj1

N

∑
α

2k1nΩ

j1

∑
i

sαi +

(∑
i

sαi

)2
 . . . (5.15)

+ β2 j2
2N

∑
α,β

2k2(nΩ)2

j2

∑
i

sαi s
β
i +

(∑
i

sαi s
β
i

)2
}〉 (5.16)

In the above, the ki and ji are the cumulants for the modified Bernoulli distribution

and product distribution as stated in section (4.2). Now, the exponential is re-written

by “completing the square” of the second and third terms.

〈
exp

Λ +
βj1
N

∑
α

(∑
i

sαi +
k1nΩ

j1

)2

+ β2 j2
2N

∑
α,β

(∑
i

sαi s
β
i +

k2(nΩ)2

j2

)2

〉

(5.17)

Λ := βnΩ2 − β(k1nΩ)2

j1N
− (βk2(nΩ)2)2

2j2N
(5.18)

Unless relevant, all multiplicative terms that will tend towards one in the limits to

be taken will be collected in exp (−Λ). From here, the trace cannot be computed as

50



the spins are contained in a quadratic term. To rectify this, once again decompose

the sums over the replica indices to products of exponential terms.

〈
exp {Λ}

∏
α

exp

βj1N
(∑

i

sαi +
k1nΩ

j1

)2
∏

α,β

exp

β2j2
2N

(∑
i

sαi s
β
i +

k2(nΩ)2

j2

)2

〉

(5.19)

Now, linearize the quadratic terms by making use of the Hubbard-Stratonovich

identity:

exp

(
λa2

2

)
=

√
λ

2π

∫ ∞
−∞

dx exp

(
−λx

2

2
+ aλx

)
(5.20)

Apply this to (5.24) in order to linearize the squares in the first and second terms,

introducing variables mα and qαβ respectively.

〈
exp {Λ}

∫ ∞
−∞

∏
α

dmα exp

{
−βj1Nm

2
α

2
+ βj1mα

(∑
i

sαi +
k1nΩ

j1

)}
. . .

∫ ∞
−∞

∏
α,β

dqαβ exp

{
−
β2j2Nq

2
αβ

2
+
β2j2qαβ

2

(∑
i

sαi s
β
i +

k2(nΩ)2

j2

)}〉 (5.21)

With some re-arranging, this becomes:

exp {Λ}
∫ ∞
−∞

∏
α

dmα

∫ ∞
−∞

∏
αβ

dqαβ
. . .

exp

{
−β

2j2N

2

(
q2αβ −

k2(nΩ)2qαβ
j2N

)
+−βj1N

2

(
m2
α −

2k1nΩmα

j1N

)}
. . .〈

exp

{
β2j2

2

∑
i

qαβs
α
i s
β
i + βj1

∑
i

mαs
α
i

}〉
(5.22)

Notice that in (5.27) the trace brackets have moved to the final exponential term, as

it is the only one in which the trace is nontrivial. As this term can be decomposed as

a product over the lattice sites, the trace for each spin can be taken independently.

Define the term L in the following way:

L :=
β2j2

2
qαβs

αsβ + βj1mαs
α (5.23)
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As the trace of L for each lattice site i will be identical, this definition allows for the

traced term to be written in the following way:

〈
exp {L}N

〉
= 〈exp {L}〉N = expN ln 〈exp (L)〉 (5.24)

Now complete the square of the qαβ and mα related terms in (5.27), while collecting

the irrelevant terms in Λ, and apply (5.29).

exp {Λ}
∫ ∞
−∞

∏
α

dmα

∫ ∞
−∞

∏
αβ

dqαβ
. . .

exp

{
−β

2j2N

2

(
qαβ −

k2(nΩ)2

2j2N

)2

− βj1N

2

(
mα −

k1nΩ

j1N

)2

+N ln 〈exp (L)〉

}
(5.25)

As each term in the exponential is proportional to N and the number of lattice sites

is expected to be very large, each integral in (5.30) can be well approximated by the

maximum value of its argument. This approximation is known as the thermodynamic

limit and draws inspiration from the steepest descent methods of complex analysis3.

Such an approximation yields:

[Zn] '
∏
α

∏
α,β

exp

{
− β2j2N

2

(
qαβ −

k2(nΩ)2

2j2N

)2
. . .

− βj1N

2

(
mα −

k1nΩ

j1N

)2

+N ln 〈exp (L)〉+ Λ

}
(5.26)

As in the steepest descent method, the thermodynamic limit carries with it argument-

maximizing conditions on each qαβ and mα. These conditions are found via differen-

3H. Nishimori (2011)
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tiation on (5.31).

∂

∂mα

[Zn] = 0 (5.27)

βj1N

{
−
(
mα −

k1nΩ

j1N

)
+
〈sα exp (L)〉
〈exp (L)〉

}
= 0 (5.28)(

mα −
k1nΩ

j1N

)
=
〈sα exp (L)〉
〈exp (L)〉

(5.29)

mα −
k1nΩ

j1N
= 〈sα〉L (5.30)

∂

∂qαβ
[Z] = 0 (5.31)

β2j2N

{
−
(
qαβ −

k2(nΩ)2

2j2N

)
+

〈
sαsβ exp (L)

〉
2 〈exp (L)〉

}
= 0 (5.32)(

2qαβ −
k2(nΩ)2

j2N

)
=

〈
sαsβ exp (L)

〉
〈exp (L)〉

(5.33)

2qαβ −
k2(nΩ)2

j2N
=
〈
sαsβ

〉
L

(5.34)

In the above, 〈· · · 〉L the Boltzmann average of · · · weighted by L in the exponen-

tial. Although the introduction of variables qαβ and mα was motivated by computa-

tion, equations (5.30) and (5.34) define their relations to order parameters 〈sα〉L and〈
sαsβ

〉
L
, giving them physical significance. The first, 〈sα〉L, is the spin glass analog

of magnetization for a given replica α. The second,
〈
sαsβ

〉
L
, is known as the spin

glass order parameter, which measures the correlation of a spin in replica α with its

analog in replica β. Naturally, when α = β,
〈
sαsβ

〉
L

will be unity. Note that the

weighting of these quantities over L with respect to a general spin s is a mean field

result of weighting these quantities by H with regards to a specific si as H = LN .

For this reason, the order parameters will be referred to as 〈sαi 〉 and
〈
sαi s

β
i

〉
, where

the weighting by H is implied. From here, a concept known as the replica-symmetric

ansatz is introduced. Replica-symmetric theory assumes that these order parameters

have no explicit dependence on their replica index and that the average of any given

n replicas will converge to the same value as n→ 0. This assumption is motivated by
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the fact that they were introduced in computation. Formally, this means there must

exist values m and q such that

m = lim
n→0

1

n

∑
α

〈sαi 〉 (5.35)

q = lim
n→0

1

(n)(n− 1)

∑
α,β

〈
sαi s

β
i

〉
(5.36)

Inserting equations (5.30) and (5.34) into (5.35) and (5.36), respectively, imposes the

following on the introduced Gaussian variables:

mα = m ∀ α (5.37)

qαβ =


q
2

α 6= β

1 α = β

(5.38)

As it turns out The solutions given by replica symmetric theory are not entirely

accurate in predicting the behavior of physical systems4 in certain cases, leading

to what is known as replica-symmetric breaking, or RSB. The stability of replica-

symmetric (RS) solutions will be discussed in chapter 7, along with possible RSB

solutions. Nevertheless, applying the results of this ansatz yields:

exp

{
− β2j2N

2

∑
α,β

(
q

2
− k2(nΩ)2

2j2N

)2
. . .

− βj1N

2

∑
α

(
m− k1nΩ

j1N

)2

+N ln 〈exp (L)〉 − Λ

}
(5.39)

Now, note that as a normalization constant for a large amount of microstates, Z is

expected to be close to unity. This means that the exponential (5.42) can closely

4Nishimori (2001)
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approximated by the linear terms in its Taylor expansion:

' 1+Nn

{
−β

2j2

2n

∑
α,β

(
q

2
− k2(nΩ)2

2j2N

)2
. . .−βj1

2n

∑
α

(
m+

k1nΩ

j1N

)2

+
1

n
ln 〈exp (L)〉−Λ

}
(5.40)

Calculating the limit n→ 0 for the first two terms in the brackets is straightforward.

The third term will require some work and it becomes advantageous at this point to

compute the trace.

ln 〈exp (L)〉 = ln

〈
exp

(
β2j2

2
q
∑
αβ

sαsβ + βj1m
∑
α

sα

)〉
(5.41)

= ln

〈
exp

β2j2

2
q

(∑
α

sα

)2

+ βj1m
∑
α

sα

〉 (5.42)

= ln

〈∫ ∞
−∞

Dz exp

(
β
(√

j2qz + j1m
)∑

α

sα

)〉
(5.43)

= ln

∫ ∞
−∞

Dz

{
2 cosh

(
β

(√
j2qz + j1m+

k1Ω

N

))}n
(5.44)

= ln

∫ ∞
−∞

Dz exp

{
n ln

{
2 cosh

(
β

(√
j2qz + j1m+

k1Ω

N

))}}
(5.45)

' ln

(
1 + n

∫ ∞
−∞

Dz ln

{
2 cosh

(
β

(√
j2qz + j1m+

k1Ω

N

))})
(5.46)

' n

∫ ∞
−∞

Dz ln

{
2 cosh

(
β

(√
j2qz + j1m+

k1Ω

N

))}
(5.47)

The line (5.44) is the result of writing the exponential associated with the spin glass

order parameter as a Gaussian integral and Dz signifies the corresponding Gaussian

measure. The final two approximations, (5.46) and (5.47) come from small-order
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Taylor expansions. This allows for limit associated with [f ] to be calculated:

−β[f ] = lim
n→0

[Zn]− 1

Nn
(5.48)

' lim
n→0
−β

2j2

2n

∑
α,β

(
q

2
− k2(nΩ)2

2j2N

)2

− βj1

4n

∑
α

(
m+

k1nΩ

j1N

)2
. . . (5.49)

+

∫ ∞
−∞

Dz ln

{
2 cosh

(
β

(√
j2qz + j1m+

k1nΩ

N

))}
− Λ (5.50)

= lim
n→0

{
−β2j2

2n

(
n(n− 1)

(
q

2
− k2(nΩ)2

2j2N

)2
. . .

+ n

(
1− k2(nΩ)2

2j2N

)2

− βj1

2n
n

(
m+

k1nΩ

j1N

)2

+ · · ·
} (5.51)

=
β2j2

8
q2 − βj1

2
m2 +

∫ ∞
−∞

Dz ln
{

2 cosh
(
β
(√

j2qz + j1m
))}

(5.52)

From here, equations of state for m and q can be found from their extremization

conditions on [f ]. For m this is:

− ∂

∂m
β[f ] = 0 (5.53)

m =

∫ ∞
−∞

Dz tanh
(
β
(√

j2qz + j1m
))

(5.54)

This equation of state is similar to that of magnetization derived from a ferromagnetic

Ising model. Extremization of the spin glass order parameter yields:
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− ∂

∂q
β[f ] = 0 (5.55)

β2j2

4
q = −

∫ ∞
−∞

Dz tanh
(
β
(√

j2qz + j1m
))
βz

√
j2

2
√
q

(5.56)

β2j2

4
q =

[
0

(
β2j2π

8

)]
− β2j2

4

∫ ∞
−∞

Dz sech2
(
β
(√

j2qz + j1m
))

(5.57)

q + 1 = 1−
∫ ∞
−∞

Dz sech2
(
β
(√

j2qz + j1m
))

(5.58)

q + 1 =

∫ ∞
−∞

Dz tanh2
(
β
(√

j2qz + j1m
))

(5.59)

The last line is the equation of state for the spin glass order parameter. Note that it

is visually similar to (5.54), and seems to suggest that q ' O(m2). In the mean field

sense this turns out to be more than just a suggestion, for regimes in which both q

and m are nonzero.

5.4 Phase Transitions

The task now is to derive a phase diagram from the fundamental equation (5.62)

and equations of state (5.54) and (5.59). This is done by identifying the boundary

of four different phases; a para-magnetic phase (q,m = 0), the spin glass phase

(q > 0,m = 0), a ferromagnetic phase (q = 0,m > 0), and a mixed phase (q,m > 0).

This begins with finding when the system goes from a para-magnetic state to a spin

glass state. Expanding the final term in (5.62) with respect to q while m = 0 to
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represent the free energy for the spin glass phase yields:

β[f ] = − ln(2)− β2j2q
2

8
−
∫ ∞
−∞

Dz
β2j2z

2q

2
− β4j2

2z
4

12
q2 + · · · (5.60)

= − ln(2)− β2j2q
2

8
− β2j2q

2
+

(β2j2q)
2

4
+ O(qn≥3) (5.61)

= − ln(2)− β2j2q

2
− β2j2

8

(
1− 2β2j2

)
q2 + O(qn≥3) (5.62)

The results for integration of variable powers against a Gaussian order are given in

I.S. Gradhsteyn (2000). From here, employ Landau theory as discussed in Example

3.48 and expand (5.62) in q, assuming the absence of a magnetic field/moment.

−β
2j2

2
− β2j2

8
(2− 4β2j2)q = 0 (5.63)

(4β2j2 − 2)q = 4 (5.64)

q ≤ 1⇒ (4β2j2 − 2) ≥ 4 (5.65)

1

β
= T ≤

√
2j2

3
(5.66)

Somewhat paradoxically, (5.62) and (5.67) imply that both the paramagnetic and

spin glass solutions are maxima of the free energy in their respective regimes, when

they should be minima. This is a consequence of the analytic continuation of the limit

n. When n > 1 the term n(n − 1) > 0, but as the limit is taken this term reverses

sign, explaining the disparity. The same is not true for m, which is dependent on

the number of replicas n as opposed to the number of replica pairs n(n − 1). Now

consider the ferromagnetic phase in which m > 0, and expand the right hand side of
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(5.62) in z, keeping only the lowest orders of both m and q.

q + 1 =

∫ ∞
−∞

Dz tanh2
{
β
(√

j2qz + j1m
)}

(5.67)

'
∫ ∞
−∞

Dz tanh2 (βj1m) + 2β
√
j2qz tanh (j1m) sech2 (j1m)

. . .

+ β2j2qz
2 (cosh (2j1m)− 2)

(
sech4 (j1m)

) (5.68)

'
∫ ∞
−∞

Dz
(
β2j2

1m
2 + · · ·

)
+ β

√
j2qz tanh (j1m) sech2 (j1m)

. . .

+ β2j2qz
2
(
1 + 2β2j2

1m
2 − 2 · · ·

) (
1− 2β2j2

1m
2 · · ·

) (5.69)

=

∫ ∞
−∞

Dzβ2j2
1m

2 + β2j2qz
2 + 2βz

√
j2q tanh (j1m) sech2 (j1m) + · · · (5.70)

q = β2j2
1m

2 + β2j2q − 1 (5.71)

There exists a coexistence region with non-zero m and q when (5.71) has a solution

in q ∈ [0, 1]. Remembering that j2 = 1− j2
1 , the condition given by (5.71) becomes:

(1− β2)q = β2j2
1(m2 − q)− 1 (5.72)

T 2(q + 1) = j2
1(m2 − q) + q (5.73)

In order for coexistence to take place, the equation of state of m (5.54) must also be

satisfied. As both (5.71) and (5.73) imply that q ∼ O(m2), expand (5.54) to the first

power in m:

m =

∫ ∞
−∞

Dz tanh
(
β
(√

j2qz + j1m
))

(5.74)

'
∫ ∞
−∞

Dz βj1m+ β
√
j2qz (5.75)

= βj1m (5.76)
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As the approximation only yields a solution for βj1 = 1, m can only have a non-trivial

value when:

1

β
= T < j1 (5.77)

Considering this inequality alongside (5.73) allows the coexistence region to be solved

for numerically, but exists only for exceedingly low temperatures. Moreover, coexis-

tence regions happen to be poorly approximated by the replica symmetric ansatz5,

and the coexistence region will therefore be excluded. Considering that p and T are

the underlying variables to be parameterized later, it is advantageous to state (5.77),

and (5.66) in terms of p and T .

T <

√
2

3

√
1− (1− 2p)4 from (5.66) (5.78)

T < (1− 2p)2 from (5.77) (5.79)

These conditions put clear boundaries on the ferromagnetic, antiferromagnetic, spin

glass and paramagnetic regions. The diagram of these phases with respect to p and

T is shown in 5.1.

5A. De Martino (2001),Nishimori (1980), Nishimori (2001), H. Nishimori (2011), Peliti (2011),
Wolynes (1992), Dotsenko (2001), K. Binder (2005)
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Figure 5.1: The market phase diagram. Regions A, F, P, SG correspond to the
Antiferromagnetic, Ferromagnetic, Paramagnetic and Spin Glass phases, respectively.
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Chapter 6

Applications

Up to this point, there has been no mention of how the dynamics of the market

model will correspond to real-world phenomena. This is still an open question. In

order to demonstrate how the framework could be used to study financial markets

and measure the impact of derivatives trading, correlation between phases in the

framework and market phenomena will be measured. By using historical market data

to parameterize the minority game, the framework will describe the different phases

of the market over periods of time. The market that will be observed is the one

characterized by the S&P 500, the Standard and Poor’s 500. The choice to compare

the descriptions of the market given by the framework to a market index is motivated

by the assumptions found in 5.1 surrounding the idea that a market can be thought of

in terms of generalized assets. Market indices work under very similar assumptions,

with their values often being a literal combination of values of various different assets

found within the market that are thought to represent it. In the case of the S&P

500, the assets in the combination are stocks from the top 500 companies with stock

listed on the New York Stock Exchange, the Nasdaq Exchange or the Chicago Board

Options Exchange. The values of the stocks within the combination are weighted by

their respective company’s market capitalization. The financial derivatives considered
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will be the options written on value of the S&P 500 itself as opposed to options written

for its underlying assets. The reason for this is that by keeping observations at a high

level, the generalizing done by S&P Dow Jones Indices is implicitly incorporated

into the model. If the options on the underlying assets were observed instead, the

generalizing would have to be done outright; a task that falls more in the realm of

economics than it does mathematics.

6.1 Parameterizing the Game/Material

As seen from figure 5.1, the phases of the market model are dependent on exactly

two quantities T and p. The task now is to utilize real world data to parameterize

these two values, so that the phases of the market in different periods of history

can be identified. Three possible definitions for each parameter will be given. All

the definitions of p will center around how put and call options written on the S&P

500 index might affect the way the generalized assets are used to construct market

positions. This will be done because p affects strategies in the game, which affect

how agents act, which has been constructed as an analog for how assets are likely

to be traded, which options directly dictate. To review, options are contracts that

guarantee the holder the right to buy or sell an asset at a certain price, known as

the strike price, on a certain day in the future, known as the strike date. As the

name option might imply, these rights do not have to be exercised by the holder,

which lays in contrast to a futures contract. Options guaranteeing the right to buy

an asset on a certain day and at a certain price are known as call options, and options

that guarantee similar rights to sell are known as put options. The restriction of the

guaranteed rights to one day in the future specifies an option as a European option.

Options traded on a financial index are most often European options. In addition

when an option is written on a financial index, there is no asset to be bought, instead
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the holder of the option receives an amount of money proportional to the difference

between the options strike price and the current value of the index. The holder of

an index call option can only receive money when the index is higher than the strike

price and the holder of an index put option can only receive money when the index is

lower than the strike price. An option with a strike price that guarantees its holder

some sort of value if the rights are exercised is said to be in-the-money and will be

referred to as active options. With all of this in mind, the first parameterization for

p will measure the difference between the number of active, European call options on

the index and the number of active, European put options on the index.

Definition 6.1.1 (p1). The first parameterization of p, p1, is:

p1 :=
Abs (# active calls−# active puts)

(# active calls + # active puts)
(6.1)

Note that when the only active options are either calls or puts, p1 = 1. This scenario

corresponds to all assets being placed in either long or short positions, which translates

to all positive coupling energies, motivating the definition. The focus on active options

is motivated by the assumption that only active options influence market behavior.

Relaxing this assumption to all written options influence market behavior in some way,

regardless of whether they are active or not would require a separate parameterization

for p.

Definition 6.1.2 (p2). The second parameterization of p, p2, is:

p2 :=
Abs (# total calls−# total puts)

(# total calls + # total puts)
(6.2)

The previous two parameterizations pay little attention to the value of the index.

In particular, they shed no light on how much each active contract stands to make

based on the difference between the contract’s strike price and the current value of
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the index. If an assumption was made that derivatives carrying more value had a

large influence on market behavior, then the previous two parameterizations would be

insufficient. To cover such an assumption, the third parameterization of p multiplies

the number of active calls and puts by the amount their strike price differs from the

current value of the index.

Definition 6.1.3 (p3). The third parameterization of p, p3, is:

p3 :=
Abs (

∑
(# calls of strike k) ∗ (v− k))−

∑
(# puts of strike k) ∗ (k − v)

Abs (
∑

(# calls of strike k) ∗ (v− k)) +
∑

(# puts of strike k) ∗ (k − v)
(6.3)

In the above definition v is the current value of the index the sums are over all active

options, and the inactive options are assumed to have no influence on market behav-

ior under parameterization p3.

Possible parameterizations for p arise in a relatively concrete fashion, as the goal

of the framework is to model and interpret how financial derivatives will affect the

way assets in the market will be traded. When it comes to parameterizing T , the way

forward is less clear. A natural way forward is to examine the role of temperature

in statistical physics. With this in mind, observing (3.28)-(3.33) suggests that higher

temperatures correlate to a scenario where the probability distribution over the mi-

crostates becomes more equitable. In the context of the framework the microstates

are the way the assets in the market are being traded, and what types of positions

they’re being placed in. One explanation of these microstates having a more uniform

probability distribution would be that the investors trading these assets have greater

access to capital, and have more flexibility in the positions they are able to create.

One way to observe the average access to capital is through interest rates. If it as-

sumed that the average investor is acting on the behalf of a financial institution, the

best interest rate to describe access to capital would be the federal fund rate, which

is the rate that large financial institutions and banks charge one another on overnight
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loans. A lower interest rate indicates a greater access to capital, meaning that T

needs to be parameterized by the federal fund rate in such a way that lower interest

rates correspond to higher temperatures. On top of this, it is necessary that T > 0

for any federal fund rate. Observing 5.1 suggests that T > 1 would have no impact

on a market’s phase, meaning that as the federal fund rate f tends towards zero, T

should approach 1.

Definition 6.1.4 (T1). For a given federal fund rate f ∈ [0, 1], the first parameteri-

zation of T , T1, is:

T1 :=
− ln (f)

1− ln (f)
(6.4)

The logarithmic convention captures higher interest rates corresponding to lower tem-

peratures and the negative convention counteracts ln being negative on (0, 1). If in-

stead it was assumed that the average investor was not tied to a bank or large financial

institution, then the federal fund rate might not accurately reflect the average access

to capital. Under such an assumption, it would be better to use the prime rate, f ′,

instead. The prime rate is the lowest interest rate that the largest banks will charge

for a loan. This rate is only given to the most stable of borrowers, and more risky

loans are charged a premium on top of this rate.

Definition 6.1.5 (T2). For a given prime interest rate f ′ ∈ [0, 1], the second param-

eterization of T , T2, is:

T2 :=
− ln (f ′)

1− ln (f ′)
(6.5)

This parameterization of T is identical to the first, except it relies on the prime

interest rate instead of the federal fund rate. The prime rate is directly correlated

with the federal fund rate and is always higher, but the disparity between the two is

not constant. As such, the disparity between the two could speak to larger financial

institutions having higher amounts of leverage, or debt-to-asset ratio, and needing

to charge higher interest rates across the board to mitigate the risk. The third
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parameterization of T uses this disparity to describe the average access to capital.

Definition 6.1.6 (T2). For a given federal funds rate f ∈ [0, 1] and prime interest

rate f ′ ∈ [0, 1], the third parameterization of T , T3, is:

T3 :=
f

f ′
(6.6)

As banks need to make a profit, it is assured that f < f ′ and that f ′ > 0 meaning

T3 ∈ (0, 1) at all times, barring entire collapse of the economy.

Selection of a parameter for both p and T from the above allows for the use of

historical data to describe a financial market in different phases. Under the three dif-

ferent parameterizations for each, the plots of p and T over time since the beginning

of the year 1990 are given below.

Figure 6.1: Plots of p and T versus time for each given parameterization, starting
from the beginning of 1990.

Because these parameterizations will be used to classify phases, and various behaviors

of the market index will be observed in the different phases, it is sometimes sensible

to take the moving average of these data when the index behavior itself is defined
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over a period of days. In particular, the moving average of the data will be used when

comparing volatility against phases. The twenty and fifty day moving averages of the

above are given in appendix A.
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6.2 Correlation of Phases with Market Phenom-

ena

With the relevant components of the model parameterized with data, the next step

is to see if the distribution of index behaviors, like daily change and volatility, varies

when the market is in different phases. In particular, the behaviors that will be ob-

served are the daily index change, the daily fractional index change, the intra-day

range of the index and the twenty and fifty day volatility of the index. The distribu-

tion of these behaviors in each phase will be compared across the years 1990− 2018

using the Kruskal-Wallis χ2 test, under the null hypothesis that all phases have the

same distribution of measured behaviors. The Kruskal-Wallis test is used in place of

a one-way anova test, as it makes no assumptions on normality or variance of the dis-

tribution across groups. This is to say that the Kruskal-Wallis tes is a non-parametric

statistical test, and compares the rank of collected means. Non-parametric tests can

indicate directional of differences in means (is one group mean greater than another

group mean) but are generally not trusted to determine the scale of the difference1.

Before proceeding with the results, it should be noted that 6.5 puts the entire span

of 1990 − 2018 into the same phase, regardless of the parameterization of p. By ex-

tension, no comparison of phases can be drawn when there is only one phase, and as

such T2 will be omitted from the results.

Getting into the specifics, the market index being observed is the S&P 500 and all

values stated are daily values. This means that whenever the value of the index is ref-

erenced, it is taken to be the value of the index at market close. In the same fashion,

the data used to calculate p will be transaction book data tabulated at the end of the

business day. With this in mind, the five quantities to be observed are daily change,

1N. Pal (2006)
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fractional daily change, intra-day range, 20 day volatility and 50 day volatility. The

daily change is simply the previous day’s close less the current day’s close, and the

fractional daily change is the daily change divided by the previous day’s close. The

intra-day range is the highest value the index achieved on the current day less the

lowest value the index achieved on the current day. The volatility is the standard

deviation of close prices over either the past 20 or 50 days. Starting with change and

fractional change, the results of the Kruskal-Wallis test comparing their distributions

across the four phases for each possible pair of parameterizations are:

T1 T3

p1 (0.3487,0.9506) (1.0815, 0.7815)

p2 (1.5536,0.4599) (1.0367, 0.5955)

p3 (3.6751, 0.2988) (2.1296, 0.5459)

Table 6.1: Kruskal-Wallis test statistic
and p-value (χ2, p) for daily change.

T1 T3

p1 (0.4287,0.9343) (2.1622, 0.5394)

p2 (3.1527, 0.2067) (2.4889, 0.2881)

p3 (4.0738, 0.2536) (1.9595, 0.5808)

Table 6.2: Kruskal-Wallis test statistic
and p-value (χ2, p) for daily fractional
change.

These statistics do not provide strong enough evidence to conclude that the distribu-

tion of either fractional or literal day-to-day movements changes across phases under

any pair of parameterizations. In light of this, and the fact that the statstics showed

no improvement when using moving average data, the analysis of daily change and

fractional change concludes here. Moving on to intra-day range, the results of the

tests are:
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T1 T3

p1 (96.8131,7.5e-21) (64.9342, 5.2e-14)

p2 (133.8509,8.6e-30) (88.7175, 5.4e-20)

p3 (41.2381, 5.8e-9) (108.8763, 1.9e-23)

Table 6.3: Kruskal-Wallis test statistic and p-value (χ2, p) for intra-day range.

The conclusion of this test is that the distribution of the intra-day range is different

across the phases for any selection of parameterizations, though there is no meaning-

ful evidence to suggest that one selection of parameters out performs another. Rather

than immediately exploring how the distribution of the intra-day ranges vary across

the phases, the focus will instead shift to the test results for the 20 day and 50 day

volatility, as higher volatilities would naturally explain higher intra-day ranges. The

results for such tests are:

T1 T3

p1 (160.2,1.6e-35) (50.2, 1.3e-11)

p2 (395.6,1.2e-86) (48, 3.7e-11)

p3 (76.3, 1.8e-16) (9.7e-18, 0.5459)

Table 6.4: Kruskal-Wallis test statistic
and p-value (χ2, p) for 20 day volatility.

T1 T3

p1 (212.5,7e-47) (51.1, 7.9e-12)

p2 (490.7, 2.8e-107) (71.7, 2.7e-16)

p3 (51.5, 3.8e-11) (102.5, 4.6e-22)

Table 6.5: Kruskal-Wallis test statistic
and p-value (χ2, p) for 50 day volatility.

In 6.6 and 6.7, the test statistic has been rounded to the nearest tenth for brevity.

The results of these tests are once again conclusive, and it is safe to assume that the

different distributions of volatility across the phases explain the difference in distri-

bution for intra-day range. The goal now is to extract slightly more information on

how these distributions differ, as it is clear that they differ. A natural place to start

would be a one-way analysis of variance test, but such a test assumes normality in
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the distribution and equal variances. Whereas the normality assumption could be

tentatively accepted, the equal variances cannot. The result of a Bartlett test for

equal variances makes this quite clear.

T1 T3

p1 2.3e-71 1.6e-7

p2 5.1e-90 6.9e-14

p3 5.8e-57 9.4e-13

Table 6.6: p-Values for Bartlett’s test for
equal variances on 20 day volatility.

T1 T3

p1 1.5e-74 1.3e-7

p2 9.2e-101 5.9e-15

p3 1.2e-67 1.9e-10

Table 6.7: p-Values for Bartlett’s test for
equal variances on 50 day volatility.

Instead, a multiple comparison test will be run using the statistics generated by the

Kruskal-Wallis tests. The multiple comparison test further illucidates which phases

have distributions of variance with distinct means. Multiple comparison tests can

only be run when the initial χ2 test (in this case, the Kruskal-Wallis) rejects the null

hypothesis2, and therefore will not be run for other market behavior. The results of

this test do not change significantly from the 20 day to the fifty day case, and as

such only the latter will be presented. The results will be examined in three groups

constructed from the choice of parameterization of p. For the first parameterization

of p, the multiple comparison test suggests that the mean of the volatility distribution

in the paramagnetic (”P”) and spin glass (”SG”) phases is greater than the mean of

the distribution in the anti-ferromagnetic phase, but the mean of the distribution of

the paramagnetic and spin glass phases may not be distinguishable, depending on the

parameterization of T . P1

2R. V. Hogg (2015)
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Figure 6.2: Results of the multi-comparison test for p1 and T1.

Figure 6.3: Results of the multi-comparison test for p1 and T3.

Data for both 6.2 and 6.3 can be found in A.1. What can be concluded from 6.2 and
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6.3 is that under parameterization p1, the average 50 day volatility of the S&P 500

index is greater in spin-glass and paramagnetic phases than in the anti-ferromagnetic

phase, but if the temperature is parameterized by T3, the evidence is not strong

enough to conclude that the averages of the volatility in the spin-glass and param-

agnetic phases are distinct. The results coming from parameterization p2 come to

a slightly different conclusion. Under p2 the distributions in the anti-ferromagnetic

and spin-glass phases remain distinct but the ranking reverses. Moreover, the distri-

bution found in the paramagnetic phase is distinct from either the one found in the

anti-ferromagnetic phase or the spin glass phase depending on the parameterization

of the temperature.

Figure 6.4: Results of the multi-comparison test for p2 and T1.
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Figure 6.5: Results of the multi-comparison test for p2 and T3.

Figure 6.4, 6.5and the corresponding data in A.2 point to the conclusion that under

p2, the average volatility in the anti-ferromagnetic phase will be higher than the av-

erage found in the spin-glass phase, independent from the choice of T . What does

depend on T is the average volatility in the paramagnetic phase being distinct from

either the average found in the anti-ferromagnetic phase or the average found in the

spin-glass phase; under T1 the averages in the paramagnetic and spin-glass phase are

distinct and under T3 the averages in the paramagnetic and anti-ferromagnetic phases

are distinct. The conclusions drawn from the p1 and p2 results agree on the fact that

the averages in the anti-ferromagnetic phase and spin-glass phase are different, but

disagree on the relative ordering. In addition, results under both parameterizations

do not provide enough evidence to conclude that the averages in the paramagnetic

and spin-glass phases are different under T3. Lastly, none of the pairings of p and T
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have been able to detect any days in the ferromagnetic (“F”) phase, which could be

intuited by observing 5.1 and A.2. What can also be intuited from these figures is

that the third parameterization of p might be able to identify days within the years

1990− 2018 in which the market occupied a ferromagnetic phase. This is indeed the

case, and there are enough such days to make statistical inference on the average

volatility in that phase.

Figure 6.6: Results of the multi-comparison test for p3 and T1.
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Figure 6.7: Results of the multi-comparison test for p3 and T3.

The overall conclusion to be drawn from the results in 6.6 and 6.7 is similar to the one

taken from 6.2 and 6.3, which maintains the general idea that the average volatility

found in the paramagnetic and spin glass phases is greater than the average found in

the anti-ferromagnetic phase. What is different is that now the averages between the

spin-glass and paramagnetic phase are only distinct under T3 instead of T1. Moreover,

the average volatility in the ferromagnetic phase under T3 is concluded to be nearly

identical to the average volatility found in the anti-ferromagnetic phase, but under

T1 there isn’t strong enough evidence to make any meaningful assumptions about the

average volatility in the ferromagnetic phase.

To summarize, the general order (SG ∼ P ) > (A ∼ F ) is upheld under any choice

of parameters in p1, p3, T1, T3. Under p2 the major paradigm shift is that A > SG,
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with the ordering of P being dependent on choice of T . This dependence of the or-

dering of P on the choice of T extends to all choices of p but the explicit nature of

the dependence is affected by that choice. These results have interesting implications

on the assumptions about the market that are implicit in choice of parameter. The

constructions of 6.1 and 6.3 require the assumption that only active options have an

influence on the market. The results in this section show that such an assumption

leads to identifying spin-glass and paramagnetic phases that are more volatile. On

the other hand, the construction of 6.2 assumes that every option influences mar-

ket behavior, and under such assumption the data suggests that anti-ferromagnetic

phases will exhibit higher index volatility.
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Chapter 7

Conclusions and Future Work

In this text, the notion that the trading of financial derivatives and the data it gen-

erates is too intricate to be analyzed mathematically was challenged. Making some

mundane assumptions about a financial market and the assets and contracts traded

within allowed for it to be described naturally via the minority game. The minority

game was then modeled via the Ising model as a spin glass, in a manner similar to the

mathematical physics treatments of the minority game from around the turn of the

century. The deviations made were necessitated by the use of the minority game to

describe a financial market. The resulting theoretical material was then subjected to

mathematical observation that was similar to the observations made on spin glasses

in the late 1970’s to the mid 1980’s. These observations led to a mean-field solution

for the phase diagram of the theoretical material and the financial market, by proxy.

From there a collection of possible further assumptions was provided that would al-

low for the parameterization of the material’s properties using real world data, which

would identify a market’s history in different phases. The correspondence of different

market phenomena and historical phases was shown to be, at the very least, non triv-

ial. Along the way there were several paths not taken and questions left open. What

follows is a discussion of these, and how they might be handled in future work.
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7.1 Different Mathematical Approaches

Although the derivations and calculations made in chapter 5 are unique to this text,

they aren’t particularly novel in a mathematical sense. In particular, they closely

follow and resemble those made by H. Nishimori in his works spanning the years

1980-2000. In particular, capturing the structure of the ξi in a matrix A would allow

for the rewriting of the Hamiltonian found in 5.1 as:

Ω2 + ΩA~s+ ~s TA~s (7.1)

where the spins are captured in ~s and indexed via entry, would allow for the mean

field derivation to make use of random matrix theory. Random matrix theory is an

active and growing field within mathematical physics and its current/future develop-

ments would admit a wider class of distributions to be placed on ξi by the entries of

A. This expanded set of distributions would admit a model richer in structure to be

used to describe the market and the minority game, which would ultimately allow

the framework to expand and capture other elements of a financial market.

Another aspect of the project that lends itself to higher mathematical investigation

is the statistical inferences made in chapter 6. While the rudimentary methods put

forth there could certainly be improved, the statistical investigation would be best

improved by finding evidence to restrict the scope of the hypothesis testing. This

could be done by using the theory of time series to detect seasonality and justify

the removal of splines in real world data. Moreover, it might justify the use of mov-

ing average data in making tests for distributions of market behaviors that are not

themselves moving averages. Lastly, the treatment of time series could also identify

correlations and lags in market data which could not only further justify more specific

hypothesis tests, but also allow for more intricate parameterizations of p and T .
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7.2 Improvements in Physics

The physical methods and reasoning employed in chapter 5 are at best simplistic and

at worst lacking. In particular, note that after 5.62, both Ω and the first distribution

found in chapter 4 are completely absent in the derivation. This is a consequence of

two things: the replica-symmetric ansatz and the mean field theory. Moreover, 5.62

is the replica-symmetric result for the free energy, which is known to be unstable at

low temperatures, theoretically allowing for the existence of negative entropy.

7.2.1 Replica-symmetric Breaking Solutions

The first step in rectifying the above is to relax the replica-symmetric ansatz by intro-

ducing replica symmetry breaking. In the replica-symmetric ansatz, q was assumed

to have no dependence on replica indices α and β so that qαβ = q. The first step in

replica symmetry breaking is to redefine the dependence of qαβ on the replica indices

via matrix. One such way of doing so would be to decompose the replica-symmetric

matrix which has 1 on the diagonal and q on every off diagonal term into:

qαβ :=



1 q1 q1

q1 1 q1

q1 q1 1

q0

q0

1 q1 q1

q1 1 q1

q1 q1 1


(7.2)

This could prevent terms that were previously multiplied by npq from vanishing in

the n → 0 limit. There are also multiple ways to decompose the q matrix, and each

one carries with it an implicit assumption about the material. Depending on which

one was chosen, it could admit a solution of the free energy that has dependence on
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Ω or ki, the cumulants of the first distribution.

7.2.2 Topological Properties

An alternative to mean field theory is to decompose the material into several different

regions and considering their net effects, as opposed to assuming all lattice sites will

eventually converge to some average behavior. One way of doing this is to consider the

possible topological structures imposed by the ξiξj. These bond energies can create

“loops” (ξiξj)(ξjξk) · · · (ξlξi) where each term in the sequence alternates in sign. These

loops could be used to characterize a fundamental group of a non-trivial lattice. The

fundamental group is a concept borrowed from algebraic topology in which the “holes”

or “gaps” of a space are characterized by a set of equivalence classes characterizing

loops in the space. Loops that do not surround any holes form the identity element

of the group, and loops around distinct holes are the generators of the group. This

concept can be used to characterize how a lattice deforms in a spin-glass state for

each non-degenerate ground state energy. This is done by calculating an expected

fundamental group for a given break of symmetry1. In the study of superconductors,

materials that exhibit zero electric resistance, and superfluids, friction-less fluids, the

topological method is used to describe the appearance of magnetic vortices in the

spin glass phase2. The ability to characterize the degenerate states would provide the

framework with more descriptive power of historical data.

7.3 Improvements in the Game

In attempting to describe the market as a game, there is a limit to how much intricacy

the market can be assumed to have based on the intricacy of the game chosen. The

version of the minority game used in this text is one of the simplest, and its use was

1H. Nishimori (2011)
2P. L. Gammel (1997)
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widely motivated by the narrow goal of observing the impact of options trading on

the dynamics of a market. Using a more sophisticated version of the minority game,

or a more sophisticated game in general, would allow for more aspects of a financial

market to be incorporated into the model, or allow for the assumed impact of financial

derivatives on a market to be more nuanced.

7.3.1 Improved Agents

One way to improve the game is to improve the agents. The most common way of

doing this is to relax the condition that the spins must be discrete (si ∈ {±1}.) One

version of this relaxation is to allow the spins to take on any real value between −1 and

1. Such a relaxation could be used in the context of a financial market to introduce

the concept of dynamic hedging where positions are no longer necessarily entirely long

or short, but exist on a continuum between the two. Relaxing the constrictions on

the spins even further, the spins could take on a vector value si = (cos θi, sin θi) for

some θi ∈ [−π, π], and the interaction with another spin would be evaluated via dot

product. This would allow for incorporation of a market behavior which needs to be

defined on more than one axis.

7.4 Improvements in Economics/Finance

It goes, almost without saying, that the economic/financial structure of the model is

underdeveloped. One major reason for this was the limited amount of data available.

Historical data like an index’s daily closing value, the federal fund rate and even index

volatility is publicly available, but data pertaining more closely to trades and data

recorded more frequently than on a daily basis are often costly to procure. Because of

this, the only data available for the project at the time of writing was book data (or a

record of all transactions) for index options written on the SP 500. With access to the
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appropriate data, other derivatives, like futures, American options and collateralized

debt obligations, could be readily incorporated into the framework. In addition, the

scope could be widened to account for multiple indices or narrowed to focus on the

derivatives written for one particular asset, and how they affect the way the asset is

traded. This isn’t to say, however, that the economic reasoning of the framework in

its current state is infallible. An application of more rigorous economic theory to fit

and adapt the framework would go a long way in provided more justified, and likely

more accurate, parameterizations for the properties of the material. The purpose of

chapter 6 was to show that even with some very basic economic theory, the framework

can produce interesting insights.

7.5 Conclusion

In this text, a framework was developed as a challenge to the conventional thinking

that the data produced by the trading of financial derivatives is too intricate to admit

a universal starting point for regulatory insight. Starting from some first-principles

assumptions about a financial market, asset-to-asset interactions were modeled via

the minority game and the macroscopic behaviors that emerge from their aggregate

was derived by taking inspiration from mathematical physics. The impact of deriva-

tive trading on a financial market was modeled by using the data generated by the

trading and other econometric data to parameterize the distribution of asset-to-asset

interactions. The impact of the changing interactions on the macroscopic behavior of

the market was phenomenologically described by deriving a phase diagram based on

the model’s parameters. This allowed for a market’s history to be described by phases

based on the chosen parameterizations for the model. In chapter 6, nascent choices of

parameterization were shown to identify phases that corresponded to different distri-

butions of volatility. Even when coupled with the very primitive economic reasoning
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provided in this thesis, the framework is able to characterize phases of history based on

the trading of options contracts that corresponded to different distributions of index

volatility. This could be used by regulatory bodies to decide when and how to restrict

the trading of options to mitigate the risks incurred by the different distributions of

volatility.
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Appendix A

Tables & Figures

Param. of T Comparison Made Estimated Difference in Mean Rank p-Value
1 SG>A 418.93 7.4e-8
1 P>A 879.10 9.5e-10
1 P>SG 460.17 9.5e-10
3 SG>A 541.67 9.7e-10
3 P>A 667.66 4.7e-9
3 P>SG 125.99 0.2526

Table A.1: Results of the multiple comparison test on the mean of the 50 day volatility
distribution for parameterization p1.

Param. of T Comparison Made Estimated Difference in Mean Rank p-Value
1 A>SG 523.60 9.5e-10
1 A>P 81.42 0.1515
1 P>SG 605.02 9.5e-10
3 A>SG 300.70 9.5e-10
3 A>P 170.5761 0.0270
3 P>SG 130.13 0.0724

Table A.2: Results of the multiple comparison test on the mean of the 50 day volatility
distribution for parameterization p2.
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Param. of T Comparison Made Estimated Difference in Mean Rank p-Value
1 SG>A 479.94 4.8e-9
1 P>A 546.80 3.78e-9
1 F>A 119.47 0.9653
1 P>SG 66.87 0.1142
1 SG>F 340.46 0.4475
1 P>F 427.33 0.2965
3 SG>A 570.31 3.8e-9
3 F>A 25.16 0.9961
3 P>A 345.45 0.0022
3 SG>F 545.15 4.3e-9
3 SG>P 224.86 0.0014
3 P>F 320.29 0.0093

Table A.3: Results of the multiple comparison test on the mean of the 50 day volatility
distribution for parameterization p3.
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Figure A.1: Plots of the twenty day moving averages of p and T versus time for each
given parameterization, starting from the beginning of 1990

Figure A.2: Plots of the fifty day moving averages of p and T versus time for each
given parameterization, starting from the beginning of 1990
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