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ABSTRACT 

Single-cell technologies offer a unique opportunity to deepen our understanding of 

cellular transcription and cellular interaction. However, single-cell RNA-seq data have a 

hierarchical correlation structure that must be accounted for during differential expression 

analysis. Computing differential expression analysis with single-cell data as if each cell 

were independent leads to biased inference and highly inflated type 1 error. In Chapter II 

of this dissertation, we demonstrate the rationale for utilizing mixed-effects models with a 

random effect for individual to explicitly model the hierarchical structure of single-cell 

RNA-seq data. As the field continues to expand, and more single-cell datasets are 

generated, the application of mixed-effects models with a random effect for individual to 

compute differential expression analysis will be critical to improving robustness and 

reproducibility in single-cell research. In Chapter III, we provide a first-of-its-kind R-

package designed to approximate the power for tests of differential expression for binary 

and continuous phenotypes based on user-specified number of independent experimental 

units (e.g., individuals) and cells within the experimental unit. Specifically, this software 

simulates gene dropout rates, intra-individual dispersion, inter-individual variation, 

variable or fixed number of cells per individual, and the correlation among cells within an 

individual. This R-package is an important addition to single-cell RNA analytic tools as it 

will help researchers construct experimental designs with appropriate and accurate power. 

In Chapter IV, we illustrate how diversity measures can be applied to single-cell RNA-seq 

data to identify communities of cells (e.g., individuals) or communities of transcripts (e.g., 

cells) with irregular differences in diversity. Overall, this dissertation demonstrates how 

single-cell experiments, when appropriately and thoughtfully analyzed, have the potential 

to fundamentally shift our understanding of cellular biology. 
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CHAPTER I 

 

Introduction 
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Part I – Overview 

Recent technological advances have enabled the capture and sequencing of 

individual cells, thereby allowing researchers to study biological processes and cellular 

interactions with unprecedented resolution. For this reason, these “single-cell” 

technologies may fundamentally alter the landscape of how biological systems are studied. 

In particular, single-cell RNA sequencing (scRNA-seq) technologies have evolved rapidly 

and have been applied to study a wide range of diseases and biological processes such as 

immunity, cancer, embryonic development, diabetes, and Parkinson’s disease1–6.  

An important characteristic of single-cell experiments is that each source (e.g., 

person) will contribute many cells which are, therefore, correlated because the cells share 

a genetic and environmental background. When testing for differential expression across 

groups within a specific cell type, many of the currently applied methods do not 

appropriately account for this within-sample correlation. Statistical theory has long-

established that failing to properly account for existing correlations violates an assumption 

of independence and leads to inflated type 1 error and spurious results. However, this issue 

- more recently labeled pseudoreplication - has also been documented in a number of other 

fields7–11. In this dissertation, we empirically document the within-sample correlation that 

exists in single-cell data and demonstrate the importance of computing differential 

expression with statistical methods that properly account for it.  

In this chapter, we review the main premise of scRNA-seq studies, discuss 

challenges associated with the analysis of scRNA-seq data, describe the current analytical 

approaches associated with differential expression testing in scRNA-seq, and review the 

history of computing statistics on data that are not statistically independent. In addition, we 
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will examine the statistical methods that are used to properly account for correlated data as 

well as the importance of such methods to estimate power for effective study design. We 

also explore ecological diversity measures as a means of providing meaningful insights in 

single-cell analysis. Lastly, we will summarize how the work presented in this dissertation 

provides a practical solution to addressing pseudoreplication bias in single-cell analysis.  

 

Part II - Single-cell RNA-sequencing 

Following the discovery of polymerase-chain-reaction (PCR) 37 years ago, there 

has been a large increase in the number of genetic and genomic studies12. In recent years, 

technological and scientific advances centered around PCR have enabled researchers to 

study the interplay between the genome, gene expression, and a biological phenotype13–15. 

Specifically, RNA-sequencing (RNA-seq) studies have enabled the enhanced 

characterization and quantification of the entire transcriptome13–15. Until recently, RNA-

seq studies have only been able to evaluate global changes in gene expression by 

comparing the transcriptomes of entire biological samples (e.g., tissues or blood samples) 

consisting of many cells. In these studies, it is expected that any potentially meaningful 

differences in gene expression at a cell-type specific level will be diluted or averaged out 

(e.g., increased expression of a certain gene in a rare cell type is diluted by a lack of 

expression in common cell types)16. Similarly, transcriptional differences that are found to 

be associated with an outcome may only occur as a shift in the proportions of cell types 

between samples, rather than an actual difference in transcriptional machinery.  
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Measuring gene expression in single-cells is not only essential to understanding the 

nature of cellular transcription and gene regulation, but it is also critical to detecting 

biologically meaningful differences in transcription. To this end, capturing the 

transcriptomes of single-cells has been a long-standing goal16,17. Beginning in 2009, 

detailed protocols for sequencing library preparations began to emerge and they have 

rapidly developed18–27. In 2009, the first single-cell protocol examined only six cells19. By 

2015, automation of conventional cell isolation methods enabled hundreds of cells to be 

sequenced20,28–30. Droplet-based microfluidic protocols are now able to sequence tens of 

thousands and even hundreds of thousands of cells in some cases21,31,32. In total, over 

twenty different 

protocols have 

emerged since 2009 

(Tables I & II), with 

each new method 

making substantial 

improvement upon 

the former. Here, we 

categorize each of 

these protocols into 

one of two types of single-cell technologies: conventional and microfluidic.  

“Conventional single-cell technologies” were the first single-cell technologies to 

develop. These conventional technologies typically require manual isolation of cells using 

a micropipette or a mouth pipette20,22,28. Other methods use fluorescence-activated flow 

Technology Citation 
Cell Isolation 

Method 

Number of 

Cells 

Smart-seq 1 

& 2 

Picelli et al. (Nat. Protocols, 

2014) 
Micropipette 100–1000 

CEL-seq 1 

and 2 

Hashimshony et al. (Genome 

Biol., 2016) 
Micropipette 100–1000 

SCRB-seq 
Soumillon et al. (BioRxiv, 

2014) 
FACS 1000–10,000 

MARS-seq 

1 & 2 

Keren-Shaul et al. (Nat. 

Protocols, 2019) 
FACS 1000–5000 

Quartz-seq 1 

& 2 

Sasagawa et al. (Genome 

Biol., 2018) 
FACS 1000–10,000 

SUPeR-seq 
Fan et al. (Genome Biol., 

2015) 
Mouth pipette ~10 

MATQ-seq 
Sheng et al. (Nat. Methods, 

2017) 
Mouth pipette 10–100 

Table I. Conventional single cell technologies. Various conventional single cell 

technologies are listed along with the associated citation, the method for manual 

isolation of cells, and the typical number of cells that can be isolated and sequenced 

in a single experiment. Table adapted from Choi et al., 2020.  
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sorting (FACS) for isolating cells yielding much higher throughput than 

micromanipulation22,25,29. Once cells are isolated, they are lysed before undergoing reverse 

transcription and amplification. Amplified cDNA is then processed for library construction 

before sequencing22,25,27. Conventional scRNA-seq technologies can be automated and 

scaled to reduce costs, but overall, they are very labor-intensive and time-consuming.  

The more recently developed microfluidic technologies involve fewer steps, higher 

analytical sensitivity, and much higher throughput22,25,27. These technologies allow the 

sequencing of 

thousands of cells in a 

cost-effective manner 

(Table II), but their 

greatest advantage is 

their simplicity22,27,33. 

Microfluidics scRNA-

seq technologies work 

by manipulating the 

fluidic field that cells 

exist in to isolate 

single-cells22,33. The 

earliest type of 

microfluidic devices 

developed were valve-

based technologies 

Technology Citation 

Cell 

Isolation 

Method 

Number of Cells 

Multilayer microfluidic 

device and seq 

Streets et al. (PNAS, 

2014) 
Valve 10–100 

Microfluidic 

hydrodynamic trap array 

& seq 

Kimmerling et al. 

(Nat. Comm., 2016) 
Valve 10–5000 

MID-RNA-seq 
Sarma et al. (Lab 

Chip, 2019) 
Valve 1000 

Hydro-seq 
Cheng et al. (Nat. 

Comm., 2019) 
Valve 10–1000 

Hi-SCL 
Rotem et al. (PLoS 

ONE, 2015) 
Droplet 1000–10,000 

In-drop 
Klein et al. (Cell, 

2015) 
Droplet 1000–10,000 

Drop-seq 
Macosko et al. (Cell, 

2015) 
Droplet 1000–10,000 

10x Genomics 
Zheng et al. (Nat. 

Comm., 2017) 
Droplet 1000–10,000 

MULTI-seq 
McGinnis et al. (Nat. 

Methods, 2019) 
Droplet 10,000–100,000 

Cytoseq 
Fan et al. (Science, 

2015) 
Nanowell 100–10,000 

Microwell-seq 
Han et al. (Cell, 

2018) 
Nanowell 100–10,000 

Seq-well 
Gierahn et al. (Nat. 

Methods, 2017) 
Nanowell 100–10,000 

SCOPE-seq 
Yuan et al. (Genome 

Biol., 2018) 
Nanowell 100–10,000 

scFTD-seq 
Dura et al. (Nucleic 

Acids Res., 2019) 
Nanowell 100–10,000 

Table II. Microfluidic single cell technologies. Various microfluidic single cell 

technologies are listed along with the associated citation, the method for manual 

isolation of cells, and the typical number of cells that can be isolated and sequenced 

in a single experiment. Table adapted from Choi et al., 2020. 
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(Table II). These devices rely on dedicated structures for operation such as channels and 

pressure controllers to trap and isolate cells. These technologies outperform conventional 

scRNA-seq methods due to the elimination of variation caused by manual handling and 

pipetting22. The second type of microfluidic technologies developed are droplet-based 

methods (Table II). Droplet-based microfluidic devices encapsulate cells in small droplets 

of reagents before cells are lysed and sorted for library preparation and sequencing21,31,32. 

One of the most popular droplet based platforms, 10x Genomics, uses gel beads to 

introduce a barcoded oligonucleotide to each of the available messenger RNAs (mRNAs) 

present in the cell21. With this particular technology, cell lysis and reverse transcription are 

both performed within the droplet. Overall, this process has greatly simplified the entire 

cell lysis-to-processing time (< 10 hours) and enabled the parallel processing of thousands 

of cells21. The third and most recently developed microfluidic technologies are Nanowell 

technologies. With these technologies, cells are added into Nanowells and are confirmed 

by microscopy before cells are lysed and library preparation is completed22. Typically, 

mRNA transcripts in each well are labeled with a unique cellular barcode prior to mRNA 

quantification. Nanowell technology is easy to use and requires a low amount of sample 

and reagent, but its largest advantage may be its capability to observe cell phenotypes (e.g., 

cell shape and size) prior to sequencing which could aid in library size correction (e.g., 

larger cells express more transcripts) or aid in cell type identification (e.g., different cell 

types can be identified via microscopy)22,34,35. In summary, conventional scRNA-seq 

technologies first enabled the capture of single-cells for sequencing, but it is the more 

recently developed microfluidic scRNA-seq technologies that have enabled highly-

sensitive, accurate, and high throughput transcriptomic analysis of single-cells.  
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The field of single-cell transcriptomics has developed rapidly and is a field of 

research that could fundamentally shift the way we understand cellular biology. If used in 

tandem with robust analytics, current scRNA-seq technologies show great potential to 

unravel the function of individual cells in a variety of human diseases. Importantly, the 

field is still evolving. Steady progress continues for multi-omic approaches (e.g., capturing 

epigenomic, proteomic, and transcriptomic measures in the same cell) to gain more a 

complete snapshot of cell types and cell states36. In addition, other technological advances 

will soon enable the pairing of live-cell imaging with scRNA-seq data, facilitating the 

interrogation of more complex cellular phenotypes and dynamics25. Spatial transcriptomics 

are also rapidly developing to pair information about a cell’s physical location in the tissue 

with scRNA-seq data20,37. Along with all of these technological improvements, 

computational approaches are being established to interrogate the wide swath of biological 

questions and challenges that scRNA-seq data present22–24,26. These novel data types will 

require the parallel development of analytical approaches for quality control, 

normalization, cell type clustering, the identification of rare cell types, lineage tracing, 

gene-gene co-regulation, and differential expression analysis within and across cell 

types22,24–26,38. In this dissertation, we hypothesize that a fundamental characteristic of all 

single-cell data is that single-cell data will always provide multiple measures from the same 

individual. Therefore, single-cell data will always have a hierarchical correlation structure 

that must be accounted for during analysis, particularly in differential expression analysis. 

Regrettably, such analysis is not currently common practice and this dissertation 

demonstrates why it should be. In fact, we posit that it will be even more necessary to 
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account for the hierarchical nature of single-cell data as single-cell technologies continue 

to improve – yielding more sequenced cells, with greater depth at a lower cost. 

 

Part III – A brief history of pseudoreplication 

In 1984, Stuart Hurlbert defined the term “pseudoreplication” as the use of 

inferential statistics to test for effects with data from experiments where replicates are not 

statistically independent7. At the time, he was attempting to address this issue in the field 

of ecology. Since then, pseudoreplication, also termed “subsampling”, has been addressed 

more than once in a variety of other fields including agriculture, psychology, and 

neuroscience7–11. In this dissertation, we address pseudoreplication in single-cell analysis 

and provide a practical solution to handling the hierarchical nature of scRNA-seq data.  

In our own review of the single-cell literature, we found pseudoreplication is 

ubiquitous among publications 

making statistical inference 

relative to differential expression 

(Figure 1). In our review of the 

literature, 251 papers were 

returned in a PubMed search for 

the keywords “single-cell 

differential expression”. 

Reviewing the abstracts of those 

papers, any papers using bulk 

samples or other single-cell 

Figure 1. Summary of literature review results. Extensive literature 

review of 85 articles directly related to differential expression analysis 

with scRNA-seq data revealed pseudoreplication is ubiquitous in 30 

implementation articles. This is primarily due to the apparent lack of 

review and, subsequently, methods articles that directly and properly 

address this issue. 
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methods that were not directly related to scRNA-seq differential expression were 

eliminated. The 85 remaining papers were sorted into three categories: methods papers, 

review articles, and implementation papers (Figure 1). Of the 14 review articles, only two 

briefly mentioned the correlation structure that exists between cells from the same 

individual39,40. Subsequently, none of the 41 methods papers that were assessed presented 

a tool or pipeline to adequately handle the existing correlation structure. Instead, they focus 

on addressing many of the same issues discussed in the review articles (i.e., multi-modality, 

zero-inflation, normalization, etc.). It is important to recognize that the reviews and 

methods papers evaluating the performance of single-cell specific tools all report 

simulations as if cells were independent, not allowing for proper evaluation of these tools’ 

performance with true single-cell data. This is a primary cause of concern, as evaluating 

these tools in this manner will overstate the tools effectiveness and statistical power.  

Of the 30 implementation papers examined, six of them noted patterns of patient-

specific clustering. Other papers justified downstream analyses by simply stating each 

cluster of cell types “comprised cells from each patient, and therefore no clear (within-

sample correlation) was noted”3,5,41–47. Two papers quantified and noted that individual 

effect explained even more variation in the data than batch effect and corrected for batch, 

but did nothing to correct for the individual effects48,49. Additionally, many of these papers 

compare cells across very few individuals, sometimes even a single case and control, 

making it impossible to disentangle the variance contributed by the phenotype and the 

variance contributed by the individuals. Despite this analytic challenge, it is not uncommon 

to see published results and proposed biological implications of differences in cell types 

between cases and controls, based only on a handful of individuals.  
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An examination of the current single-cell literature where inference is made relative 

to differential expression is quite alarming. The issue of pseudoreplication must be 

corrected in the future to ensure analyses are robust and reproducible. Because of 

pseudoreplication, potentially informative results are being diluted by a plethora of non-

informative results – results that are simply a by-product of subsampling. Without 

accounting for the hierarchical variance structure, the features of scRNA-seq tools 

specifically designed to handle unique aspects of single-cell data are rendered ineffective. 

This is a regrettable outcome, because many of these specific methods are very clever and 

well thought-out ways of dealing with these other issues – but they simply get lost in the 

overwhelming inter-individual variation. To be exact, subsampling is likely the largest 

contributor to the lack of reproducibility documented across single-cell analyses of real 

data and the primary reason tools built specifically to handle single-cell RNA-seq data do 

not appear to perform any better than tools created specifically for bulk RNA-seq data39,50. 

In addition to accounting for the within-sample correlation in scRNA-seq data, 

researchers must carefully consider how they articulate their results relative to their sample 

size and study design. Making inference about how cells behave differently across disease 

groups with only a handful of individuals is not justified, statistically or biologically. The 

variation that exists from individual to individual is too great for such generalizations to be 

made, yet the reality remains that the single-cell literature is replete with such findings, and 

this must be remedied. Remedying pseudoreplication in single-cell analysis begins with 

well thought out study designs and proper sample size estimation. For example, 

maximizing the number of samples rather than the number of captured cells per sample 

would greatly improve one’s ability to make proper statistical inference across groups or 
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cell types of interest. Without proper study design and appropriate statistical methodology, 

the enormous potential of scRNA-seq is not accurately leveraged and resources may, in 

turn, be unnecessarily spent. However, when single-cell experiments and analyses consider 

the intra-individual correlation structure, along with other unique aspects of single-cell 

data, they present a remarkable opportunity for the study of biological systems and a chance 

to fundamentally change our understanding of them. In this dissertation, we will present 

methods to help resolve pseudoreplication. In addition, we have developed the first power 

calculator that appropriately (i.e., it explicitly simulates the hierarchical correlation) 

estimates sample size for single-cell differential expression studies. 

 

Part IV – Common single-cell RNA-sequencing differential expression 

methods 

As previously described in Part II, current technologies offer the capability to 

sequence thousands of viable cells per sample. Once measures of expression are obtained, 

there are a large variety of biological questions to interrogate, but researchers must be 

mindful that cells are not independent. Currently, analytic methodology largely focuses on 

cell type clustering, identification of rare or novel cell subtypes, normalization, batch effect 

correction, cell trajectory analysis, and differential expression testing51–66. Methods for cell 

type inference are among some of the most critical methods being developed for single-

cell research67. Data normalization techniques are essential to account for differences in 

original library size, differences in the number of amplification cycles, and other technical 

noise53,66,68,69. Batch effect correction techniques importantly focus on methods to remove 

technical variation across multiple experiments so that data integration can occur without 
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technical variation confounding biological variation51,70. Types of technical variation 

include: differences in capturing time, handling, personnel, amounts of reagent, the type of 

equipment, and even the single-cell technology itself. These methodological developments 

address very important aspects of scRNA-seq data; however, the hierarchical correlation 

structure of cells is largely ignored in most single-cell analyses, most specifically, in 

differential expression testing which is the focus of this section.  

A variety of single-cell specific differential expression tools have been developed 

– some of which we will be further describe in this section. Each of these methods 

implement innovative solutions to handle unique aspects of scRNA-seq data. For example, 

due to the stochastic and “bursty” nature of gene expression within an individual cell (i.e., 

at any time point, genes are either actively transcribed, or not), scRNA-seq expression data 

will yield an inflated number of zeros and multi-modal distributions26,40,55,71–73. These 

phenomena can also be attributed to the fact that weakly or even moderately expressed 

genes can be missed, partly owing to the currently modest efficiencies for mRNA 

capture26,40,73. A majority of the authors that have developed differential expression 

analysis methods attempt to overcome these aspects of the data with imputation methods 

or zero-inflated models, such as Tobit or hurdle models61,65,74–76. While these analytical 

approaches address an important and current challenge, it is expected that mRNA capture 

rates will continue to improve to a point where all mRNA molecules will be captured and 

detected73. In fact, recent literature suggests that droplet-based technologies generate data 

that are not zero-inflated77. Such rapid changes in technology highlight the importance of 

employing adaptable and generalizable models that can be flexible to a variety of 
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distributional assumptions while also accounting for the hierarchical nature of single-cell 

data. 

Differential expression testing is most commonly computed in scRNA-seq data to 

assess the differential expression of genes across cell clusters to identify cell types (e.g., to 

compute differential expression testing between cell cluster 1 and the remaining cell 

clusters to discover which genes are uniquely expressed in cell cluster 1). This is of primary 

importance in scRNA-seq studies because this process is used to identify primary cell types 

(e.g., CD79a and CD79b are reliable marker genes for B-Cells). However, differential 

expression testing is also computed to assess the expression of genes within a cell type 

across groups or in association with a continuous phenotype of interest. In this dissertation, 

we primarily focus on differential expression testing in the latter context of phenotypic 

associations. However, we emphasize that all of our findings are equally applicable and 

important to differential expression testing across cell clusters to identify cell types.  

As previously stated, there are a number of scRNA-seq specific differential 

expression methods available. We focus only on some of the most commonly applied 

methods to demonstrate the importance of properly accounting for the within-sample 

correlation. The main method we utilize in this dissertation is a two-part hurdle model, 

which is implemented in a tool called MAST (Model-based Analysis of Single-cell 

Transcriptomics)61. Other common methods undertaken in this dissertation include: 1) a 

modified t-statistic as implemented in a tool called ROTS (reproducibility-optimized 

statistical testing)64, 2) a Tobit model implemented in a tool called Monocle65, and 3) an 

aggregation approach implemented with a very common differential expression analysis 

tool primarily used with bulk RNA-seq data: DESeq278.  
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The two-part hurdle model is implemented as means of simultaneously modeling 

the rate of expression over the background of various transcripts and the positive 

expression mean. The generalized linear modeling framework allows the method to 

accommodate complex experimental designs while controlling for covariates (including 

technical factors) in both the discrete and continuous parts of the model. Specifically, the 

tool introduces a “cellular-detection rate” parameter that is used as a covariate to account 

for both technical (e.g., dropout, amplification efficiency) and biological factors (e.g., cell 

volume and extrinsic factors other than treatment of interest) that globally influence gene 

expression61.  

MAST models a log(x + 1) transformed gene expression matrix as a two-part 

generalized regression model61. As used in this dissertation, the addition of random effects 

for differences among individuals is: 

𝒍𝒐𝒈𝒊𝒕(𝐏𝐫(𝒁𝒌𝒊 = 𝟏|𝑿𝒌)) =  𝑿𝒌𝜷𝒊    Eq. (1.1) 

𝐏𝐫(𝒀𝒌𝒊 = 𝒚|𝒁𝒌𝒊 = 𝟏) = 𝑵(𝑿𝒌𝜷𝒊 +  𝑾𝒌𝜸𝒋, 𝝈𝒊
𝟐)   Eq. (1.2) 

where Yik is the expression level for gene i and cell k, Zki is an indicator for whether gene i 

is expressed in cell k, Xk contains the predictor variables for each cell k, and Wk is the design 

matrix for the random effects of each cell k belonging to each individual j (i.e., the random 

complement to the fixed Xk). βi represents the vector of fixed-effects regression coefficients 

and γj represents the vector of random effects (i.e., the random complement to the fixed βi). 

γj is distributed normally with a mean of zero and variance 𝜎𝛾𝑘
2 . To obtain a single result 

for each gene, the likelihood ratio or Wald test results from each of the two components 

are summed and the corresponding degrees of freedom for each component are added61. 
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These tests have asymptotic χ2 null distributions; they can be summed and remain 

asymptotically χ2 because Zi and Yi are defined conditionally independent for each gene61. 

As we show in this dissertation, this model does not properly account for the within-sample 

correlation without the addition of the random effects component, Wk γj . 

 Monocle models differential expression with a generalized additive model 

(GAM)65: 

𝐠(𝐄(𝒀𝒊𝒌)) = 𝜷𝟎 +  𝒇𝟏(𝒙𝟏𝒌) + 𝒇𝟐(𝒙𝟐𝒌) + ⋯ +  𝒇𝒎(𝒙𝒎𝒌)   Eq. (2) 

where 𝑌𝑖𝑘 is the gene expression level for each cell k and gene i. and the xk’s are the various 

predictor variables. The function g is a link function, typically the identity or log function, 

and the fj’s are nonparametric functions. The use of nonparametric functions removes the 

need for a priori assumptions on the relationship between the response variable and the 

covariates which allows the model to estimate non-linear effects of the covariates on the 

dependent variable. This is particularly useful when modeling the response variable as a 

function of both categorical and continuous predictors.  

In Monocle, the log-transformed expression level, 𝑌𝑖𝑘 , of gene i for each cell k is 

modeled using a Tobit model defined as: 

𝒀𝒊𝒌 = {
 𝒀𝒊𝒌

∗  𝒊𝒇 𝒀𝒊𝒌
∗ >  𝝀

 𝝀        𝒊𝒇 𝒀𝒊𝒌
∗ ≤  𝝀 

     Eq. (3) 

where λ is a user-specified threshold value (typically a value at or near zero) and the latent 

variable 𝑌𝑖𝑘
∗ depends on the predictor variables, xk. In most applications of differential 

expression testing with Monocle, this value represents an estimate of the cell’s progress 

through its developmental program (Monocle’s “pseudotime” value)65. However, it can 
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represent other variables such as the day a cell was collected or a cell’s group. For 

differential expression associated with Monocle’s “pseudotime” estimate, Monocle’s 

generalized additive model is thus: 

𝐄(𝐘) = 𝒔(𝝍𝒌) +  𝜺      Eq. (4) 

where 𝜓𝑘 represents the “pseudotime” of cell k and s is a cubic smoothing function and the 

error term, ε, is normally distributed with a mean of zero. Testing is computed with a 

likelihood ratio test which asymptotically has a χ2 distribution. To test for differential 

expression between categorical data, such as groups, the GAM simply uses the categorical 

labels as predictors variables, with no smoothing. This model treats all cells independently 

when computing tests of differential expression and does not directly provide any options 

for accounting for the within-sample correlation. However, it is worth noting that GAMs 

can be applied with random effects (i.e., generalized additive mixed models (GAMM))79, 

or less efficiently with jackknife or other resampling methods. 

ROTS is a method that computes a modified t-statistic: 

 𝒅𝜶 =  
|�̅�𝟏− �̅�𝟐|

𝜶𝟏+ 𝜶𝟐𝒔
       Eq. (5) 

where |𝒙𝟏 −  �̅�𝟐| is the absolute difference between group averages, α1 and α2 are non-

negative optimization parameters and s is the pooled standard error. The optimal statistic 

is determined by maximizing the reproducibility Z-score: 

𝒁𝒌(𝒅𝜶) =
𝑹𝒌(𝒅𝜶)− 𝑹𝒌

𝟎(𝒅𝜶)

𝒔𝒌(𝒅𝜶)
     Eq. (6) 

over a lattice α1 ∈ {0, 0.01, …, 5}, α2 ∈ {0, 1}, k ∈ {1, 2, …, G}. Here, reproducibility 

(𝑅𝑘) is defined as the average overlap of k top-ranked genes over pairs of group-preserving 
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bootstrapped datasets. 𝑅𝑘(𝑑𝛼) is observed reproducibility of statistic 𝑑𝛼 for the list of k 

top-ranked genes in the bootstrapped datasets. 𝑅𝑘
0(𝑑𝛼) is the corresponding null 

reproducibility in randomized datasets permuted over cells, 𝑠𝑘(𝑑𝛼) is the standard 

deviation of the bootstrap distribution, and G is the total number of genes in the data64. The 

final ROTS output is calculated from the original data using the optimized parameters α1 

and α2 giving the highest reproducibility Z-score64. This method is also computed treating 

cells as independent samples. Importantly, if this method were altered to permute cells 

within samples (and any other potential covariates), this approach would appropriately 

account for the within-sample correlation that exists in scRNA-seq data.  

The last category of differential expression methods that have been applied to 

scRNA-seq data are aggregation methods – where values across all of the cells within an 

individual are averaged and then statistical inference is made on those means. This is 

sometimes referred to as a mean-of-means approach, and for scRNA-seq it has been called 

the “pseudo-bulk” approach75,80,81. This approach generates data very similar to bulk RNA-

sequencing, where a single value is obtained for each individual based on the average read 

counts across a large number of cells. For this reason, common bulk RNA-sequencing 

methods – such as edgeR82 and DESeq278 - are applied. In this dissertation we implement 

a pseudo-bulk approach with DESeq2 which implements differential expression testing 

with a GLM of the negative binomial family: 

𝑲𝒊𝒋 ~ 𝑵𝑩(𝒎𝒆𝒂𝒏 = 𝝁𝒊𝒋, 𝒅𝒊𝒔𝒑𝒆𝒓𝒔𝒊𝒐𝒏 =  𝜶𝒊)    Eq. (7.1) 

𝝁𝒊𝒋 =  𝒔𝒊𝒋𝒒𝒊𝒋      Eq. (7.2) 

with a logarithmic link: 
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𝐥𝐨𝐠 (𝒒𝒊𝒋) = ∑ 𝒙𝒋𝒓𝜷𝒊𝒓𝒓      Eq. (7.3) 

where Kij is the read count for gene i in sample j and 𝑞𝑖𝑗 is a quantity proportional to the 

concentration of detected cDNA fragments scaled by the normalization factor, 𝑠𝑖𝑗. 𝑥𝑗𝑟 

represents each of the r design matrix elements which are multiplied by the coefficients, 

𝛽𝑖𝑟 . By default, the normalization constants 𝑠𝑖𝑗 are considered constant within a sample 

(𝑠𝑖𝑗 =  𝑠𝑗) and are estimated with the median-of-ratios method: 

𝒔𝒋 = 𝐦𝐞𝐝𝐢𝐚𝐧
𝒊: 𝑲𝒊

𝑹 ≠𝟎

𝑲𝒊𝒋

𝑲𝒊
𝑹   with 𝑲𝒊

𝑹 = (∏ 𝑲𝒊𝒋
𝒎
𝒋=𝟏 )

𝟏/𝒎
.    Eq. (8) 

Such aggregation methods are appropriate and long-established statistical methods for 

properly accounting for the within-sample correlation. However, averaging across all of 

the cells within individuals results in a loss of resolution and a loss of information about 

the within-sample heterogeneity.  

As single-cell technologies have evolved, they have required the parallel 

development of analytical approaches tailored to fit their unique needs. There are a large 

number of methodological questions worth asking with these data, but it is critical that 

researchers are mindful of the hierarchical nature of single-cell data, particularly when 

computing differential expression analysis. With the exception of pseudo-bulk methods, 

all of the current analytical tools tailored for computing differential expression analysis 

with scRNA-seq data treat cells independently in their statistical analyses. In this 

dissertation, we demonstrate the importance of applying methods (e.g., mixed-effects 

models) that properly account for the within-person correlation.  

Part V – Generalized linear mixed-effects models 
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Generalized linear mixed-effects models (GLMM) (also described as multilevel 

models, random effects models, or hierarchical models) are statistical models that are a 

more comprehensive collection of linear models that include both random and fixed effects. 

GLMM are typically applied with correlated data as a means of modeling their inherent 

hierarchical structure and they have been a part of linear model theory since the 1920s. In 

fact, they were first introduced in 1919 by Ronald Fisher to study the correlations of trait 

values between relatives83. The use of multiple error terms, a linear mixed model 

procedure, was an extension of analysis of variance (ANOVA) that appeared very shortly 

after ANOVA’s introduction (e.g., split-plot experiments)84. While the GLMM framework 

has been around for quite some time, GLMM are very computationally intensive. For this 

reason, truly useable GLMM software has only recently developed. For example, SAS’ 

PROC GLIMMIX did not appear until 200585. Because of this, the statistical science 

community is still coming to terms with some of the implications of applying a GLMM 

framework 84. In this section, we demonstrate their utility when applying them to data with 

a hierarchical structure and we discuss the compelling case for applying them to scRNA-

seq data.  

There are a number of ways to appropriately approach hierarchical data. In this 

dissertation, we focus on frequentist hypothesis testing. However, we acknowledge that 

Bayesian methods can also be applied to analyze hierarchical data86. The first method is to 

analyze the data one independent experimental unit (i.e., cluster, batch, individual) at a 

time. This method can be noisy, however, and does not take advantage of the information 

from other units or clusters84,87–89. With scRNA-seq data in particular, this approach is not 

possible because group is typically assigned at the individual level, so the analyses cannot 
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be run on the individual level (unless, for example, there was a cell-specific measure like 

cell size being tested). A second approach is to simply aggregate data by unit. This can also 

be called a mean-of-means approach. Rather than modeling all of the data points as if they 

were independent (when they are not, in actuality, independent), data are combined (e.g., 

using a mean, sum, or median value) within each unit and statistical inference is then made 

on those representative values which would then be independent. A pertinent example of 

this technique is the previously described pseudo-bulk method (Part IV). Although this 

approach yields consistent estimates and standard errors, it does not take advantage of all 

the data – particularly the within-unit variance84,87,88,90,91. 

Sandwich estimators, sometimes called robust estimators of variance, are another 

option for analyzing hierarchical data. The sandwich estimator is commonly applied with 

clustered data92; with single-cell data, the cluster is an individual or independent 

experimental unit. Sandwich estimators group terms by cluster to compute a variance that 

is “adjusted for clustering”92. A large advantage of applying sandwich estimators over other 

model-based estimators of the variance is that they are less susceptible to consequences of 

misspecification of the underlying correlation structure84. However, the sandwich 

estimator, itself, must be used with large and balanced samples or it, too, will be 

biased84,93,94. Recently, though, small sample bias corrections have been developed for 

sandwich estimators84,94. A method for analyzing hierarchical data that commonly utilizes 

sandwich estimators is first-order generalized estimating equations (GEE1)95,96. As the 

numbers of experimental units increase with single-cell data, GEE1 and sandwich 

estimators should be considered as suitable methods for the analysis of single-cell data. In 

addition to sandwich estimators, resampling methods such as the jackknife or 
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bootstrapping could also be applied in the analysis of hierarchical data97–99. The largest 

advantages to such methods are that they perform well in small sample situations and 

require minimal assumptions97–99. However, the application of the bootstrap and the 

jackknife to multilevel models is not always straightforward and these procedures are 

computationally intensive97,99. 

The final, and most appropriate, approach to analyzing hierarchical data utilizes 

generalized linear mixed models (GLMM). Rather than computing separate regressions on 

each individual unit which can be noisy due to the smaller number of data points or 

aggregating data within units and losing important information about the within-unit 

variance, GLMM offer a helpful balance between the two approaches. This is because 

GLMM explicitly model the hierarchical correlation structure. We note, that there are 

several types of working correlations that can be assumed with mixed models (e.g., 

exchangeable correlation, autoregressive correlation, unstructured)84,100. In this 

dissertation, we primarily assume exchangeable correlation (also called compound 

symmetry) as the logical a priori correlation structure to use, where all distinct members 

(e.g., cells) of a cluster (e.g., individuals) are assumed to be equally correlated84,100. 

As previously noted, GLMM are statistical models that are a more comprehensive 

collection of linear models that include both random and fixed effects84,87–89. A fixed effect 

is an estimated parameter that does not vary (e.g., assume a true regression line in the 

population and estimate it)84,89. Random effects, however, are parameters that are 

themselves random variables (e.g., the estimated parameter follows some specified 

distribution)84,89. 
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Consider the linear predictor for separate regressions of a hierarchical dataset with 

multiple independent experimental units (i.e., clusters, samples, or batches): 

𝜷𝟎𝒊 +  𝜷𝟏𝒊𝑿𝒊𝒋       Eq. (9) 

where 𝛽0𝑖 and 𝛽1𝑖 are the respective intercepts and slopes for each unit i of k different 

possible units and 𝑋𝑖𝑗is the jth value of X for the ith unit. Alternatively, this can be 

expressed as: 

𝜷𝟎 +  𝒃𝟎𝒊 + (𝜷𝟏 +  𝒃𝟏𝒊)𝑿𝒊𝒋      Eq. (10) 

where 𝛽0 and 𝛽1 are overall intercept and slope and 𝑏0𝑖 and 𝑏1𝑖 are the respective unit-

specific deviations of the intercept and slope from 𝛽0 and 𝛽1. How one proceeds with the 

estimation of 𝑏0𝑖 and 𝑏1𝑖 depends on the desired inference as well as defining the 

independent experimental units. For example, here the i units could represent the entire 

population or they could represent a sample from a larger population of units. In the former 

situation, the units are the population and so one would regard 𝑏0𝑖 and 𝑏1𝑖 as model 

parameters in the same sense as 𝛽0 and 𝛽1. In the latter situation, one could have (in theory), 

sampled any i units from the larger population of units. It follows then, that 𝑏0𝑖 and 𝑏1𝑖 are 

random variables and have probability distributions and should be considered random 

model effects opposed to fixed model effects.  

More generally, GLMM are typically denoted in matrix form as:  

𝜼 = 𝑿𝜷 + 𝒁𝒃      Eq. (11.1) 

where η is a 𝑁 × 1 column vector of outcome values for each of the N observations; X is a 

𝑁 × 𝑝 matrix of the p predictor variables; β is a 𝑝 × 1 column vector of the fixed model 
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parameters; Z is the 𝑁 × 𝑞𝐽 design matrix for the q random effects and J groups; and b is a 

𝑞𝐽 × 1 vector of random effects (the random complement to the fixed β) for J groups 

where: 

𝒃 ~ 𝑵(𝟎, 𝑮).      Eq. (11.2) 

To illustrate why introducing random model effects (Zb) is of critical importance 

when working with hierarchical data, we will simulate and examine two very simple 

examples. For each example, both a fixed effects model and a mixed-effects model will be 

applied to the simulated data. The first example is only a generic example. The second 

example frames the simulated data as if they were gene expression values for cells nested 

within individuals across groups. These examples clarify how this scenario pertains to 

scRNA-seq data by providing a clear contrast between applying fixed effects models and 

mixed-effects models to hierarchical data.  

For the first example, we simulated 10 independent experimental units, each with 

30 observed values and 30 related outcome values nested within them (Figure 2). Using 

random draws from a normal 

distribution with a mean of 10 

and a standard deviation of 5, 

we sampled a mean for each 

independent experimental 

unit. Using a second normal 

distribution with a mean equal to the random draw from the first normal distribution and 

standard deviation of 1, we simulated 30 observed values for each experimental unit. The 

simulated observed values for each independent experimental unit were then used to 



24 
 

simulate the related outcome variables. The outcome variables were first simulated to 

correlate with observed values with ρ = 0.6 (to add noise) and were subsequently multiplied 

by a single slope value drawn from a standard normal distribution (i.e., a normal with 

mean=0 and standard deviation=1). When ignoring the correlation and modeling the data 

points as if they were completely independent, there appears to be a strong effect despite 

simulating the effect size with a standard normal (i.e., an expected value of zero) (Figure 

2A). When we test for association, treating each observation independently, the result is 

highly significant (Figure 2C). However, when we break these data out by independent 

experimental units, it 

becomes clear that there is no 

effect (contrary to the 

previous estimate, the newly 

computed estimate is slightly negative in this scenario). It was the between-unit 

heterogeneity that was actually driving the significant result when the correlation structure 

was not considered (Figure 2B). When computing the test of association with the random 

effects model, the p-value now correctly reflects the expected null result (Figure 2C).  

Figure 2. A generic mixed-effects model example. In this example, 

hierarchical data were simulated using normal theory before being 

modeled with (A.) a fixed-effects model where all data points are treated 

independently and (B.) a mixed-effects model where the hierarchical 

structure is properly accounted for. (C.) The two approaches exhibit 

very different results, both in the estimation of effect size and p-value.  
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For the second example, we simulated the gene expression values of a single 

transcript for 10 individuals (5 cases and 5 controls) each with 100 cells (Figure 3). Similar 

to the first example, we used random draws from a normal distribution with a mean of 50 

and a standard deviation of 1 to simulate a mean for each individual. Using a second normal 

distribution with a mean equal to the random draw from the first normal distribution and 

standard deviation of 1, we then simulated 100 values for each cell nested within each of 

the simulated individuals. When examining the boxplot of the simulated expression values 

separated by only 

group, there 

appears to be a 

difference, 

despite 

simulating these 

data using the exact 

same starting 

means (50) for 

each group (Figure 

3A). As expected, 

when we test for differences across groups, treating each cell independently, the result is 

highly significant (Figure 3C). However, when we break these data out by individual, it 

becomes clear why the two groups appeared so different when the within-sample 

correlation was not considered. The random draws of each individual’s starting mean 

allowed for one individual in the case group to have slightly lower gene expression values 

Figure 3. A scRNA-seq related mixed-effects model example. In this example, 

hierarchical gene expression data were simulated for two treatment groups (red vs 

blue) using normal theory before being modeled with (A.) a fixed-effects model where 

cells are treated independently and (B.) a mixed-effects model where the hierarchical 

structure is properly accounted for. (C.) The two approaches exhibit very different 

results, both in the estimation of effect size and p-value.  
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while also allowing for one individual in the control group to have slightly elevated gene 

expression values. Because of this, the correlation structure within those individuals drove 

a difference in gene expression across groups when cells are treated independently. When 

visualizing the data according to their true structure, however, it becomes immediately 

clear that there are only 5 independent experimental units per group (instead of 500) and 

the differences between groups are less apparent (Figure 3B). When hypothesis testing with 

a mixed-effects model to account for the correlation structure, the result is no longer highly 

significant (Figure 3C), and rightfully so, because these data were actually simulated under 

the null.  

Both of these examples clearly illustrate the critical importance of applying mixed-

effects models when a correlation structure exists in the data, as it does with scRNA-seq 

data. Mixed-effects models are types of statistical models that assume the data points are 

drawn from a hierarchy and use random effects to model the subject-specific effects. By 

modeling the hierarchical nature of the data, mixed-effects models are effective models 

that appropriately control for the non-independence of the data points. Additionally, 

GLMM are consistent estimators and asymptotic, which is important in the analysis of data 

with small numbers of independent experimental units. In this dissertation, we establish 

that scRNA-seq data are, in fact, correlated within an individual and demonstrate the 

critical importance of applying mixed-effects models to account for the within-person 

correlation when testing for associations.  
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Part VI – Power calculations 

 To find the solution to a particular research question, a study might be conducted 

on an entire population (i.e., census). However, in reality, studies are typically performed 

on a limited number of subjects101,102. If randomly sampled, results and conclusions from 

this limited subset are then typically and statistically justified to be extrapolated to the 

entire population; in the absence of random sampling, non-statistical justifications are 

required for extrapolating to the entire population. With a well-designed study, it is 

possible to draw precise and accurate conclusions about the population under study from 

a limited sample – but to do so, the study must have an appropriate sample size101,102. 

Power is defined as the probability that a test of significance will detect a deviation from 

the null hypothesis and sample size calculations are ways of estimating the appropriate 

number of samples needed for a particular study. In this section, we describe the critical 

need for a power calculator that employs mixed-effects models to estimate the 

appropriate number of individuals (as well as the appropriate number of cells-per-

individual) required for scRNA-seq study design. 

 Sample size calculation is at the crux of all meaningful research and is an 

important aspect of study design. Although completing a study with a small sample can 

be appealing for a variety of reasons (e.g. cost and time limitations), using too small of a 

sample often leads to an underpowered study that is unable to detect a difference between 

groups – leading to falsely negative results (i.e., type 2 error)102. On the other end, 

utilizing too large of a sample is a waste of limited resources and, particularly in studies 

where patient participation includes inherent risks, is unethical102. scRNA-seq technology 

is still in its infancy, but it is rapidly maturing. As the technology continues to improve - 
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and the more cells we are able to sequence with greater depth at a lower cost – proper 

study design that accounts for the hierarchical nature of single-cell data will be, and 

already is, a necessity. 

 Currently, there are is available software for estimating power in scRNA-seq 

studies that explicitly account for the within-sample correlation. To this same end, in his 

book “Generalized Linear Mixed Models”, Stroup states: 

“Commercial power and sample size software is largely untouched by GLMM 

concepts. As a result, power, sample size, and design decisions based on 

conventional design can be inappropriate – sometimes catastrophically so- 

especially when the study being planned involves non-Gaussian response variables 

and random model effects.”84 

 This statement rings particularly true for GLMM power and sample size software for 

scRNA-seq data. The available software for simulating and estimating power in scRNA-

seq data all simulate cells independently; answering the question of how many independent 

cells rather than the number of truly independent experimental units (e.g. individuals) are 

required to achieve a desired level of power. As a result, there is a lack of well-powered 

scRNA-seq studies with small numbers of independent experimental units and large 

quantities of cells. We note that at the time of this writing, the technology is still developing 

and is largely focused on improving sequencing depth and mRNA capture rates, obtaining 

high quality cells, maintaining cell viability, and capturing more cells at a lower cost. 

Despite the focus on these technological aspects, researchers must be aware of the true 

independent experimental units (i.e., individuals) when carrying out study design. This will 

be increasingly important as scRNA-seq technologies become more standardized. In this 
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dissertation, we provide a first-of-its-kind software that estimates power for hierarchical 

scRNA-seq data with GLMM (Chapter III). 

Part VII – Ecological diversity measures for single-cell data analysis 

 As previously described, scRNA-seq technologies allow researchers to partition the 

data by cell and therefore cell type. Measuring gene expression in single-cells allows for 

the study of transcription and gene regulation at a finer cellular level allowing researchers 

to test for differences in transcription within a particular cell type or even across cell 

types22,23,25,26,73. Just as importantly, these data also provide an opportunity for testing for 

differences in the composition of cell types across samples as well as differences in the 

entropy of gene expression within cells (of a particular cell type) across samples. To those 

ends, we propose a novel analytic lens for single-cell data, specifically, viewing them as 

ecosystems, either at the individual level or the cellular level.  

 The field of ecology is rich with long-standing statistical procedures and methods 

for modeling ecosystems. In particular, ecologists have employed a multitude of indices 

for the purpose of quantifying biodiversity103,104. In the late 1940s, two indices were 

introduced as means of quantifying entropy in two slightly different ways. The “Shannon 

index” (also called the Shannon-Wiener index, the Shannon’s diversity index, or Shannon 

entropy), was first introduced in 1948 as a means of quantifying entropy in strings of 

text105. Since its introduction, though, it has been most commonly applied in the ecological 

literature103,104,106. The “Simpson index”, was published shortly after in 1949 as a 

measurement of diversity. It, too, is most often applied in ecological literature103,104,106.  

 The Shannon index105, 𝐻′, applied in this dissertation is defined as: 
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𝑯′ = − ∑ 𝒑𝒊𝐥𝐧 (𝒑𝒊)
𝑺
𝒊=𝟏      Eq. (12) 

where 𝑝𝑖is the proportion of individuals categorized to the ith species of the total possible 

S species (i.e., richness). Here, the more unequal the abundances across species, the smaller 

the 𝐻′ will be. The exponent of the Shannon index, exp (𝐻′), is also considered as the 

“effective number of species”. This measure is a more natural and intuitive definition of 

diversity that will also be applied in this dissertation. This more direct measure of diversity 

will aid in the interpretation of differences in diversity107. We also use the Shannon index 

to compute a measure of evenness (“Pielou’s evenness index”108): 

𝑱′ =  
𝑯′

𝑯′𝒎𝒂𝒙
       Eq. (13) 

where 𝐻′ is the Shannon’s diversity measure defined above and 𝐻′𝑚𝑎𝑥 is defined as the 

maximum possible value of H’ (if every species, of the total possible S species, were 

equally balanced): 

𝑯′𝒎𝒂𝒙 =  − ∑
𝟏

𝑺
𝐥𝐧 (

𝟏

𝑺
)𝑺

𝒊=𝟏 = 𝐥𝐧(𝑺).     Eq. (14) 

The Simpson index109, λ, is defined as: 

𝝀 =  ∑ 𝒑𝒊
𝟐𝑺

𝒊=𝟏        Eq. (15) 

where 𝑝𝑖, once again, represents the proportional abundance of individuals categorized to 

the ith species of the total possible S species (i.e., richness). The Simpson index can be 

interpreted as the probability that two entities taken at random from the dataset will 

represent the same type, assuming replacement. Here, the more unequal the abundances 

across species, the larger λ will be. 
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Such indices each represent measures of biodiversity in different ways and must be 

thoughtfully and carefully interpreted103,104,106. Typically, these measures of diversity are 

functions of the number of species present (species richness and abundance) and the 

evenness with which the individuals are distributed among these species103,104,106. 

Therefore, these indices must be interpreted with this in mind – while also recognizing that 

various measures of diversity offer slightly different results and interpretations106. We note 

this because misinterpretation of these indices has been documented as common 

occurrences in the ecological literature106.  

While there are a large number of indices designed to quantify biodiversity, here 

we consider the two most common measures of ecological biodiversity: the Shannon index 

and the Simpson index. In this dissertation, we quantify these measures - along with 

measures of richness and evenness - as potential methods for detecting either groups of 

individuals with differences in the cell type composition or cell types with large shifts in 

their transcriptional profiles between groups of individuals. These analyses represent an 

opportunity to identify specific cell types that might be driving differences in phenotype 

and merit further exploration (e.g., differential gene expression testing or trajectory 

analysis).  

 

Part VIII – Summary 

 Single-cell RNA-sequencing is a rapidly progressing field of research filled with 

promise. These technologies provide new data of exceptional size which are rich in 

biological information. However, they are also filled with new challenges. There are 
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numerous methodological questions worth asking with these data, but it is critical that 

researchers are mindful of the hierarchical nature of single-cell data - particularly when 

computing differential expression analysis. With the exception of pseudo-bulk methods, 

all of the current analytical tools tailored to computing differential expression analysis with 

scRNA-seq data treat cells independently in their statistical analysis. In Chapter II of this 

dissertation, we empirically document intra-individual correlation and demonstrate the 

importance of applying methods (e.g., mixed-effects models) that properly account for the 

within-person correlation when computing differential expression analysis. We emphasize 

that applying mixed-effects models to scRNA-seq will greatly reduce the number of type 

1 errors (i.e., false positives) and eliminate spurious results to produce more biologically 

meaningful and reproducible results. While mixed-effects models are tremendously useful 

for accounting for the hierarchical structure of single-cell data, they cannot make up for 

improper study design. Proper study design – which heavily relies on appropriate estimates 

of samples needed for a particular study - is critical for any study to produce meaningful 

results. In order to draw precise and accurate conclusions about the population under 

examination, a study must have an appropriately powered sample size. To this end, in 

Chapter III, we present software for a first-of-its-kind scRNA-seq power calculator. This 

tool is an easy-to-use R-package that explicitly estimates power (i.e., the probability that a 

test of significance will detect a deviation from the null hypothesis) for a given number of 

individuals and number of cells per individual based on a GLMM framework. Lastly, in 

Chapter IV, we quantify various measures of entropy as a potential method for detecting 

either groups of individuals with differences in the composition of their cell types or cell 

types with large shifts in their transcriptional profiles between groups of individuals. 
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Together, the works in this dissertation represent an effort to improve the impact and 

reproducibility of scRNA-seq studies.  
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Abstract 

Cells from the same individual share common genetic and environmental 

backgrounds and are not statistically independent; therefore, they are subsamples or 

pseudoreplicates. Thus, single-cell data have a hierarchical structure that many current 

single-cell methods do not address, leading to biased inference, highly inflated type 1 error 

rates, and reduced robustness and reproducibility. This includes methods that use a batch 

effect correction for individual as a means of accounting for within-sample correlation. 

Here, we document this dependence across a range of cell types and show that ‘pseudo-

bulk’ aggregation methods are conservative and underpowered relative to mixed models. 

To compute differential expression within a specific cell type across groups, we propose 

applying generalized linear mixed models with a random effect for individual, to properly 

account for both zero inflation and the correlation structure among measures from cells 

within an individual. Finally, we provide power estimates across a range of experimental 

conditions to assist researchers in designing appropriately powered studies.  
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Introduction 

The rapid evolution of single-cell technologies will enable novel interrogation of 

fundamental questions in biology, accelerating discoveries across many biological 

disciplines. Common fields of application for single-cell technologies include cancer, 

neurological disease, developmental biology, diabetes, and autoimmune disease. Thus, 

researchers are developing methods that leverage or account for the unique properties of 

single-cell RNA sequencing (scRNA-seq) data, particularly their increased sparseness and 

heterogeneity compared to bulk sequencing counterparts1–3. An important characteristic of 

single-cell experiments is that they use many cells from the same individual, and therefore 

the same genetic and environmental background. Here we empirically document 

correlation among measures from cells within an individual, and demonstrate how testing 

for differential expression analysis in scRNA-seq data within a cell type across conditions 

without considering this correlation – the current common practice – violates fundamental 

assumptions and leads to false conclusions. While differential expression analysis can be 

computed across all cell types, throughout this manuscript, differential expression analysis 

is generally considered to be computed within a specific cell type of interest (i.e., after cell 

clustering and cell type identification). 

Proper identification of the experimental unit (i.e., the smallest observation for 

which independence can be assumed) for the hypothesis is critical for proper inference. 

Observations nested within an experimental unit are referred to as subsamples, technical 

replicates, or pseudoreplicates. Pseudoreplication, or subsampling, is formally defined as 

“the use of inferential statistics where replicates are not statistically independent”4. There 

are two types of pseudoreplication commonly occurring in single-cell experiments: simple 
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and sacrificial. Simple pseudoreplication occurs when “samples from a single experimental 

unit are treated as replicates representing multiple experimental units”4–6. Sacrificial 

pseudoreplication occurs when “samples taken from each experimental unit are treated as 

independent replicates”4–6. Pseudoreplication has been addressed repeatedly in ecology, 

agriculture, psychology, and neuroscience and acknowledged as one of the most common 

statistical mistakes in scientific literature4–9. New technologies are particularly prone to this 

error. Thus, it is not surprising that, when performing a literature review prior to conducting 

these analyses, we found pseudoreplication to be pervasive in the single-cell literature. 

Properly identifying the right experimental unit, and analyzing the data accordingly, need 

to be urgently addressed in single-cell studies before a lack of reproducibility tarnishes the 

single-cell technology itself as potentially unreliable. 

In this study, we simulate hierarchical single-cell expression data and evaluate the 

type 1 error rates and power of mixed models relative to some of the most frequently 

applied differential expression methods. We assess a number of commonly applied 

differential expression methods, but we primarily focus on the computation of a two-part 

hurdle model. This model explicitly accounts for the common problem of zero inflation in 

scRNA-seq data by simultaneously modeling the rate of expression and the positive 

expression mean10. Using the two-part hurdle model, we compute differential expression 

as it is most typically applied in the literature: without a random effect for individual. We 

then re-evaluate the two-part hurdle model’s performance when computing differential 

expression with a random effect for individual, and after applying a batch effect correction 

for individual. Additionally, we examine the type 1 error control and power of aggregation 

(i.e., “pseudo-bulk”) methods, where gene expression values are averaged across all cells 
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within an individual and the test statistic is computed on the individual means11–13. 

Aggregation methods are implemented to control for both zero-inflation and within sample 

correlation, but are conservative 

and perform poorly in unbalanced 

situations, which are common in 

single-cell data. Overall, these 

simulations indicate how 

properly accounting for the 

correlation structure among 

measures from cells within an 

individual will greatly increase 

both robustness and 

reproducibility, thereby leveraging 

the very features that make single-

cell methods powerful. 

Results 

Intra-individual Correlation 

We hypothesize that 

measures from cells from the same 

individual should be more 

(positively) correlated with each 

other than cells from unrelated 

individuals. Empirically, this appears true across a range of cell types (Fig. 1). We 

Fig. 1 | Intra-individual correlation. Intra- and inter-individual 

Spearman’s correlations for gene expression values across ten 

different pancreatic cell types and a random sample of different cell 

types. The respective numbers of cells and individuals used for each 

cell type are listed in the Methods section. Median correlation among 

a donor’s own cells (intra-individual) is always greater than the mean 

correlation across individuals (inter-individual). The “random cell 

types” boxplots represent a random sampling of alpha, beta, and ductal 

cells. The center line represents the median. The lower and upper box 

limits represent the 25% and 75% quantiles, respectively. The 

whiskers extend to the largest observation within the box limit plus or 

minus one and a half multiplied by the interquartile range.  
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demonstrate this effect by estimating the pairwise correlation of cells within an individual 

and across any two different individuals. For a given cell 

type, the correlation of cells within an individual (intra-

individual correlation) is always higher than the 

correlation of cells across individuals (inter-individual 

correlation). Thus, single-cell data have a hierarchical 

structure in which the single-cells may not be mutually 

independent and have a study-specific correlation (e.g., 

exchangeable correlation within an individual). Across a 

cell type, cells appear to also exhibit some correlation 

across individuals (Fig. 1). We hypothesize this is due to 

stability in functional gene expression that is needed for 

a cell to be classified as a specific type (e.g., T-cells need 

to have some consistent signals of gene expression 

related to their function as T-cells).  

Simulation  

We completed a simulation study that 

reproduced both the inter- and intra-individual variance 

structures estimated from real data and documented the 

effect of intra-individual correlation on the type 1 error 

rates of the most frequently used single-cell analysis 

tools (Fig. 2, fig. S1-4). Our simulation captures some 

of the most important aspects of single-cell data (Fig. S1-4) and was used to compare 

Fig. 2 | Simulation workflow. A gamma 

[𝚪(𝜶, 𝜷)] distribution was fit to the global 

mean transcript-per-million (TPM) value 

of each gene and used to obtain a grand 

mean, 𝝁𝒊.   The variance of the individual-

specific means (inter-individual variance) 

was modeled as a linear function of the 

grand mean, 𝒇𝟏(𝝁𝒊). Using a normal 

𝑵(𝝁, 𝝈𝟐) distribution with an expected 

value of zero and a variance computed by 

the linear relationship, 𝒇𝟏(𝝁𝒊), a difference 

in means was drawn for each individual in 

the simulation. This difference was 

summed with the grand mean to obtain an 

individual mean, 𝝁𝒊𝒋. Within-sample 

dispersion was simulated as a logarithmic 

function of the inter-individual mean, 

𝒇𝟐(𝝁𝒊𝒋). A Poisson (𝝀) distribution with a 

λ equal to the expected number of cells 

desired for each individual was then used 

to obtain the count of cells per individual. 

The probability of dropout was estimated 

as a gamma distribution. For each cell 

assigned to an individual, a count, 𝒀𝒊𝒋𝒌, 

was drawn from a negative binomial 

distribution. 
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methods that do and do not account for the repeated observations within an experimental 

unit (see Methods). We varied the number of individuals and cells within an individual, 

and all methods considered use asymptotic approximations and admit covariates.  

Type 1 Error Evaluations 

  The generalized linear mixed model (GLMM), either employing a tweedie 

distribution or a two-part hurdle model with a random effect (RE) for the individual, 

outperformed other methods across a variety of conditions (Table I, tables SI-SIV).  

Among the methods that explicitly model the correlation structure, GLMM consistently 

better controlled for type 1 error rate than generalized estimating equations (GEE1) models. 

The latter performed poorly for all numbers of subsamples until the number of independent 

experimental units approached 30. However, all models that explicitly model the 

correlation structure have more appropriate type 1 error rates than methods that do not 

account for lack of independence among experimental units (Table I, tables SI-SIV). As 

the number of correlated cells rose, performance of all methods that treat observations 

independently grew increasingly worse (Table I, tables SI-SIV).  
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One of the most heavily cited single-cell analysis tools, Model-based Analysis of 

Single-cell Transcriptomics (MAST), is a two-part hurdle model built to handle sparse and 

bimodally distributed single-cell data10. Although to our knowledge no publications have 

employed MAST to account for pseudoreplication as discussed here, Finak et al. note that 

MAST “can easily be extended to accommodate random effects”10. When implementing 

MAST with a random effect for individual (i.e., MAST with RE), the type 1 error rate is 

well-controlled. However, its type 1 error rate is just as inflated as other tools when it is 

Nind Ncells 

Two-part Hurdle   Tweedie 

GEE1 

Pseudo-bulk 

Tobit Modified t Default Corrected RE   GLMM GLM Mean Sum 

5 

50 0.561 0.637 0.069   0.082 0.340 0.114 0.023 0.035 0.353 0.400 

100 0.677 0.719 0.064  0.084 0.463 0.110 0.022 0.032 0.471 0.510 

250 0.798 0.778 0.066  0.083 0.609 0.103 0.023 0.028 0.628 0.644 

500 0.862 0.803 0.065   0.081 0.705 0.104 0.023 0.026 0.725 0.718 

10 

50 0.563 0.611 0.055   0.064 0.350 0.076 0.024 0.021 0.345 0.397 

100 0.689 0.718 0.053  0.065 0.462 0.077 0.024 0.020 0.470 0.502 

250 0.810 0.793 0.049  0.064 0.610 0.074 0.022 0.019 0.624 0.635 

500 0.875 0.827 0.049   0.061 0.705 0.073 0.021 0.018 0.722 0.717 

20 

50 0.562 0.606 0.051   0.056 0.344 0.063 0.024 0.016 0.343 0.393 

100 0.687 0.705 0.048  0.056 0.459 0.064 0.024 0.014 0.466 0.503 

250 0.817 0.805 0.042  0.058 0.610 0.060 0.022 0.011 0.619 0.637 

500 0.884 0.844 0.042   0.055 0.705 0.062 0.021 0.010 0.720 0.716 

30 

50 0.563 0.604 0.053   0.054 0.341 0.058 0.025 0.013 0.344 0.395 

100 0.691 0.698 0.049  0.056 0.463 0.058 0.025 0.012 0.469 0.504 

250 0.818 0.803 0.044  0.055 0.608 0.057 0.022 0.010 0.624 0.636 

500 0.886 0.853 0.041   0.055 0.707 0.058 0.022 0.009 0.719 0.706 

40 

50 0.561 0.602 0.051   0.054 0.345 0.055 0.025 0.013 0.340 0.393 

100 0.689 0.699 0.049  0.053 0.455 0.055 0.026 0.012 0.467 0.502 

250 0.820 0.803 0.044  0.053 0.607 0.053 0.022 0.010 0.622 0.639 

500 0.888 0.856 0.042   0.053 0.704 0.054 0.022 0.008 0.721 0.713 

Table 1 | Type I error rates of some currently applied tools in single-cell analyses. Type I error rates of ten 

different methods under twenty different conditions and a significance threshold of p<0.05. 250,000 iterations were 

computed to obtain an error rate for each method.  The inflated type I error rates computed with mixed models at the 

lower numbers of individuals per group are a consequence of the two-part hurdle model simultaneously testing two 

hypotheses and an overabundance of sub-sampling with small sample sizes. Type I error rates are well controlled for 

with mixed models and pseudo-bulk methods, while type I error rates increase with other methods as additional 

independent samples or more cells are added. Pseudo-bulk methods are overly conservative. Confidence intervals 

(95%) are included in the enlarged version of this table (Table S1). 

*Default denotes MAST was implemented without random effects, RE denotes random effects, Corrected denotes data 

was batch-corrected for individual with ComBat prior to analysis without using individual as a random effect, GLM 

denotes generalized linear model, and GLMM denotes generalized linear mixed-effects model. 

**Two-part Hurdle model as implemented in MAST, Tweedie distribution as implemented in ‘glmmTMB’, GEE1 as 

implemented in ‘geepack’, Pseudo-bulk averaged or summed across cells within an individual and was implemented in 

DESeq2, Modified t as implemented in ROTS, and Tobit as implemented in Monocle. 
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not implemented with a random effect for individual. However, one suggested approach to 

account for within-individual correlation is the aggregation of cell type-specific expression 

values within an individual by using either a sum or a mean11–13. Such analysis methods, 

as would be expected, do control for the type 1 error rate, but are conservative (Table I, 

tables SI-SIV).  

Another method that could be used to account for within-sample correlations is to 

apply a batch effect correction method prior to differential expression, for which the 

batches are different individuals. Here, when we applied batch effect correction via 

ComBat14 prior to differential expression analysis within a cell type, type 1 error rates 

markedly increased (Table I, tables SI-SIV).  

In addition to evaluating type 1 error rates, we examined the preservation of the 

rank-order of results from these methods (Table SV). We also evaluated the sensitivity (the 

proportion of correctly identified true positives) at varying fold changes of the two-part 

hurdle model when ignoring the within-individual correlation (MAST), correcting it for 

“batch effect” prior to differential expression (MAST ComBat), or correcting it with a 

random effect for individual (MAST RE) (Fig. S5). We did not explicitly evaluate 

specificity (the proportion of correctly identified true negatives), which is simply computed 

as 1 – type error. Thus, when the type 1 error rate for a method is inflated, the specificity 

is small. We found the highest correlations between the simulated log(fold-change) and the 

methods that properly account for within-person correlation. The methods that do not do 

so maintained some semblance of rank-order, except for batch effect-corrected results 

(Table SV). As expected, not properly accounting for within- person correlation lead to 

extremely high sensitivity with very low specificity (Fig. S5). 
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Power Analyses 

We computed an 

extensive simulation-based 

power analysis to provide 

estimates across a wide 

range of experimental 

conditions. We used a two-

part hurdle model with 

random effects for 

individuals as implemented 

in MAST10. We also 

computed power when 

expression values are 

averaged across cells within 

an individual. Increasing the 

number of independent 

experimental units (e.g., 

individuals) in a study is the 

best way to increase power to detect true differences (Fig. 3A). Empirically, when sample 

sizes become greater than 20, there are only marginal gains in power when more than 100 

cells per individual are sampled for a particular analysis unit (i.e., computing the analysis 

within a single-cell type of interest or across all cell types). Methods that aggregate 

information across cells within an individual by averaging or summing (i.e., “pseudo-bulk” 

Fig. 3 | Power calculations using MAST with a random effect for the individual. 
Power curves for various, but likely, single-cell scenarios using MAST with a random 

effect for individual. Fold change is simulated by multiplying the global mean gene 

expression values by the fold change value for one group. All power is computed at 𝜶 

= 0.05. Panel A: Differences in power when sample sizes range between 5 individuals 

per group to 100 when the number of cells per individual is held constant at 250. 

Panels B-D: Differences in power when increasing the number of cells per individual 

(100, 250, 500, 1000) for 10, 20, and 50 individuals per group, respectively. 

Additional power curves are supplied in the supplementary material. 
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methods) are only slightly underpowered relative to mixed effects models when there is 

balance in the numbers of cells per individual. However, these are not as well powered as 

mixed effects models when the numbers of cells per individual grow increasingly 

imbalanced (Fig. S6-S8). 

 

Discussion 

 Single-cell studies designed to identify differentially expressed genes rarely 

mention or address the correlation among cells from the same individual or experimental 

unit. Excellent reviews of the field and methodologic work have largely focused on 

challenges presented by properly classifying cell types, multimodality, dropout, and higher 

noise derived from biological and technical factors. However, they fail to highlight the 

effects of pseudoreplication. Furthermore, papers evaluating the performance of single-cell 

specific tools all compute the simulations as if cells were independent15–21. The result is 

reduced reproducibility with real data, leading to the conclusion that tools built specifically 

to handle single-cell data do not appear to perform better than tools created for bulk data 

analysis22–24.  

Here, we have empirically documented the correlation among measures from cells 

within an individual for a few independent datasets and different cell types (Figure 1). 

These findings imply that the current practice –testing for differential expression analysis 

across conditions in scRNA-seq data within a cell type without considering this correlation 

– leads to pseudoreplication. Pseudoreplication, formally defined as “the use of inferential 

statistics where replicates are not statistically independent”, has been addressed repeatedly 



55 
 

in both new and well-established scientific fields4–8. Recently, it was acknowledged as one 

of the most common statistical mistakes in scientific literature9. Here we hope to address 

pseudoreplication in single-cell analyses by demonstrating what a large and long-standing 

body of statistical literature already confirms: applying statistical inference to replicates 

that are not statistically independent without properly accounting for their correlation 

structure will inflate type 1 error rates and lead to spurious results4–6,9,25–28.  

In our results, models that explicitly parameterized the correlation structure all 

showed improved type 1 error control compared to methods that did not account for the 

lack of independence among experimental units (Table I, tables SI-SIV). Furthermore, as 

the numbers of correlated cells increased, performance of all methods that treated 

observations independently increasingly worsened (Table I, tables SI-SIV).  

Both the two-part hurdle mixed model and the tweedie mixed model showed type 

1 error control when adjusting for individual as a random effect (i.e., MAST with 

RE/Tweedie GLMM), but their type 1 error rates were highly inflated when not doing so. 

These specific evaluations of models with and without a random effect for individual 

illustrate why accounting for pseudoreplication is so important. As the denominator of most 

statistical tests (e.g., Wald test) is a function of the variance, not accounting for the positive 

correlation among sampling units underestimates the true standard error and leads to false 

positives27,28. In addition, treating each cell as independent inflates the test degrees of 

freedom, making it easier to falsely reject the null hypothesis (type 1 error). This approach 

leads to apparently greater sensitivity among methods that do not properly account for 

pseudoreplication (Fig. S5). However, the type 1 error rates (and, thereby, specificity) 

indicate that, while these methods capture most results at the lower fold-changes, they also 
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capture a large proportion of false positives. Too many false positive results can mask true 

associations, especially when multiple comparison procedures such as false discovery rate 

are applied. In combination, this will adversely affect downstream analyses (pathway 

analysis), robustness, and reproducibility – all increasing the cost of science. 

One potential method to remove inter-individual differences prior to analysis is to 

apply batch effect correction prior to differential expression analysis, where the batches are 

individuals. Using these techniques to correct for intra-individual correlation should, in 

fact, be used more often before cell-type clustering, to more accurately identify cell types 

upstream of testing for differentially expressed cell-type marker genes with mixed models. 

However, when using these methods prior to differential expression analysis within a cell 

type, they show markedly increased type 1 error rates (Table I, tables SI-SIV). In these 

analyses, we used the batch effect correction tool, ComBat14. Many other batch effect 

correction tools are available. However, the underlying concept common to all is that they 

should not be applied to account for within-person correlation when estimating the variance 

used in testing the hypothesis of differential expression. This is primarily because 

regressing out the person-specific effect as a batch effect and subsequently analyzing each 

cell as an independent observation will underestimate the overall variance by removing 

inter-individual differences while maintaining an inappropriately large number of degrees 

of freedom when treating cells as if they are independent. In addition, applying a batch 

effect correction in this manner will greatly disturb the rank-order of results (Table SV). 

However, batch correction methods are valuable when used as designed. 

Another method recommended before analysis is to aggregate individual gene 

expression values within a person by summing or averaging them11–13. Such approaches, 
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labeled “pseudo-bulk” techniques, can be appropriate ways of handling the correlation 

structure, but averaging within-subject measurements reduces the number of data points 

and loses information. The fewer data points and decreased confidence in the estimated 

population mean make this a conservative approach when the numbers of cells per 

individual are imbalanced. Averaging within-subject measurements ignores within-subject 

variability. Furthermore, when within-subject variability is large with respect to between-

subject variability, averaging within-subject measurements fails to estimate the true data 

variability26.  

Overall, mixed-effects models lead to the most accurate results when analyzing data 

with a hierarchical structure6,25,26. As we demonstrate here, aggregating values across cells 

from the same experimental unit will actually lead to an increased type 2 error rate and 

decreased power (Table I, figures S6-S8). This is due to an overestimation of the mean-

square error relative to mixed-effects models, particularly when imbalance exists and the 

intra-individual variance is larger than the inter-individual variance, as appears to be typical 

with scRNA-seq data25,26. In imbalanced situations, “pseudo-bulk” methods also cause 

cells from individuals with fewer cells to be more heavily weighted, where mixed models 

have consistent estimators and do not require balanced data29.  

The problem of imbalance is most apparent when summing, where differences are 

primarily driven by the quantity of cells per individual rather than true effects. Taking the 

mean across all cells within an individual will also cause problems when used together 

with tools that require integers for the input. In addition, taking the mean in this situation 

generates heterogeneity in certainty of the estimates of the mean – that is, the data are not 
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independent and identically distributed. Errors-in-variables regression should be explored 

as a means of accounting for this heterogeneity30.  

The two-part hurdle model also has the ability to test for differences in both the 

proportion of zeros and the magnitude of effect across groups separately. In some 

scenarios, combining the data will cause a significant difference in the magnitude of effect 

to be washed out by a significant difference in the proportion of zeros or vice versa (i.e., 

Simpson’s paradox). Such scenarios occur infrequently in our simulated data, which holds 

the probability of zeros constant across groups, but such scenarios may be more common 

in real data. ‘Pseudo-bulk’ techniques may control the type 1 error rates and may help 

account for zero-inflation; however, we recommend mixed-effects models based on long-

standing statistical justifications for the analysis of subsamples, including increased power. 

This is particularly so in scenarios with heavy imbalance and where within-subject 

variability is large compared to between-subject variability. 

Among the methods that explicitly model the correlation structure, generalized 

linear mixed models (GLMM) consistently better controlled for type 1 error rate than 

generalized estimating equations (GEE1) models. The latter performed poorly for any 

number of subsamples until the number of independent experimental units approached 30. 

When the number of experimental units was small, the GEE1 sandwich estimator of the 

variance provided standard errors that were too small and therefore inflated the type 1 error 

rate31,32.  

Here, we emphasize the two-part hurdle mixed model, implementable in MAST, as 

an already well-established tool in the field. We demonstrate that this implementation 

performs exceptionally well when adjusting for individual as a random effect10. MAST 



59 
 

with RE is testing a two-part hypothesis that the other tools are not directly testing. The 

discrete and continuous components being tested fit together – meaning that higher mean 

expression will generally correlate with a higher proportion of expressing cells, but 

assuming that the two will always relate is incorrect. There will be specific instances in the 

simulated data when the inter-individual means are not significantly different, but the 

proportion of cell dropout is significantly different (even though the probability of dropout 

for any one gene across cells is held constant) and is driving a significant result. This will 

be particularly true with smaller sample sizes, and may contribute to the slightly elevated 

type 1 error rates with smaller sample sizes and cell counts. 

While we recommend computing differential expression analysis using MAST with 

RE, alternative methods include the tweedie GLMM, or permutation testing. To not violate 

the exchangeability assumption, permutation methods must randomize at the independent 

experimental unit (e.g., individual) and properly account for covariates (i.e., conditional 

permutation). The tweedie GLMM method, which was selected for its distributional 

flexibility that can account for zero inflation, could be implemented using the ‘glmmTMB’ 

R-package33, but other mixed models could also be applied using a more appropriate 

distribution if, for example, the observed data do not exhibit zero inflation. However, none 

of these alternative approaches explicitly incorporates some single-cell specific concepts 

implemented in MAST (e.g., cellular detection rate).  

We computed power analyses for a variety of sample sizes and cell amounts. 

Empirically, we demonstrated that increasing the amount of cells captured per sample 

returns very little gain in power after 100 cells per individual in most scenarios, particularly 

after sample sizes increase (Figure 3, fig. S9-S11). Instead, we suggest that increasing 
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sample size is the most efficient way to improve power (Figure 3A). Increasing the number 

of cells per individual does provide more precision in the estimate for an individual. 

However, it has limited effects on the power for detecting differences across individuals, 

such as differences among treatments applied to individuals (i.e., cases/control studies). 

Estimating power with more than 1,000 cells per individual is computationally expensive; 

run times for the random effects models are significantly higher than the other tools (Table 

SVI). Because using thousands of cells per individual is not atypical for single-cell 

experiments, tools that account for the correlation structure when analyzing these data need 

to be further developed to increase computational efficiency (e.g., parallel code, use of 

GPU). In addition, while mixed models will compute for only two individuals per group, 

many genes will fail due to complete separation when the sample size is so small, especially 

when the numbers of cells per individual are also small (< 50).  

Most papers compare cells across very few individuals, sometimes even a single 

case and control (simple pseudoreplication). In the former case, the estimate of the inter-

individual variance is possible, but has wide bounds on parameter confidence intervals; in 

the latter case the variance is not estimable from the data. Simulations indicate that most 

published studies are underpowered (Fig. 3, fig. S9-S11).  

Most single-cell papers show a deep understanding of the underlying biology and 

conduct otherwise very informative experiments, appropriately published in high-visibility 

journals. However, our type 1 error and power simulations document that many such 

studies are missing important true effects while reporting too many false positive effects 

generated via pseudoreplication.  
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As single-cell technology continues to evolve and costs decrease, scientists need to 

be aware of this issue to improve study design and avoid proliferation of irreproducible 

results. Our results encourage the use of mixed models, such as the two-part hurdle model 

with a random effect (e.g., as implemented in MAST with RE), as a way to account for 

repeated observations from an individual while being able to adjust for covariates at the 

individual level and, if appropriate, at the individual cell level. Additional random effects, 

such as sampling time, may also be included34. Our extensive simulation study provides 

valuable information for understanding the power of specific designs and can be used in 

grant reviews as one justification of the design and analyses employed. While our 

simulation here is based on plate-based data, we demonstrate that droplet-based single-cell 

data also contain a hierarchical correlation structure (Fig. 1); thus, we anticipate these 

results will translate to all single-cell data. Although our focus here is on hypothesis testing 

for finding differentially expressed genes within a cell type across conditions, the concept 

is applicable when comparing expression patterns between cell types and is broadly 

appropriate for all single-cell sequencing technologies such as proteomics, metabolomics, 

and epigenetics. In addition, there are numerous fields – such as cancer, neurological 

disease, developmental biology, diabetes, and autoimmune disease – in which these results 

apply. 
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Methods 

Literature Review 

A PubMed search in January 2019 for the keywords “single-cell differential 

expression” returned 251 articles published in the last 3 years; these were subsequently 

sorted and filtered by each of their abstracts. Many of the returned articles were associated 

with bulk RNA sequencing or completely irrelevant to differential expression analyses in 

single-cells and were therefore eliminated. Of the 251 original hits, 76 were deemed 

appropriate for further consideration. Of those, 10 were reviews, 36 were methods papers, 

and 30 were implementation papers. Each of the methods and implementation articles was 

thoroughly reviewed along with its number of citations, date of publication, and any other 

pertinent information, such as number of independent samples, tools used, or number of 

cells captured. 

Intra and Inter-Correlation Analyses  

We made pairwise comparisons between all cells of interest to compute intra-

individual and inter-individual correlations. Genes were removed if the average transcript-

per-million (TPM) value was equal to zero. To control for the correlation structure between 

genes, genes were sampled one at a time, and any genes with a Spearman’s correlation 

coefficient > 0.25 relative to the gene that was drawn were subsequently trimmed from the 

dataset. This step was repeated until either no more uncorrelated genes remained or a total 

of 500 uncorrelated genes were obtained, whichever happened first. For intra-individual 

correlations, Spearman’s correlation was computed for all possible pairs of cells within an 

individual. For inter-individual correlations, Spearman’s correlation was computed for all 
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possible pairs of cells from a random draw of one cell from each individual. We computed 

1,000 draws. To compute the correlation structure across multiple cell types, intra-

individual correlations were assessed by repeatedly drawing one cell per cell type within 

an individual and computing all pairwise correlations. Inter-individual correlations were 

assessed by dividing the data into a balanced set of observations, with 10 cells of each of 

the three main cell types retained for each individual. The intra-individual and inter-

individual correlations and their means were examined for differences (Fig. 1). The 

measures were compared in ten different cell types across four different single-cell studies. 

These studies are all publicly available (accession numbers GSE81861, GSE72056, E-

MTAB-5061, and EGAS00001004082). The GSE81861 dataset contains 161 normal 

mucosal cells from 6 individuals and were sequenced on Fluidigm’s C1. All individuals 

were patients with colorectal cancer, but tissues were taken from healthy mucosa. The 

GSE72056 data were also sequenced on Fluidigm’s C1. The dataset used here contains 337 

B-cells from tumor tissues of 11 individuals (all with melanoma) and 1,186 T-cells from 

tumor tissues of 17 individuals (also all with melanoma). E-MTAB-5061 data were 

sequenced using the Smart-Seq2 protocol and contains pancreatic cells taken from 10 

individuals, 6 healthy controls, and 4 with type 2 diabetes. Here, only data from 886 alpha 

cells, 270 beta cells, and 336 ductal cells were used. The EGAS00001004082 dataset 

contains 77,969 cells sampled from the respiratory tract of 10 healthy donors. The single-

cell capture of these data was carried out using the 10X Genomics Chromium device (3’ 

V2). For these analyses, we used 24,138 basal cells, 2,722 endothelial cells, 2,417 

macrophages, and 8,322 multiciliated cells. Cell type designations were as given by the 

authors of these studies. More details are provided in their respective papers35–38. 
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Simulation engine  

A simulation engine was designed to simulate independent genes to approximate 

the hierarchical structure of real data by empirically estimating the range of parameters 

(i.e., grand mean of the transcript-per-million [TPM] values, within-sample variance, 

between-sample variance, relationship between the grand mean and dispersion, dropout) 

that define the observed distribution of TPM values for a gene. To estimate these 

parameters, genes were pruned to a set of uncorrelated genes that captured the most 

representative patterns of detectable TPM values, without the resulting parameter estimates 

being primarily driven by dropout. Specifically, genes were sequentially sampled one at a 

time; any other gene with transcript abundances correlated (Spearman’s correlation 

coefficient > 0.25) with the gene were removed. To estimate the grand means 

independently from the hierarchical correlation structure, we estimated the grand means by 

sampling one cell from each individual and computing the mean TPM value 1,000 times. 

The mean of each of those means was used to approximate the grand mean.  

To approximate the variance of the within-sample means (inter-individual 

variance), the means of all non-zero TPM values were computed across all cells within 

each individual and the variance between those values was subsequently computed. To 

estimate the within-sample dispersion values, the non-zero TPM values were first used to 

compute a within-sample variance and within-sample mean. Consistent with the classical 

definition of the Negative Binomial distribution’s dispersion parameter, the within-sample 

dispersion parameter was then computed as: 
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𝜶𝒊𝒋 =
𝝁𝒊𝒋

𝟐

𝝈𝒊𝒋
𝟐

− 𝝁𝒊𝒋 

where 𝛼𝑖𝑗represents the dispersion parameter, 𝜇𝑖𝑗 represents the within-sample mean, and 

𝜎𝑖𝑗
2  represents the within-sample variance for gene i and individual j. 

The grand means and variances were computed empirically from the TPM values 

previously reported in six different cell types across three different single-cell studies35–37. 

Once consistent patterns were identified across cell types, alpha cells from the pancreatic 

cell dataset were used as the model data for our simulation. A gamma distribution was fit 

to the global mean of the TPM values of each gene using maximum-likelihood estimation. 

For each independently simulated gene i, a random value was sampled from this gamma 

distribution to obtain a grand mean, 𝜇𝑖. The variance of the within-sample means (inter-

individual variance) was modeled as a linear function of the grand means, 𝑓1(𝜇𝑖) and the 

within-sample dispersion (intra-individual variance) was estimated as a logarithmic 

function of the within-sample means, 𝑓2(𝜇𝑖). The probability of dropout was estimated 

independently as a gamma distribution (Fig. 2). Using a normal distribution with an 

expected value of zero and a variance computed by the first linear relationship, 𝑓1(𝜇𝑖), a 

difference in means was drawn for each of the individuals j in the simulation. This 

difference was summed with the grand mean to obtain an individual mean, 𝜇𝑖𝑗.  

Three different methods were used to simulate the number of cells per individual. 

To simulate scenarios where each individual had an identical number of cells, the number 

of cells desired for each individual was fixed at a constant value. To simulate scenarios 

where the number of cells per individual demonstrated slight imbalance, a Poisson 
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distribution with a λ equal to the expected number of cells desired for each individual was 

then used to obtain the count of cells for each individual. To simulate scenarios where the 

number of cells per individual demonstrated greater imbalance, the number of cells per 

individual was modeled as a Negative Binomial random variable with a mean equal to the 

expected number of cells and a dispersion parameter of one. For each gene i and cell k 

assigned to an individual j, a read count value, 𝑌𝑖𝑗𝑘, was drawn from a Negative Binomial 

distribution with an expected value equal to the individual’s assigned read count value, 𝜇𝑖𝑗, 

and a dispersion parameter, 𝛼𝑖𝑗, computed by the logarithmic function of the grand mean 

𝑓2(𝜇𝑖). Along with the distributions of the primary parameters of interest, we made tSNE 

plots of the simulated data to assess how realistic the simulated data appeared (Fig S1-4).  

Evaluation of type 1 error 

To estimate type 1 error rate, we simulated TPM values for an individual gene 

250,000 times for each simulation condition. We varied the simulation conditions by the 

number of individuals per group and the number of cells per individual. For each iteration, 

the number of individuals per group was fixed at either 5, 10, 20, 30 or 40. For each 

iteration at a fixed number of individuals per group, the number of cells per individual was 

drawn from a Poisson distribution with either a λ of 50, 100, 250, or 500. 

The type 1 error rate for differential expression testing was computed for each of 

the 10 methods evaluated in this manuscript. For each, the number of results that met our 

significance threshold were counted and the type 1 error computed as the proportion of 

significant results. Type 1 error was computed for a tweedie mixed-effects model33, 

MAST10, MAST with random effects10, MAST with a batch effect correction using 
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ComBat10,14, DESeq2 with aggregation methods (‘Pseudo-bulk’ summing and 

averaging)11–13,39, Monocle40, ROTS41, Tweedie GLM33, and a GEE1 with a Gaussian link 

and exchangeable correlation42. MAST was implemented with and without the use of a 

random effect for individual, and the remaining single-cell tools were implemented exactly 

as their vignettes instruct. GEE1 with exchangeable correlation was implemented to 

compare its performance to the mixed-effects model, particularly where the numbers of 

donors was low. Except for DESeq2 and ROTS, which both require raw counts, all methods 

were computed on the log(x + 1) transformed gene expression matrix. To control for any 

differences in library size that DESeq2 might be falsely estimating, we fixed all of 

DESeq2’s size factors to one. Type 1 errors were computed using significance thresholds 

of 0.05, 0.01, 0.001, and 0.0001 (Table I, Tables SI-SIV). 

MAST models a log(x + 1) transformed gene expression matrix as a two-part 

generalized regression model10. As in this cited manuscript, the addition of random effects 

for differences among persons is: 

𝒍𝒐𝒈𝒊𝒕(𝐏𝐫(𝒁𝒌𝒊 = 𝟏|𝑿𝒌)) =  𝑿𝒌𝜷𝒊 

𝐏𝐫(𝒀𝒌𝒊 = 𝒚|𝒁𝒌𝒊 = 𝟏) = 𝑵(𝑿𝒌𝜷𝒊 + 𝑾𝒌𝜸𝒋, 𝝈𝒊
𝟐) 

where Yig is the expression level for gene i and cell k, Zki is an indicator for whether gene i 

is expressed in cell k, Xk contains the predictor variables for each cell k, and Wk is the design 

matrix for the random effects of each cell k belonging to each individual j (i.e., the random 

complement to the fixed Xk). βi represents the vector of fixed-effects regression coefficients 

and γj represents the vector of random effects (i.e., the random complement to the fixed βi). 

γj is distributed normally with a mean of zero and variance 𝜎𝛾𝑘
2 . To obtain a single result 
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for each gene, the likelihood ratio or Wald test results from each of the two components 

are summed and the corresponding degrees of freedom for each component are added10. 

These tests have asymptotic χ2 null distributions; they can be summed and remain 

asymptotically χ2 because Zi and Yi are defined conditionally independent for each gene10.  

Evaluation of rank-order preservation 

 To approximate how well rank-order was preserved across each of the 10 methods 

evaluated, we simulated TPM values for an individual gene 2,000 times with random fold-

changes between 0 and 4. The number of individuals per group was fixed at 30 and the 

number of cells per individual was fixed at 100. Fold-change was drawn from a Uniform 

distribution with a minimum equal to 0 and a maximum equal to 4. Genes were retained 

along with their fold-change information to evaluate rank-order correlation and to complete 

the sensitivity analysis. The genes simulated under the null for the type 1 error rate 

calculations were used to estimate specificity (1 – type error) for each method. With each 

of the different methods, p-values were computed and were ranked alongside the simulated 

–log(fold-change) values. Spearman’s rank-correlation coefficients were computed 

between each of the different methods.  

Evaluation of power 

 To estimate the power of the respective tests, transcript-per-million (TPM) values 

were simulated for an individual gene 1,000 times for each incremental fold-change of 0.01 

between 1 and 5. Here, fold-change is a constant that was multiplied by the global mean 

gene expression values to spike the expression of those genes in the desired group. The 

direction of the fold-change was simulated with a Bernoulli distribution with a probability 
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of 0.5 to allow the direction of effect to vary equally between groups. We varied the 

simulation conditions by the number of individuals per group and the number of cells per 

individual. For the datasets used to compare the performance of mixed models with 

pseudo-bulk methods dependent on the degree of cellular imbalance between individuals, 

the number of cells per individual were either fixed at an exact number, allowed to vary 

under a Poisson distribution with a λ equal to the expected number of cells, or allowed to 

vary under a Negative Binomial distribution with an overdispersion parameter equal to 1.  

Using the two-part hurdle model with a random effect for individual, we computed 

power curves to estimate how well this method functions with varying numbers and ratios 

of cells and individuals. When evaluating the power of the pseudo-bulk methods, the size 

factors for DESeq2 were forced to one to keep DESeq2’s normalization from normalizing 

out the simulated effects. Power was computed for fold changes between 1 and 5 (Fig. S9-

S11). 

Code availability 

Data were simulated in R-3.5.1. All of the code for the simulations and the 

evaluation of intra- and inter-individual correlation structure is available on GitHub at 

https://github.com/kdzimm/PseudoreplicationPaper. This base code was modified to run 

type 1 error and power analyses in parallel on Wake Forest’s High Performance Computing 

Cluster, DEMON.  

https://github.com/kdzimm/PseudoreplicationPaper
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Fig. S1. | Similarities between simulated data and real data. tSNE plots and plots of various parameters demonstrate similarities 

between simulated and real data. All axes, except tSNE plot axes, are held constant across the two sets of panels. Parameters were 

estimated on pancreatic alpha cells with 500 genes correlated with a Spearman’s coefficient < 0.25. The simulated data consist of 500 

independently simulated genes. Top panels: tSNE plots of the data. The next panel below: histograms of the grand mean and between-

sample standard deviation. Middle set of panels: relationships between the grand mean and the between-sample standard deviation and 

relationships between intra-individual means and dispersion. Bottom set of panels: dropout results and the boxplot demonstrate 

distributions of intra-individual (blue) and inter-individual (red) correlations. Differences between inter- and intra-individual 

correlations are less exaggerated in our simulated data.   
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Fig. S2. | Similarities between simulated data and real data. tSNE plots and plots of various parameters demonstrate similarities 

between simulated and real data. All axes, except tSNE plot axes, are held constant across the two sets of panels. Parameters were 

estimated on pancreatic ductal cells with 500 genes correlated with a Spearman’s coefficient < 0.25. The simulated data consist of 500 

independently simulated genes. Top panels: tSNE plots of the data. The next panel below: histograms of the grand mean and between-

sample standard deviation. Middle set of panels: relationships between the grand mean and the between-sample standard deviation and 

relationships between intra-individual means and dispersion. Bottom set of panels: dropout results and the boxplot demonstrate 

distributions of intra-individual (blue) and inter-individual (red) correlations. Differences between inter- and intra-individual 

correlations are less exaggerated in our simulated data.  
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Fig. S3. | Similarities between simulated data and real data. tSNE plots and plots of various parameters demonstrate similarities 

between simulated and real data. All axes, except tSNE plot axes, are held constant across the two sets of panels. Parameters were 

estimated on pancreatic beta cells with 500 genes correlated with a Spearman’s coefficient < 0.25. The simulated data consist of 500 

independently simulated genes. Top panels: tSNE plots of the data. The next panel below: histograms of the grand mean and between-

sample standard deviation. Middle set of panels: relationships between the grand mean and the between-sample standard deviation and 

relationships between intra-individual means and dispersion. Bottom set of panels: dropout results and the boxplot demonstrate 

distributions of intra-individual (blue) and inter-individual (red) correlations. Differences between inter- and intra-individual 

correlations are less exaggerated in our simulated data.   
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Fig. S4. | Similarities between simulated data and real data. tSNE plots and plots of various parameters demonstrate similarities 

between simulated and real data. All axes, except tSNE plot axes, are held constant across the two sets of panels. Parameters were 

estimated on normal mucosal cells with 215 genes correlated with a Spearman’s coefficient < 0.25. The simulated data consist of 215 

independently simulated genes. Top panels: tSNE plots of the data. The next panel below: histograms of the grand mean and between-

sample standard deviation. Middle set of panels: relationships between the grand mean and the between-sample standard deviation and 

relationships between intra-individual means and dispersion. Bottom set of panels: dropout results and the boxplot demonstrate 

distributions of intra-individual (blue) and inter-individual (red) correlations. Differences between inter- and intra-individual 

correlations are less exaggerated in our simulated data. 
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Fig S5 | Sensitivity at varying fold changes of the two-part hurdle model when ignoring the 

within- individual correlation (MAST, in red), correcting for it with a batch effect 

correction prior to differential expression (MAST ComBat, in green), or correcting for it 

with a random effect for the individual (MAST RE, in blue). 
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Fig. S6 | Power comparisons between the two-hurdle model with a random effect for individual and the pseudo-bulk mean 

approach. Power curves for a two-hurdle model with a random effect for individual (red lines) and a pseudo-bulk mean approach 

(blue lines) when there are 20 individuals per group. Left: differences in power between the two approaches when each individual has 

exactly 100 cells. Middle: differences in power between the two approaches when the number of cells for each individual is drawn 

from a Poisson distribution with an expected value of 100 cells. Right: Differences in power between the two approaches when the 

number of cells for each individual is drawn from a negative binomial distribution with an expected value of 100 cells and a dispersion 

parameter equal to one. 
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Fig. S7 | Power comparisons between the two-hurdle model with a random effect for individual and the pseudo-bulk mean 

approach. Power curves for a two-hurdle model with a random effect for individual (red lines) and a pseudo-bulk mean approach 

(blue lines) when there are 40 individuals per group. Left panel: Differences in power between the two approaches when each 

individual has exactly 100 cells. Middle: Differences in power between the two approaches when the number of cells for each 

individual is drawn from a Poisson distribution with an expected value of 100 cells. Right: Difference in power between the two 

approaches when the number of cells for each individual is drawn from a negative binomial distribution with an expected value of 100 

cells and a dispersion parameter equal to one. 

  



89 
 

 

Fig. S8 | Power comparisons between the two-hurdle model with a random effect for individual and the pseudo-bulk mean 

approach. Power curves for a two-hurdle model with a random effect for individual (red lines) and a pseudo-bulk mean approach 

(blue lines) when there are 60 individuals per group. Left panel: Differences in power between the two approaches when each 

individual has exactly 100 cells. Middle: Differences in power between the two approaches when the number of cells for each 

individual is drawn from a Poisson distribution with an expected value of 100 cells. Right: Difference in power between the two 

approaches when the number of cells for each individual is drawn from a negative binomial distribution with an expected value of 100 

cells and a dispersion parameter equal to one. 
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Fig. S9. | Power calculations using MAST with a random effect for the individual. Power 

curves for MAST using a random effect to account for intra-individual correlation. Curves are 

computed for 100 (red line), 250, Blue line) 500 (purple line), and 1,000 (red line) cells per 

individual with 𝛼 = 0.05. The numbers of individuals per group range from 3 to 100 and are 

listed above each plot.
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Fig. S10. | Power calculations using MAST with a random effect for individual. Power 

curves for MAST using a random effect to account for intra-individual correlation. Curves are 

computed for 100, 250, 500, and 1,000 cells per individual using an 𝛼 = 0.01. The number of 

individuals per group ranges from 3 to 100 and is listed above each plot.
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Fig. S11. | Power calculations using MAST with a random effect for the individual. Power 

curves for MAST using a random effect to account for intra-individual correlation. Curves are 

computed for 100 (red line), 250, Blue line) 500 (purple line), and 1,000 (red line) cells per 

individual with 𝛼 = 0.001. The numbers of individuals per group range from 5 to 100 and are 

listed above each plot. 
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Table SI. Type I error rates and their associated confidence intervals (95%) for some currently applied tools in single-cell 

analyses. Type I error rates of 10 different methods under 20 different conditions and a significance threshold of p<0.05. 

250,000 iterations were computed to obtain an error rate for each method.  

 

 

 

 

 

Nind Ncells 

Two-part Hurdle  Tweedie 

GEE1 

Pseudobulk 

Tobit Modified t Default Corrected RE  GLMM GLM Mean Sum 

5 

50 
0.561 (0.559-

0.563) 

0.637 (0.635-

0.639) 

0.069 (0.068-

0.07) 
  

0.082 (0.081-

0.083) 

0.34 (0.338-

0.342) 

0.114 (0.113-

0.116) 

0.023 (0.023-

0.024) 

0.035 (0.034-

0.035) 

0.353 (0.351-

0.355) 
0.4 (0.398-0.402) 

100 
0.677 (0.676-

0.679) 

0.719 (0.717-

0.72) 

0.064 (0.063-

0.065) 
 

0.084 (0.083-

0.086) 

0.463 (0.461-

0.465) 

0.11 (0.109-

0.111) 

0.022 (0.021-

0.022) 

0.032 (0.031-

0.033) 

0.471 (0.469-

0.473) 

0.51 (0.508-

0.511) 

250 
0.798 (0.796-

0.799) 

0.778 (0.776-

0.78) 

0.066 (0.065-

0.067) 
 

0.083 (0.082-

0.084) 

0.609 (0.607-

0.611) 

0.103 (0.102-

0.104) 

0.023 (0.023-

0.024) 

0.028 (0.027-

0.029) 

0.628 (0.626-

0.63) 

0.644 (0.642-

0.646) 

500 
0.862 (0.861-

0.863) 

0.803 (0.801-

0.805) 

0.065 (0.064-

0.066) 
  

0.081 (0.08-

0.082) 

0.705 (0.704-

0.707) 

0.104 (0.103-

0.105) 

0.023 (0.022-

0.024) 

0.026 (0.026-

0.027) 

0.725 (0.723-

0.727) 

0.718 (0.716-

0.72) 

10 

50 
0.563 (0.561-

0.565) 

0.611 (0.609-

0.613) 

0.055 (0.054-

0.056) 
  

0.064 (0.063-

0.065) 

0.35 (0.348-

0.352) 

0.076 (0.075-

0.077) 

0.024 (0.023-

0.024) 

0.021 (0.021-

0.022) 

0.345 (0.343-

0.347) 

0.397 (0.395-

0.398) 

100 
0.689 (0.687-

0.69) 

0.718 (0.716-

0.719) 

0.053 (0.052-

0.054) 
 

0.065 (0.064-

0.066) 

0.462 (0.46-

0.464) 

0.077 (0.076-

0.078) 

0.024 (0.024-

0.025) 

0.02 (0.019-

0.02) 

0.47 (0.468-

0.472) 
0.502 (0.5-0.504) 

250 
0.81 (0.808-

0.811) 

0.793 (0.792-

0.795) 

0.049 (0.048-

0.05) 
 

0.064 (0.063-

0.064) 

0.61 (0.609-

0.612) 

0.074 (0.073-

0.075) 

0.022 (0.022-

0.023) 

0.019 (0.018-

0.019) 

0.624 (0.622-

0.626) 

0.635 (0.633-

0.637) 

500 
0.875 (0.874-

0.876) 

0.827 (0.826-

0.829) 

0.049 (0.048-

0.05) 
  

0.061 (0.06-

0.062) 

0.705 (0.703-

0.707) 

0.073 (0.072-

0.074) 
0.021 (0.02-0.022) 

0.018 (0.017-

0.018) 

0.722 (0.72-

0.724) 

0.717 (0.715-

0.719) 

20 

50 
0.562 (0.56-

0.564) 

0.606 (0.604-

0.607) 

0.051 (0.05-

0.052) 
  

0.056 (0.055-

0.057) 

0.344 (0.342-

0.346) 

0.063 (0.062-

0.064) 

0.024 (0.023-

0.025) 

0.016 (0.016-

0.017) 

0.343 (0.342-

0.345) 

0.393 (0.391-

0.395) 

100 
0.687 (0.685-

0.688) 

0.705 (0.703-

0.706) 

0.048 (0.048-

0.049) 
 

0.056 (0.056-

0.057) 

0.459 (0.457-

0.461) 

0.064 (0.063-

0.065) 

0.024 (0.024-

0.025) 

0.014 (0.013-

0.014) 

0.466 (0.464-

0.468) 

0.503 (0.501-

0.505) 

250 
0.817 (0.815-

0.818) 

0.805 (0.804-

0.807) 

0.042 (0.041-

0.043) 
 

0.058 (0.057-

0.059) 

0.61 (0.608-

0.612) 

0.06 (0.059-

0.061) 

0.022 (0.022-

0.023) 

0.011 (0.011-

0.012) 

0.619 (0.618-

0.621) 

0.637 (0.636-

0.639) 

500 
0.884 (0.883-

0.885) 

0.844 (0.843-

0.846) 

0.042 (0.041-

0.043) 
  

0.055 (0.054-

0.056) 

0.705 (0.703-

0.707) 

0.062 (0.061-

0.063) 
0.021 (0.02-0.021) 

0.01 (0.01-

0.011) 

0.72 (0.718-

0.722) 

0.716 (0.714-

0.717) 

30 

50 
0.563 (0.561-

0.565) 

0.604 (0.602-

0.606) 

0.053 (0.052-

0.054) 
  

0.054 (0.053-

0.055) 

0.341 (0.34-

0.343) 

0.058 (0.058-

0.059) 

0.025 (0.024-

0.026) 

0.013 (0.013-

0.014) 

0.344 (0.342-

0.346) 

0.395 (0.393-

0.397) 

100 
0.691 (0.689-

0.693) 

0.698 (0.696-

0.699) 

0.049 (0.048-

0.05) 
 

0.056 (0.055-

0.056) 

0.463 (0.461-

0.465) 

0.058 (0.057-

0.059) 

0.025 (0.024-

0.025) 

0.012 (0.011-

0.012) 

0.469 (0.467-

0.471) 

0.504 (0.502-

0.506) 

250 
0.818 (0.816-

0.819) 

0.803 (0.801-

0.804) 

0.044 (0.044-

0.045) 
 

0.055 (0.054-

0.056) 

0.608 (0.606-

0.61) 

0.057 (0.056-

0.058) 

0.022 (0.022-

0.023) 
0.01 (0.01-0.01) 

0.624 (0.622-

0.626) 

0.636 (0.634-

0.638) 

500 
0.886 (0.885-

0.888) 

0.853 (0.852-

0.854) 

0.041 (0.04-

0.042) 
  

0.055 (0.054-

0.056) 

0.707 (0.705-

0.709) 

0.058 (0.057-

0.059) 

0.022 (0.021-

0.022) 

0.009 (0.008-

0.009) 

0.719 (0.717-

0.721) 

0.706 (0.704-

0.708) 

40 

50 
0.561 (0.559-

0.563) 

0.602 (0.6-

0.603) 

0.051 (0.05-

0.052) 
  

0.054 (0.053-

0.055) 

0.345 (0.343-

0.347) 

0.055 (0.054-

0.055) 

0.025 (0.025-

0.026) 

0.013 (0.013-

0.014) 

0.34 (0.338-

0.342) 

0.393 (0.391-

0.394) 

100 
0.689 (0.687-

0.691) 

0.699 (0.697-

0.701) 

0.049 (0.048-

0.05) 
 

0.053 (0.052-

0.054) 

0.455 (0.453-

0.457) 

0.055 (0.054-

0.056) 

0.026 (0.025-

0.027) 

0.012 (0.011-

0.012) 

0.467 (0.465-

0.469) 
0.502 (0.5-0.504) 

250 
0.82 (0.818-

0.821) 

0.803 (0.801-

0.804) 

0.044 (0.043-

0.045) 
 

0.053 (0.052-

0.054) 

0.607 (0.605-

0.609) 

0.053 (0.052-

0.054) 

0.022 (0.022-

0.023) 

0.01 (0.009-

0.01) 

0.622 (0.62-

0.624) 

0.639 (0.637-

0.641) 

500 
0.888 (0.887-

0.89) 

0.856 (0.855-

0.857) 

0.042 (0.041-

0.043) 
  

0.053 (0.052-

0.054) 

0.704 (0.702-

0.706) 

0.054 (0.053-

0.055) 

0.022 (0.022-

0.023) 

0.008 (0.008-

0.008) 

0.721 (0.719-

0.723) 

0.713 (0.711-

0.715) 



147 
 

 

 

 

 

 

 

  

 

*Default denotes MAST was implemented without random effects, RE denotes random effects, Corrected denotes data were batch-corrected for 

individual prior to analysis without using individual as a random effect, GLM denotes generalized linear model, and GLMM denotes generalized linear 

mixed-effects model. 

**Two-part Hurdle model as implemented in MAST, Tweedie distribution as implemented in ‘glmmTMB’, GEE1 as implemented in ‘geepack’, 

Pseudobulk averaged or summed across cells within an individual and was implemented in DESeq2, Modified t as implemented in ROTS, and Tobit as 

implemented in Monocle.  
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Table SII. Type I error rates and their associated confidence intervals (95%) for some currently applied tools in single-cell 

analyses. Type I error rates of 10 different methods under 20 different conditions and a significance threshold of p<0.01. 

250,000 iterations were computed to obtain an error rate for each method.  

 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

*Default denotes MAST was implemented without random effects, RE denotes random effects, Corrected denotes data were batch-corrected for 

individual prior to analysis without using individual as a random effect, GLM denotes generalized linear model, and GLMM denotes generalized linear 

mixed-effects model. 

Nind Ncells 

Two-part Hurdle  Tweedie 

GEE1 

Pseudobulk 

Tobit Modified t Default Corrected RE  GLMM GLM Mean Sum 

5 

50 0.447 0.567 0.016   0.028 0.232 0.046 0.005 0.011 0.233 0.286 

100 0.584 0.674 0.015  0.029 0.351 0.042 0.004 0.009 0.353 0.397 

250 0.736 0.748 0.015  0.026 0.516 0.037 0.005 0.008 0.528 0.547 

500 0.820 0.776 0.015   0.024 0.626 0.037 0.005 0.007 0.645 0.630 

10 

50 0.447 0.532 0.010   0.016 0.234 0.022 0.004 0.005 0.229 0.282 

100 0.593 0.659 0.010  0.015 0.348 0.020 0.005 0.004 0.350 0.390 

250 0.744 0.763 0.009  0.013 0.512 0.019 0.004 0.004 0.524 0.538 

500 0.830 0.805 0.009   0.012 0.626 0.018 0.004 0.004 0.642 0.628 

20 

50 0.447 0.528 0.009   0.012 0.230 0.015 0.004 0.003 0.225 0.277 

100 0.591 0.642 0.008  0.012 0.345 0.014 0.004 0.002 0.342 0.391 

250 0.752 0.767 0.007  0.011 0.512 0.013 0.004 0.002 0.517 0.539 

500 0.838 0.820 0.007   0.010 0.624 0.012 0.003 0.001 0.639 0.628 

30 

50 0.447 0.527 0.010   0.011 0.227 0.013 0.004 0.002 0.223 0.278 

100 0.593 0.637 0.009  0.011 0.348 0.013 0.004 0.001 0.348 0.391 

250 0.752 0.759 0.007  0.010 0.512 0.012 0.004 0.001 0.523 0.541 

500 0.842 0.827 0.007   0.010 0.626 0.013 0.003 0.001 0.637 0.615 

40 

50 0.445 0.525 0.009   0.011 0.230 0.012 0.004 0.002 0.221 0.277 

100 0.591 0.638 0.009  0.011 0.342 0.012 0.004 0.001 0.345 0.390 

250 0.751 0.758 0.007  0.010 0.508 0.009 0.004 0.001 0.519 0.541 

500 0.844 0.828 0.006   0.009 0.622 0.011 0.004 0.001 0.639 0.624 
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**Two-part Hurdle model as implemented in MAST, Tweedie distribution as implemented in ‘glmmTMB’, GEE1 as implemented in ‘geepack’, 

Pseudobulk averaged or summed across cells within an individual and was implemented in DESeq2, Modified t as implemented in ROTS, and Tobit as 

implemented in Monocle. 

  



150 
 

 

Table SIII. Type I error rates and their associated confidence intervals (95%) for some currently applied tools in single-cell 

analyses. Type I error rates of 10 different methods under 20 different conditions and a significance threshold of p<0.001. 

250,000 iterations were computed to obtain an error rate for each method.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

*Default denotes MAST was implemented without random effects, RE denotes random effects, Corrected denotes data were batch-corrected for 

individual prior to analysis without using individual as a random effect, GLM denotes generalized linear model, and GLMM denotes generalized linear 

mixed-effects model. 

Nind Ncells 

Two-part Hurdle  Tweedie 

GEE1 

Pseudobulk 

Tobit Modified t Default Corrected RE  GLMM GLM Mean Sum 

5 

50 3.40x10-1 4.84x10-1 2.27x10-3   8.79x10-3 1.48x10-1 1.65x10-2 8.43x10-4 3.53x10-3 1.39x10-1 1.94x10-1 

100 4.87x10-1 6.22x10-1 1.84x10-3  7.98x10-3 2.53x10-1 1.46x10-2 4.96x10-4 2.66x10-3 2.45x10-1 2.99x10-1 

250 6.66x10-1 7.18x10-1 1.96x10-3  7.55x10-3 4.23x10-1 1.20x10-2 7.36x10-4 1.76x10-3 4.25x10-1 4.52x10-1 

500 7.71x10-1 7.52x10-1 2.19x10-3   6.85x10-3 5.46x10-1 1.22x10-2 6.97x10-4 1.56x10-3 5.59x10-1 5.40x10-1 

10 

50 3.39x10-1 4.53x10-1 1.03x10-3   2.81x10-3 1.46x10-1 4.81x10-3 5.10x10-4 1.35x10-3 1.36x10-1 1.88x10-1 

100 4.92x10-1 5.87x10-1 9.39x10-4  2.58x10-3 2.49x10-1 3.92x10-3 6.48x10-4 8.32x10-4 2.41x10-1 2.93x10-1 

250 6.71x10-1 7.29x10-1 8.41x10-4  1.97x10-3 4.18x10-1 3.57x10-3 3.41x10-4 6.46x10-4 4.21x10-1 4.41x10-1 

500 7.78x10-1 7.82x10-1 9.53x10-4   1.68x10-3 5.42x10-1 2.86x10-3 3.14x10-4 6.46x10-4 5.54x10-1 5.39x10-1 

20 

50 3.39x10-1 4.50x10-1 9.28x10-4   1.47x10-3 1.43x10-1 2.11x10-3 3.79x10-4 6.48x10-4 1.34x10-1 1.83x10-1 

100 4.92x10-1 5.78x10-1 6.90x10-4  1.35x10-3 2.48x10-1 2.02x10-3 5.05x10-4 3.11x10-4 2.36x10-1 2.90x10-1 

250 6.76x10-1 7.18x10-1 5.88x10-4  9.21x10-4 4.17x10-1 1.31x10-3 3.53x10-4 1.94x10-4 4.15x10-1 4.45x10-1 

500 7.84x10-1 7.93x10-1 7.33x10-4   9.09x10-4 5.40x10-1 1.15x10-3 2.18x10-4 1.29x10-4 5.51x10-1 5.37x10-1 

30 

50 3.37x10-1 4.46x10-1 7.98x10-4   8.64x10-4 1.39x10-1 1.49x10-3 3.58x10-4 2.27x10-4 1.31x10-1 1.86x10-1 

100 4.92x10-1 5.70x10-1 5.93x10-4  8.62x10-4 2.47x10-1 1.22x10-3 4.04x10-4 1.55x10-4 2.40x10-1 2.91x10-1 

250 6.76x10-1 7.06x10-1 7.01x10-4  9.36x10-4 4.16x10-1 9.74x10-4 3.66x10-4 8.40x10-5 4.21x10-1 4.44x10-1 

500 7.88x10-1 7.96x10-1 6.14x10-4   8.30x10-4 5.42x10-1 1.64x10-3 2.46x10-4 2.58x10-5 5.50x10-1 5.23x10-1 

40 

50 3.37x10-1 4.45x10-1 7.15x10-4   1.19x10-3 1.42x10-1 1.54x10-3 3.90x10-4 1.42x10-4 1.30x10-1 1.84x10-1 

100 4.90x10-1 5.71x10-1 8.31x10-4  1.20x10-3 2.43x10-1 1.20x10-3 3.46x10-4 1.36x10-4 2.37x10-1 2.92x10-1 

250 6.76x10-1 7.08x10-1 4.94x10-4  8.58x10-4 4.13x10-1 1.20x10-3 2.84x10-4 9.04x10-5 4.14x10-1 4.44x10-1 

500 7.90x10-1 7.90x10-1 4.46x10-4   5.21x10-4 5.40x10-1 8.39x10-4 3.40x10-4 3.90x10-5 5.51x10-1 5.33x10-1 
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**Two-part Hurdle model as implemented in MAST, Tweedie distribution as implemented in ‘glmmTMB’, GEE1 as implemented in ‘geepack’, 

Pseudobulk averaged or summed across cells within an individual and was implemented in DESeq2, Modified t as implemented in ROTS, and Tobit as 

implemented in Monocle.  
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Table SIV. Type I error rates and their associated confidence intervals (95%) for some currently applied tools in single-cell 

analyses. Type I error rates of 10 different methods under 20 different conditions and a significance threshold of p<0.0001. 

250,000 iterations were computed to obtain an error rate for each method.  

 
 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

*Default denotes MAST was implemented without random effects, RE denotes random effects, Corrected denotes data were batch-corrected for 

individual prior to analysis without using individual as a random effect, GLM denotes generalized linear model, and GLMM denotes generalized linear 

mixed-effects model. 

Nind Ncells 

Two-part Hurdle  Tweedie 

GEE1 

Pseudobulk 

Tobit Modified t Default Corrected RE  GLMM GLM Mean Sum 

5 

50 2.68x10-1 4.18x10-1 4.35x10-4   3.68x10-3 9.93x10-2 7.71x10-3 1.67x10-4 1.76x10-3 8.79x10-2 1.40x10-1 

100 4.16x10-1 5.74x10-1 2.65x10-4  2.79x10-3 1.95x10-1 6.28x10-3 8.72x10-5 1.15x10-3 1.79x10-1 2.36x10-1 

250 6.11x10-1 6.94x10-1 3.44x10-4  3.18x10-3 3.55x10-1 4.83x10-3 1.91x10-4 6.55x10-4 3.53x10-1 3.86x10-1 

500 7.28x10-1 7.34x10-1 3.60x10-4   2.48x10-3 4.85x10-1 4.98x10-3 1.41x10-4 5.61x10-4 4.95x10-1 4.75x10-1 

10 

50 2.67x10-1 3.96x10-1 1.12x10-4   7.80x10-4 9.80x10-2 1.23x10-3 6.45x10-5 7.84x10-4 8.69x10-2 1.35x10-1 

100 4.20x10-1 5.31x10-1 9.76x10-5  6.11x10-4 1.88x10-1 9.31x10-4 9.31x10-5 3.97x10-4 1.74x10-1 2.30x10-1 

250 6.11x10-1 6.97x10-1 9.89x10-5  3.94x10-4 3.51x10-1 9.24x10-4 8.00x10-5 2.38x10-4 3.46x10-1 3.74x10-1 

500 7.34x10-1 7.65x10-1 6.78x10-5   4.12x10-4 4.79x10-1 6.09x10-4 5.18x10-5 1.81x10-4 4.88x10-1 4.72x10-1 

20 

50 2.67x10-1 3.91x10-1 5.75x10-5   2.00x10-4 9.65x10-2 3.29x10-4 5.59x10-5 4.28x10-4 8.44x10-2 1.32x10-1 

100 4.19x10-1 5.28x10-1 4.19x10-5  1.58x10-4 1.85x10-1 3.00x10-4 8.52x10-5 1.50x10-4 1.69x10-1 2.26x10-1 

250 6.16x10-1 6.73x10-1 6.82x10-5  1.95x10-4 3.49x10-1 1.51x10-4 3.62x10-5 4.53x10-5 3.41x10-1 3.77x10-1 

500 7.39x10-1 7.68x10-1 6.81x10-5   1.15x10-4 4.77x10-1 1.49x10-4 2.87x10-5 2.59x10-5 4.83x10-1 4.73x10-1 

30 

50 2.67x10-1 3.87x10-1 1.10x10-4   1.14x10-4 9.27x10-2 1.64x10-4 4.21x10-5 1.10x10-4 8.35x10-2 1.33x10-1 

100 4.18x10-1 5.20x10-1 6.85x10-5  1.14x10-4 1.85x10-1 1.49x10-4 9.20x10-5 8.44x10-5 1.74x10-1 2.26x10-1 

250 6.15x10-1 6.66x10-1 1.10x10-4  1.24x10-4 3.49x10-1 7.95x10-5 1.44x10-5 1.94x10-5 3.45x10-1 3.77x10-1 

500 7.42x10-1 7.65x10-1 2.73x10-5   2.34x10-5 4.80x10-1 - 2.88x10-5 6.46x10-6 4.82x10-1 4.57x10-1 

40 

50 2.64x10-1 3.84x10-1 1.48x10-4   1.53x10-4 9.25x10-2 1.51x10-4 4.18x10-5 7.78x10-5 8.06x10-2 1.31x10-1 

100 4.17x10-1 5.19x10-1 5.38x10-5  1.76x10-4 1.82x10-1 1.89x10-4 3.53x10-5 3.21x10-5 1.71x10-1 2.29x10-1 

250 6.16x10-1 6.70x10-1 6.87x10-5  8.00x10-5 3.45x10-1 - 2.83x10-5 1.30x10-5 3.40x10-1 3.76x10-1 

500 7.44x10-1 7.58x10-1 4.15x10-5   1.26x10-4 4.78x10-1 - 4.36x10-5 1.32x10-5 4.85x10-1 4.66x10-1 
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**Two-part Hurdle model as implemented in MAST, Tweedie distribution as implemented in ‘glmmTMB’, GEE1 as implemented in ‘geepack’, 

Pseudobulk averaged or summed across cells within an individual and was implemented in DESeq2, Modified t as implemented in ROTS, and Tobit as 

implemented in Monocle. 
  



154 
 

Table SV. Rank-order correlations of some currently applied tools in single-cell analysis. Using a dataset of 5,000 

independently simulated genes with varying degrees of fold-changes, p-values were estimated with each method. P-values 

were ranked alongside the simulated –log(fold-change) values and Spearman’s rank-correlation coefficients were computed 

between each method. Methods that properly account for within-sample correlation show the strongest correlation with –

log(fold-change). 

 

Spearman's rank-order 

correlation coefficient 
-logFC 

Two-part hurdle Tweedie Pseudobulk 

GEE1 Tobit 

Modified 

t Default Corrected RE GLM GLMM Sum Mean 

-logFC 1 0.79 0.46 0.83 0.73 0.78 0.82 0.83 0.80 0.75 0.76 

Two-part 

hurdle 

Default 0.79 1 0.36 0.91 0.84 0.81 0.86 0.87 0.85 0.70 0.88 

Corrected 0.46 0.36 1 0.46 0.43 0.51 0.43 0.44 0.52 0.35 0.38 

RE 0.83 0.91 0.46 1 0.77 0.87 0.91 0.91 0.88 0.66 0.82 

Tweedie 
GLM 0.73 0.84 0.43 0.77 1 0.87 0.74 0.76 0.93 0.67 0.81 

GLMM 0.78 0.81 0.51 0.87 0.87 1 0.84 0.85 0.97 0.67 0.78 

Pseudobulk 
Sum 0.82 0.86 0.43 0.91 0.74 0.84 1 0.99 0.87 0.63 0.89 

Mean 0.83 0.87 0.44 0.91 0.76 0.85 0.99 1 0.88 0.65 0.89 

GEE1 0.80 0.85 0.52 0.88 0.93 0.97 0.87 0.88 1 0.68 0.82 

Tobit 0.75 0.7 0.35 0.66 0.67 0.67 0.63 0.65 0.68 1 0.68 

Modified t 0.76 0.88 0.38 0.82 0.81 0.78 0.89 0.89 0.82 0.68 1 
 

*Default denotes MAST was implemented without random effects, RE denotes random effects, Corrected denotes data were batch-corrected for 

individual prior to analysis without using individual as a random effect, GLM denotes generalized linear model, and GLMM denotes generalized linear 

mixed-effects model. 

**Two-part Hurdle model as implemented in MAST, Tweedie distribution as implemented in ‘glmmTMB’, GEE1 as implemented in ‘geepack’, 

Pseudobulk averaged or summed across cells within an individual and was implemented in DESeq2, Modified t as implemented in ROTS, and Tobit as 

implemented in Monocle. 
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Table SVI. Run times (in seconds) of some tools applied in these analyses. Run times for each method were estimated for 50 

cells per individual and 1,000 genes per run computed to obtain an error rate for each method.  

 

Nind 

Two-part Hurdle   Tweedie 

GEE1 

Pseudobulk 

Tobit 

Modified 

t Default Corrected RE   GLMM GLM Mean Sum 

5 6.16 6.94 114.84  333.54 79.18 23.40 5.62 5.69 8.06 23.85 

10 7.95 8.50 211.89  589.32 98.72 44.38 13.50 7.63 10.06 45.70 

20 12.17 12.85 294.17  1372.14 240.44 78.31 8.91 10.19 12.43 82.08 

30 15.61 17.19 474.62   1673.15 294.81 108.83 10.68 12.39 14.41 139.08 

 
*Default denotes MAST was implemented without random effects, RE denotes random effects, Corrected denotes data were batch-corrected for 

individual prior to analysis without using individual as a random effect, GLM denotes generalized linear model, and GLMM denotes generalized linear 

mixed-effects model. 

**Two-part Hurdle model as implemented in MAST, Tweedie distribution as implemented in ‘glmmTMB’, GEE1 as implemented in ‘geepack’, 

Pseudobulk averaged or summed across cells within an individual and was implemented in DESeq2, Modified t as implemented in ROTS, and Tobit as 

implemented in Monocle. 
 

 



156 
 

CHAPTER III 
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Abstract 

Background 

Study design is a critical aspect of any experiment, and sample size calculations for 

statistical power consistent with that study design is central to robust and reproducible 

results. However, the existing power calculators for tests of differential expression in 

single-cell RNA-seq data focus on the total number of cells and not the number of 

independent experimental units, the true unit of interest for power. Thus, current methods 

can grossly overestimate the power.  

Results 

Hierarchicell is the first single-cell power calculator to explicitly simulate and 

account for the hierarchical correlation structure (i.e., within sample correlation) that exists 

in single-cell RNA-seq data. Hierarchicell, an R-package available on CRAN and GitHub, 

estimates the within sample correlation structure from real data to simulate the hierarchical 

single-cell RNA-seq data and estimates the power for tests of differential expression for 

binary and continuous phenotypes based on user-specified number of independent 

experimental units (e.g., individuals) and cells within the experimental unit. This multi-

stage approach models gene dropout rates, intra-individual dispersion, inter-individual 

variation, variable or fixed number of cells per individual, and the correlation among cells 

within an individual. When estimating power with an approach that estimates the power 

for cells as the independent unit, the power is overestimated as 0.93 for detecting a fold 

change of 1.3 with 10 individuals per group and 100 cells per individual. When 

appropriately estimating power with individual as the independent experimental unit, the 

power is estimated as 0.71.  
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Conclusions 

Hierarchicell is a user-friendly R-package that provides accurate estimates of 

power for testing hypothesis of differential expression in single-cell RNA-seq. This R-

package represents an important addition to single-cell RNA analytic tools and will help 

researchers construct experimental designs with appropriate and accurate power, 

increasing discovery and improving robustness and reproducibility.    
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Background 

Robust and reproducible science depends on the quality of the experimental design. 

High quality experimental design revolves around focused research questions or 

hypotheses, appropriate and valid measures of the central variables related to these 

hypotheses, statistically sound analysis plans, and properly computed power analysis (1). 

While power analyses for genetic association studies and bulk RNA-seq approaches are 

well-established (2–6), such analyses remain a challenge in single-cell RNA-seq studies 

due to intra-sample correlation inherent in these data (7). At present, the correlative 

(hierarchical) nature of these data is often neglected, in both power analyses and tests of 

hypotheses (e.g., differential expression) (7). Ignoring the hierarchal nature of single-cell 

RNA-seq data leads to studies that are under powered and inappropriately analyzed (7), 

leading to incorrect inference, poor reproducibility and financial investments in those 

errors. A contributor to these practices is the void of single-cell specific methods and 

literature that do not properly account for this hierarchical structure. Besides the classic, 

closed form, normal theory power calculations (e.g., ANOVA) that make too many overly 

simplistic assumptions (e.g., normality, independence), the power calculators for testing 

single-cell RNA differential expression all simulate cells independently, without the 

within-subject correlation structure (8–10). Previously, we documented that in tests of 

differential expression in single-cell RNA-seq data one needs to account for the within 

experimental unit (e.g., individual) and showed that mixed-effects models with 

subject/individual as a random effect is a practical and statistically sound approach for 

these hypotheses (7).  
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Here, we present an R-package, Hierarchicell, with two purposes: 1) it is a 

simulator of hierarchical single-cell RNA-seq data, and 2) it computes power estimates 

using a mixed-effects models for testing hypotheses of differential gene expression in 

single-cell RNA-seq data. Hierarchicell simulates single-cell RNA-seq data with a 

hierarchical structure modeled using and closely resembles that of real data and can be used 

by researchers to make informed choices on experimental design, balancing cost versus 

power. Our R-package is user friendly, flexible to a variety of scenarios, and allows users 

to input their own pilot data, when available, to obtain highly translatable and accurate 

estimates of power. Within a well-characterized set of parameters that are modeled from 

either a user-defined or the default single-cell RNA-seq data, the tool provides users with 

estimates of power relative to a given fold-change, significance threshold, number of 

independent samples, and number of cells per independent sample. In addition, the 

calculator allows for the simulation of either continuous or binary phenotypes of interest. 

For binary case-control analyses, the user specifies the fold-change they desire to detect. 

For continuous phenotypes, the user specifies the mean and standard deviation of the 

phenotype and the degree of correlation with expression the user desires to detect with 

significance.  

Currently, most single-cell power calculators only provide estimates for the 

required number of cells rather than the required number of independent experimental units 

(e.g. individuals) or are not designed for computing power to detect differences in 

expression (11–13). Other power calculations for single-cell RNA-seq are based on bulk 

RNA-seq methods to estimate the required number of samples (2,3). Estimating power for 

a single-cell RNA-seq study using bulk RNA-seq power calculators is a reasonable 



161 
 

solution, but will underestimate the study’s power by not incorporating the additional 

power gained by sequencing numerous cells per individual. This tool provides a valuable 

resource in an area of critical need for researchers looking to optimize their study’s power 

and experimental design relative to the hierarchical nature that exists in all single-cell data.   
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Implementation 

Overview of the hierarchicell simulation engine 

A step-by-step overview of the simulation procedure is provided with R code 

examples and detailed explanations in Hierarchicell’s accompanying vignette. The single-

cell data used for that example were downloaded from the public accession number E-

MTAB-5061 (14). These data were sequenced using the Smart-Seq2 protocol and they 

include sequence data from 3,514 cells from 10 different individuals (14). Genes were 

previously normalized to account for the differences in library size (14). After filtering 

down to high quality alpha cells, our dataset contained gene expression values for 22,983 

genes and 886 cells (across 10 individuals). This dataset is included as part of the R-

package for ease of use. We strongly encourage users to review this vignette before 

beginning to work with Hierarchicell. 

The simulation procedure was designed to simulate independent genes in a way that 

approximates the hierarchical structure of real data by empirically estimating the range of 

parameters (i.e., grand mean of the transcript-per-million (TPM) values, within sample 

variance, between sample variance, relationship between the grand mean and dispersion, 

dropout) that define the observed distribution of TPM values for a gene. To estimate these 

parameters, genes were pruned to a set of uncorrelated genes that captured the most 

representative patterns of detectable TPM values, without the resulting parameter estimates 

being primarily driven by dropout. Specifically, genes were sequentially sampled one at a 

time and any other gene having transcript abundances correlated (Spearman’s correlation 

coefficient > 0.25) with the gene were removed. To estimate the grand means 

independently from the hierarchical correlation structure, the grand means were estimated 



163 
 

by sampling one cell from each individual and computing the mean TPM value 1,000 

times. The mean of each of those means was used to approximate the grand mean. To 

approximate the variance of the within-sample means (inter-individual variance), the 

means of all non-zero TPM values were computed across all cells within each individual 

and the variance between those values was subsequently computed. To estimate the within-

sample dispersion values, the non-zero TPM values were first used to compute a within-

sample variance and within-sample mean. Consistent with the classical definition of the 

Negative Binomial distribution’s dispersion parameter, the within-sample dispersion 

parameter was then computed as: 

𝜶𝒊𝒋 =
𝝁𝒊𝒋

𝟐

𝝈𝒊𝒋
𝟐 −  𝝁𝒊𝒋                                               Equation 1. 

where 𝛼𝑖𝑗represents the dispersion parameter, 𝜇𝑖𝑗 represents the within-sample mean, and 

𝜎𝑖𝑗
2  represents the within-sample variance for gene i and individual j. The grand means and 

variances were computed empirically from the TPM values previously reported in six 

different cell types across three different single-cell studies (14–16). Once consistent 

patterns were identified across cell types, alpha cells from the pancreas dataset, were used 

as the model data for our simulation. A gamma distribution was fit to the global mean of 

the TPM values of each gene using maximum-likelihood estimation. For each 

independently simulated gene i, a random value was sampled from this gamma distribution 

to obtain a grand mean, 𝜇𝑖. The variance of the within-sample means (inter-individual 

variance) was modeled as a linear function of the grand means, 𝑓1(𝜇𝑖) and the within-

sample dispersion (intra-individual variance) was estimated as a logarithmic function of 

the within-sample means, 𝑓2(𝜇𝑖), and the probability of dropout was estimated 
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independently as a gamma distribution (Fig 1). Using a normal distribution with an 

expected value of zero and a variance computed by the first linear relationship, 𝑓1(𝜇𝑖), a 

difference in means was drawn for each of the individuals j in the simulation. This 

difference was summed with the grand mean to obtain an individual mean, 𝜇𝑖𝑗. Three 

different methods were used to simulate the number of cells per individual. To simulate 

scenarios where each of the individuals had the exact same number of cells, the number of 

cells desired for each individual was fixed at a constant value. In order to simulate scenarios 

where the number of cells per individual demonstrated slight imbalance, a Poisson 

Figure 1 – Overview of the Hierarchicell simulation engine. The simulation procedure 

begins by estimating parameters from input data (blue) and then combines that 

information with parameters specified by the user (yellow) to simulate an expression value, 

𝒀𝒊𝒋𝒌, for each gene i, individual j, and cell k. 
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distribution with a λ equal to the expected number of cells desired for each individual was 

then used to obtain the count of cells for each individual. To simulate scenarios where the 

number of cells per individual demonstrated greater imbalance, the number of cells per 

individual were modeled as a Negative Binomial random variable with a mean equal to the 

expected number of cells and a dispersion parameter of one. For each gene i and cell k 

assigned to an individual j, a read count value, 𝑌𝑖𝑗𝑘, was drawn from a Negative Binomial 

distribution with an expected value equal to the individual’s assigned read count value, 𝜇𝑖𝑗, 

and a dispersion parameter, 𝛼𝑖𝑗, computed by the logarithmic function of the grand mean 

𝑓2(𝜇𝑖).  

Overview of Hierarchicell power calculations 

To compute power, transcripts-per-million (TPM) values were simulated for each 

gene with the user-specified fold-change or ρ parameter (Fig 1). Fold-change should be 

specified where users are interested in computing power for two distinct groups. The ρ 

parameter, which represents the degree of correlation between gene expression and a 

simulated continuous phenotype, should be specified where users are interested in 

computing power for association analysis with a continuous trait. Here, fold-change is a 

constant that was multiplied by the global mean gene expression values to spike the 

expression of those genes in the desired group. The direction of the fold-change was 

simulated with a Bernoulli distribution with a probability of 0.5 to allow the direction of 

effect to vary equally between groups.  

We applied a two-part hurdle model with a random effect for individual as directed 

in MAST’s reference manual (7,17). Specifically, a log(x+1) transformation of the data 
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was applied and the hurdle model computed to find genes exhibiting differences in 

expression. Using their same notation, the addition of random effects for differences among 

persons is as follows: 

𝒍𝒐𝒈𝒊𝒕(𝐏𝐫(𝒁𝒊𝒈 = 𝟏|𝑿𝒊)) =  𝑿𝒊𝜷𝒈 

𝐏𝐫(𝒀𝒊𝒈 = 𝒚|𝒁𝒊𝒈 = 𝟏) = 𝑵(𝑿𝒊𝜷𝒈 + 𝑾𝒊𝜸𝒋, 𝝈𝒈
𝟐 )             Equation 2. 

where Yig is the expression level for gene g and cell i, Zig is an indicator for whether gene 

g is expressed in cell i, Xi contains the predictor variables for each cell i, and Wi is the 

design matrix for the random effects of each cell i belonging to each individual j (i.e., the 

random complement to the fixed Xi). βg represents the vector of fixed-effects regression 

coefficients and γj represents the vector of random effects (i.e., the random complement to 

the fixed βg). γj is distributed normally with a mean of zero and variance 𝜎𝛾𝑖

2 . To obtain a 

single result for each gene, likelihood ratio or Wald test results from each of the two 

components are summed and the corresponding degrees of freedom for each component 

are added. These tests have asymptotic χ2 null distributions; these statistics can be summed 

and remain asymptotically χ2 because Zg and Yg are defined conditionally independent for 

each gene. When summed together, these tests provide a single test for the two-part hurdle 

model. Our package also offers the ability to compute type 1 error rates (and thereby power) 

for a variety of different single-cell analysis approaches. New methods that properly handle 

within sample correlation will be integrated as they become available.  

Software implementation 

All simulations and data were compiled in RStudio using R-3.6.2 and Hierarchicell 

is freely available on GitHub and CRAN. The supplementing dataset that is included to run 
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the R-package without user input data was significantly downsized by removing all of the 

genes correlated with a Spearman’s correlation coefficient > 0.25. This filtering is one of 

the first steps in our simulation procedure and doing so greatly reduced the size of the 

source package to 475 KB as well as the data structures held in memory during use. 

Currently, the simulation typically completes in less than five seconds, depending on user 

specifications. The power calculations, however, can take much longer depending on the 

model that is used. For the recommended two-part hurdle mixed model (MAST with a 

random effect for individual), this can range anywhere from 1 to 20 minutes per estimate 

of power for any given fold-change when using a 64-bit Operating system with 8 CPUs 

and 16 GB of RAM. We note that these run times are heavily dependent on the number of 

genes, the sample size, the number of cells per individual specified, and the number of 

CPUs available.  

Results and Discussion 

Previously, we demonstrated that our simulation recapitulates the most important 

aspects of single-cell gene expression data, particularly the hierarchical structure of single-

cell RNA-seq data which is rarely accounted for in differential expression analysis (7). We 

also applied our simulation engine to demonstrate that mixed models are a statistically 

sound method that accounts for the within sample correlation and has appropriate type 1 

error control without sacrificing power (7). In addition, we provided power estimates for 

binary outcomes across a range of experimental conditions to assist researchers in 

designing appropriately powered studies (7).  
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We previously reported power calculations for tests of differential expression in 

single-cell RNA-seq studies for binary phenotypes (i.e., case/control groups) (7). 

Hierarchicell also allows users to estimate power for detecting associations between 

continuous traits and single-cell gene expression (Fig. 2). The simulated expression data 

Figure 2 – tSNE plots of gene expression data simulated to correlate with a continuous variable. The 

continuous phenotype is simulated with normal with a mean of 22 and standard deviation of 5 and 

correlates at various levels with gene expression. In the top left panel, the correlation coefficient is 0.99. 

In the top right it is 0.67, on the bottom left it is 0.33, and on the bottom right it is 0.01.   
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can be computed over a range of correlations with the magnitude of expression in each 

individual’s cells, while accounting for the hierarchical structure of these data.  

Figure 3 - Power calculations using MAST with a random effect for individual. Power curves for 

various, but likely, single-cell scenarios using MAST with a random effect for individual. Power is 

computed at α = 0.05. Panel A demonstrates differences in power when sample sizes range between 5 

individuals per group to 100 when the number of cells per individual is held constant at 250. Panel B 

demonstrates the differences in power when increasing the number of cells per individual (100, 250, 

500, 1000) for 10 individuals per group. Panels C and D demonstrate the very minor differences in 

power by increasing the number of cells per individual (100, 250, 500, 1000) when testing for 

association with a continuous trait for 20 individuals and 100 individuals, respectively.  
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As expected, increasing the number of independent experimental units (e.g., 

individuals) in a study is the best way to increase power to detect true differences between 

traits measured at the individual and not individual cell level (Fig. 3A). Power calculations 

for binary phenotypes consisting of 10 individuals per group reveal that there are only 

marginal gains in power when more than 100 cells per individual are sampled for a 

particular analysis unit (Fig 3B). Power calculations for continuous phenotypes, with the 

same sample sizes and constant within-person correlations among cells, demonstrate even 

smaller gains in power when more than 100 cells per individual are sampled for a particular 

analysis unit (Fig 3C). The gains in power from sampling more cells per individual will 

decrease as the numbers of independent experimental units increase (Fig 3D). This is true 

for both types of analyses. As the degree of correlation among cells within a person 

decreases and approaches zero, rarely observed, the value tradeoff between independent 

experimental units and individual cells will vary. Further, we note that if the cell-type of 

interest has much more or much less zero-inflation (i.e., less information), then the gains 

in power from sampling more cells may be greater or smaller, respectively. This is why 

estimating the data structure of the cell types of interest from preliminary data is a critically 

important feature of our Hierarchicell package. To consistently identify fold-change 

differences of at least 1.2 as statistically significant (power > 0.80), we approximate that 

researchers will need a minimum of 40 samples per group and 100 cells per sample. To 

consistently identify genes correlated with a correlation coefficient of 0.4 with a phenotype 

(power > 0.80), we approximate that researchers will need a minimum of 100 samples and 

100 cells per sample. 



171 
 

As experiments get larger, computational time will increase. Future work will 

parallelize the code. To more rapidly close in on plausible sample size options, a researcher 

can apply the aggregate (“pseudo-bulk) methods power estimates and as one approaches 

feasible design shift to refining the estimates using the two-part hurdle mixed model 

employed here. However, it is important to do this refining step given the differences 

between these two approaches and the types of scenarios where aggregation methods will 

be underpowered (7,18).  

Future iterations of this package will incorporate any novel single-cell RNA-seq 

differential expression methods that properly account for the within sample correlation. In 

addition, we will parallelize the code and improve the speed of software by building 

components of the software in other languages (such as C++ via rcpp), and/or storing 

results of a large number of scenarios for quick and easy access to the necessary 

information. 

Conclusions 

To date, none of the primary power calculation methods are appropriate for single-

cell RNA-seq differential expression analysis. Here, we present an R-package, 

hierarchicell, with two purposes: 1) simulation of hierarchical single-cell RNA-seq data, 

and 2) computation of power estimates using a mixed-effects models for testing hypotheses 

of differential gene expression in single-cell RNA-seq data. Hierarchicell allows for a 

range of inputs and parameter settings and even the evaluation of various single-cell 

specific methods, but encourages using linear mixed models with individual as a random 

effect for both binary and continuous outcomes, as implemented in MAST (7,17). We 

recommend these mixed effects models because they retain appropriate type 1 error rates 



172 
 

while maintaining power. Proper calculation of statistical power coupled with proper 

analysis methods that account for the correlation among cells from the same individual will 

increase robustness and reproducibility of single-cell studies, thereby reducing the cost 

while accelerating the rate of scientific discovery.   
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Introduction 

Single-cell RNA-sequencing technologies have recently enabled the ability to 

capture and sequence transcripts from individual cells. A result of being able to sequence 

individual cells and partition them into specific cell types is that the data can be viewed 

through an ecological framework – where individuals or cells are “ecosystems” and their 

respective cells or genes are “species”.  Observing single-cell data through an ecological 

framework presents new opportunities and questions that can be interrogated in ways that 

are not currently the standard, but have the potential to be quite meaningful. Numerous 

statistical procedures from a large and established body of ecological literature may offer 

unique insights in the recently developing field of single-cell analysis and present novel 

opportunities to better understand cellular interaction and transcription. In this chapter, we 

focus primarily on applying biological diversity indices with single-cell RNA-sequencing 

data to identify differences in cellular diversity or transcriptional diversity across groups. 

We utilize three different single-cell RNA-seq datasets to illustrate how these biological 

diversity indices can be applied to discover cell types with large changes in transcription 

between groups. While the datasets we used study COVID-19 infection, heavy smoking, 

and lung adenocarcinoma (LUAD), the questions interrogated here can be broadly applied 

across almost any biological context.  

 Diversity indices have been historically utilized to measure the health of an 

ecosystem or track changes in ecosystems over time1,2. Higher biodiversity, in ecological 

literature, is typically synonymous with greater ecosystem health as diverse communities 

are believed to have increased stability, greater productivity, and better resistance to 

ecological disturbance1,3,4. However, in some situations, high biodiversity can be an 
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indication of poor community health1,4. Some communities that are highly diverse are, 

instead, fragmented or degraded and much of the diversity is contributed by disturbance 

species. For example, a community might be very stable with just a few well-adapted 

species and the introduction of a variety of new invasive species might destabilize the 

community.  

In this chapter, we apply diversity measures to single-cell RNA-seq data as a means 

of identifying communities of cells (e.g., individuals) or communities of transcripts (e.g., 

cells) with irregular differences in diversity. Therefore, these measures of diversity can be 

used to detect individuals with large differences in cellular composition that may be outliers 

or have meaningful biological differences. Similarly, when applied at a cellular level, 

diversity indices can be used to detect outlier cells or identify specific cell types that have 

significantly modified their transcriptional profiles. Cell types demonstrating differences 

in transcriptional diversity can then be used for more focused downstream analysis. In 

addition to illustrating the utility of applying measures of diversity with single-cell data, 

we also highlight mixed models as a more sensitive approach to identify different 

proportions of cell types across groups. The concept that mixed effects models are better 

powered than aggregation techniques has been demonstrated in other contexts5–7. Together, 

this chapter discusses the repurposing of some commonly applied ecology-based statistical 

approaches for application with single-cell RNA-sequencing data and illustrates how these 

methods can be applied to interrogate novel questions with single-cell RNA-sequencing 

data. 
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Methods 

Data 

Publically available data were utilized to demonstrate how ecological diversity 

measures can be applied to identify cell types with large shifts in their transcriptional 

profiles (Figure 1). Data from three separate studies were used. Each study was selected 

because they 1) provided high quality processed data where cell types were previously 

identified, 2) had decent numbers of cases and controls (compared to other publically 

available scRNA-seq studies at the time), and 3) examined diseases where one might 

expect changes in either cellular composition or transcription across groups due to the 

pathology. The first study includes 44,721 total cells sequenced from 7 individuals infected 

with COVID-19 and 6 controls and is available at the NCBI Gene Expression Omnibus 

(accession no. GSE150728)8.The second study includes 36,248 total cells sequenced from 

6 heavy smokers and 6 never smokers and is available at the NCBI Gene Expression 

Omnibus (accession no. GSE134174)9. The third study includes 208,506 total cells 

sequenced from a variety of tissues from 11 patients with Lung Adenocarcinoma (LUAD). 

Here, we focus only on 11 matched samples from normal lung tissue and tumor lung tissue. 

These data are available at the NCBI Gene Expression Omnibus (accession no. 

GSE131907)10. The characteristics of participants and the descriptions of materials are all 

previously described8–10.  
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Data filtering 

As noted above, all cells were previously annotated by the respective researchers 

who published these data. Quality control and data filtering steps for each study were 

completed in a manner consistent with what had been published for each respective study8–

10.  

For the COVID-19 study, cells that had fewer than 1,000 unique molecular 

identifiers (UMIs) or greater than 15,000 UMIs, as well as cells that contained greater than 

20% of reads from mitochondrial RNAs or ribosomal RNAs, were considered low quality 

and removed from further analysis8. To remove putative multiplets (where more than one 

cell may have loaded into a given well on an array), cells that expressed more than 75 genes 

per 100 UMIs were also filtered out8. Transcripts that were expressed in fewer than 10 total 

cells were removed from the final count matrix8.  

For the LUAD study, cells with fewer than 100 and greater than 150,000 UMIs 

were filtered out10. In addition, cells containing greater than 20% of reads from 

mitochondrial RNAs and cells with unique gene counts less than 200 or greater than 10,000 

were removed10. 

For the smoking study, cells with either a gene count or UMI count over the 99th 

percentile were considered doublets and removed. Furthermore, cells exhibiting fewer than 

1500 genes or >40% of mapped reads originating from the mitochondrial genome were 

removed9. After initial clustering and visualization, which allowed for identification of 12 

major cell populations, cells were removed that were characterized as non-epithelial 

(immune, endothelial, and mesenchymal cells)9. The same filtering steps above were then 
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repeated for this culled dataset (except further reducing the percent mitochondrial reads 

cutoff to 30%)9. 

After filtering the data to previous specifications, data were broken out by cell type 

and genes that were not expressed across more than 20% of the cells within a given cell 

type were removed prior to downstream analysis. This was completed to remove genes that 

were not consistently expressed in each cell type.  

Analysis of cell type proportions 

Three different methods were used to test for differences in the proportions of cell 

types across groups. The first method computed the raw proportions (percentages) of each 

cell type within each individual and then applied a simple Gaussian linear model to test for 

differences between groups. The cellular proportion was modeled as the outcome and status 

(COVID-19 vs healthy, smoke vs never smoker, tumor vs normal lung tissue) was modeled 

as a predictor. A Gaussian linear mixed model with a random effect for individual was used 

with the LUAD dataset to account the matched design of normal tissue and tumor tissue 

pulled from each individual. 

The second method implemented a center log-ratio (CLR) transform on the matrix 

of counts of each cell type across individuals. This was completed to account for the 

compositional nature of these data (i.e., each count represents a proportion of a greater 

whole)11,12. Then, similar to above, a Gaussian linear model was computed to test for 

differences between groups. The CLR transformed cellular proportion was modeled as an 

outcome and status (COVID-19 vs healthy, Smoke vs Never Smoker, Tumor vs Normal) 

was modeled as a predictor. A Gaussian linear mixed model with a random effect for 
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individual was used with the LUAD dataset to account the matched design of normal tissue 

and tumor tissue pulled from each individual. 

The third method implemented logistic mixed models to test for differential 

membership within each cell type13. The outcome variable was a binary indicator variable 

for whether each particular cell was identified as the cell type being examined or not. A 

separate model was computed for each cell type and random effects for individual were 

included in the data to account for the within-sample correlation. In the LUAD dataset, a 

nested random effect for individual and sample was utilized to control for the matched 

design of normal tissue and tumor tissue pulled from each individual.  

For each method’s resulting set of p-values, a Benjamini-Hochberg false discovery 

rate (FDR) was applied to account for multiple comparisons across each of the various cell 

types in each study14. The results for each method meeting and FDR < 0.05 were compared 

for differences between the tests of association. 

Diversity indices 

The Shannon index, 𝐻′, applied in this manuscript is computed as15: 

𝑯′ = − ∑ 𝒑𝒊𝐥𝐧 (𝒑𝒊)
𝑺
𝒊=𝟏        Eq. (1) 

where 𝑝𝑖is the proportion of transcripts categorized to the ith gene of the total possible S 

genes (i.e., richness).  Here, the more unequal the abundances across genes, the smaller the 

𝐻′ will be. The exponent of the Shannon index, exp (𝐻′), is known as the “effective number 

of species” (or, here, the “effective number of genes”)16. This measure is a more natural 

and intuitive definition of diversity that is also applied in this manuscript. This more direct 
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measure of diversity will aid in the interpretation of differences in diversity 16. We also use 

the Shannon index to compute a measure of evenness (“Pielou’s evenness index”17): 

𝑱′ =  
𝑯′

𝑯′𝒎𝒂𝒙
      Eq. (2) 

where 𝐻′ is the Shannon’s diversity measure defined above and 𝐻′𝑚𝑎𝑥 is defined as the 

maximum possible value of H’ (if every species, of the total possible S species, were 

equally balanced): 

𝑯′𝒎𝒂𝒙 =  − ∑
𝟏

𝑺
𝐥𝐧 (

𝟏

𝑺
)𝑺

𝒊=𝟏 = 𝐥𝐧(𝑺).    Eq. (3) 

The Simpson index, λ, is defined as18: 

𝝀 =  ∑ 𝒑𝒊
𝟐𝑺

𝒊=𝟏       Eq. (4) 

where 𝑝𝑖, once again, represents the proportional abundance of transcripts categorized to 

the ith gene of the total possible S genes (i.e., richness). The Simpson index can be 

interpreted as the probability that two transcripts taken at random from the dataset will 

represent the same gene, assuming replacement. Here, the more unequal the abundances 

across genes, the larger λ will be. 

Testing for differences in diversity 

For each cell, the various diversity measures (Pielou’s evenness, Shannon index, 

effective number of genes, and Simpson index) were computed on the gene expression 

counts. For each measure of diversity, a generalized linear mixed effects model (GLMM) 

with a random effect for individual was computed to test for differences between groups. 

In the COVID-19 dataset, this included a comparison between infected and healthy 
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individuals. In the smoking dataset, this included a comparison between heavy and never 

smokers. In the LUAD dataset, this included a comparison between matched tumor and 

normal lung tissue. Here, a nested random effect for individual and sample was utilized to 

control for the matched design of normal tissue and tumor tissue pulled from each 

individual. For each measure of diversity’s resulting set of p-values, a Benjamini-Hochberg 

false discovery rate was applied to account for multiple comparisons across each of the 

various cell types in each study14. Cell types meeting an FDR < 0.05 were retained for 

differential expression analysis. 

Differential expression analysis 

For each of the cell types demonstrating large shifts in their transcriptional profiles 

based on the diversity measures (FDR < 0.05), a two-part hurdle model, as implemented 

in MAST, with a random effect for individual was computed to test for differences in 

expression between groups7,19. In the LUAD dataset, a nested random effect for individual 

and sample was utilized to control for the matched design of normal tissue and tumor tissue 

pulled from each individual. For each cell type’s resulting set of p-values, a Benjamini-

Hochberg false discovery rate was applied to account for multiple comparisons14. 

Differentially expressed genes meeting an FDR < 0.05 in each of the cell types were 

overlaid to find a set of “core genes”. A meta-analysis of p-values was conducted across 

cell types with a weighted inverse normal to provide an estimate of significance and 

direction of effect across all of the cell types of interest20. Protein-protein interactions 

among the core genes were found with STRING and clustered with MCODE21,22. The 

biological functions of tightly clustered sets of genes were identified in the REACTOME 

and results were visualized with Cytoscape23,24.  
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Results 

Data filtering 

For the COVID-19 study, after filtering, there were a total of 27,129 high quality 

cells remaining. For the LUAD study, after filtering, there were a total of 88,144 high 

quality cells remaining. For the smoking study, after filtering, there were a total of 30,238 

high quality cells remaining (Table I). For the COVID-19, LUAD, and smoking studies the 

number of different cell type clusters identified were 20, 8, and 10, respectively (Table I). 

The numbers of high quality genes and cells remaining after sub-setting by cell type and 

filtering out inconsistently expressed gene are listed in Table SI. The researchers who 

published these data did an excellent job of identifying and annotating cell types8–10. The 

characteristics of participants and information about the cell clustering and identification 

processes are all described in great detail in each of their respective manuscripts8–10. 

Analysis of cell type proportions 

Three separate methods were applied to test for differences in the proportions of 

cell types across groups. The first two methods computed linear models using either the 

raw proportions (percentages) of each cell type or the center log-ratio (CLR) transformed 

proportions of each cell type as an outcome and group as a predictor. The third approach 

implemented logistic GLMM to test for differential membership for each cell type. The 

outcome variable was a binary indicator variable for whether each particular cell belonged 

to the cluster of the cell type being examined or not and a random effect for individual was 

included in the model.  
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In the LUAD study, the method computed with the raw proportions of each cell 

type revealed two significant results (FDR < 0.05) that suggest Myeloid and NK cells are 

significantly reduced in LUAD tumor tissue. The CLR approach revealed the same two 

significant results in the LUAD study as well as one additional result that suggested B 

lymphocytes are significantly enriched in LUAD tumor tissue. The logistic GLMM 

approach revealed the same three cell types as significantly different between normal and 

tumor tissue in the LUAD sample. However, it also unveiled a significant increase in the 

amount of T lymphocytes present in the tumor tissue. Together, these results suggest the 

logistic GLMM approach is the most sensitive method for detecting differences in cell type 

proportions.  

The COVID-19 study revealed no significant differences in the proportions of cell 

types between infected and healthy individuals when applying the raw proportion or CLR 

method. However, the logistic GLMM approach revealed 11 cell types significantly altered 

between cases and controls. These results suggest that there is an increase in platelets, 

neutrophils, IgG producing cells, IgA producing cells, class-switch B cells, CD14 

monocytes, and activated granulocytes associated with COVID-19 infection. These results 

also suggest there is a decrease in plasmacytoid dendritic cells, gamma delta T cells, CD16 

monocytes, and B cells associated with COVID-19 infection. Once again, these results 

suggest the logistic GLMM approach is the most sensitive method for detecting differences 

in cell type proportions.  

The smoking study revealed no significant differences in the proportions of cell 

types between heavy and never smokers with any of the methods.  
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Testing for differences in diversity 

For each cell, the various diversity measures (Pielou’s evenness, Shannon index, 

effective number of genes, and Simpson index) were computed at both the individual level 

and the cellular level. In the former scenario, the diversity measures were computed for 

each individual using the cell type counts. When testing for differences in diversity at the 

individual level (i.e., the diversity of cell types across individuals), we found no significant 

differences across groups in any of the three studies examined in this manuscript. For each 

measure of diversity computed at the cellular level, a generalized linear mixed effects 

model (GLMM) with a random effect for individual was computed to test for differences 

between groups. 

When testing for differences in diversity at the cellular level, the COVID-19 study 

revealed four cell types with significant differences in gene expression diversity between 

infected and healthy individuals (Tables III & SII). CD16 monocytes demonstrated the 

largest shift in diversity with a positive increase in evenness and a decrease in the Simpson 

index. CD8M T cells, natural killer cells, and B cells also all demonstrated significant 

decreases in the Simpson index. Overall, each of these cell types show a general trend in a 

decrease in the effective number of genes and overall diversity when infected with COVID-

19. The LUAD study unveiled five cell types with significant differences in gene 

expression diversity between normal and tumor tissue (Tables IV & SIII). Epithelial cells, 

in particular, were significantly different across all four measures of diversity (Figure 2). 

Both epithelial and endothelial cells demonstrated an increase diversity associated with the 

tumor tissue, while myeloid, T lymphocytes, and NK cells all demonstrated a decrease in 

diversity associated with tumor tissue (Table IV & SIII). The smoking study revealed no 
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significant (FDR< 0.05) differences in the diversity of gene expression between heavy and 

never smokers (Table SIV).  

Differential expression analysis 

For each of the major cell types a two-part hurdle model, as implemented in MAST, 

with a random effect for individual was computed to test for differences in expression 

between groups19. Previously, differential expression analysis was completed with the 

FindMarkers() function from the R-package Seurat8–10,25. The benefit of applying the two-

part hurdle mixed model, here, is that it properly accounts for the within-sample 

correlation7. Differential expression analysis was completed on all cell types, but, here, we 

only considered the results from cell types exhibiting large shifts in their transcriptional 

profiles based on the diversity measures (FDR < 0.05). The differentially expressed genes 

in common (the “core genes”) between each of the cell types showing large transcriptional 

changes between groups were the focus for downstream pathway analysis. In the COVID-

19 study, we found 20 core genes shared between all of the four cell types of interest 

(Figure 3). In the LUAD study there were 7 core genes shared between all five of the cell 

types of interest (Figure 3).  

Protein-protein interactions among the core genes were obtained with STRING and 

clustered with MCODE21,22. The biological functions of tightly clustered sets of genes were 

identified in the REACTOME and results were visualized with Cytoscape23,24 (Figure 3). 

In the COVID-19 study, cytokine signaling associated genes were increased in infected 

cells across all four cell types, while genes related to nonsense mediated decay and ATP 

synthesis were downregulated in infected cells across all four cell types (Figure 3). The 

latter two biological pathways were found across all of the major cell types large enough 
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to compute differential expression with, while the cytokine signaling related genes were 

unique to the subset of cell types that demonstrated large differences in their transcriptional 

profiles across infected and healthy individuals. In the LUAD study, three protein-protein 

interactions were observed between GAPDH, LDHA, and PKM (Figure 3). Each of these 

genes play a role in glycolysis. GAPDH, itself, was significantly differentially expressed 

across all of the major cell types in this study, but LDHA and PKM are unique to the subset 

of cell types that demonstrated large differences in their transcriptional profiles across 

normal and tumor tissue. The other core genes that did not exhibit protein-protein 

interactions were SSR4, CCND3, SFTPC, and TXNIP.  

Discussion 

In this chapter, we explored repurposing ecology-based diversity measures for 

novel application with single-cell RNA-sequencing data. We illustrated how diversity 

measures with GLMM can be used identify cell types with large transcriptional changes 

occurring between groups. We hypothesize that the cell types demonstrating such changes 

in gene expression diversity play primary roles in the pathology of a disease and, once 

identified, merit further investigation. We also corroborated the established concept that 

the logistic GLMM approach is more sensitive than aggregation approaches for detecting 

differences in cell type proportions, particularly in unbalanced situations5–7. It appears that 

the logistic GLMM approach, besides being more sensitive, is also consistent with 

compositional approaches. However, this warrants further investigation. In these analyses, 

we also noticed that the Simpson index detected changes in transcriptional diversity more 

frequently than other indices. However, this too, should be further explored with simulation 

studies to investigate whether the Simpson index is more sensitive than other measures of 
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diversity for detecting differences in transcriptional diversity. We note, however, that each 

of the indices lead to slightly different interpretations about diversity and all of them should 

always be considered. Overall, these analyses have illustrated a novel way of applying 

diversity indices to interrogate new questions with single-cell RNA-sequencing data.  

In the COVID-19 study, the logistic GLMM approach unveiled significant changes 

in the proportions of a variety of specific cell types. In infected patients, CD14 monocytes 

greatly increased while CD16 monocytes decreased (Table II). Similarly, class-switched 

B-cells increased in infected individuals while B-cells decreased (Table II). Concurrently, 

the gene diversity of both B cells and CD16 monocytes demonstrated significant 

differences between infected and healthy individuals. This indicates that there are not only 

shifts in the primary amounts of these cell types between infected and healthy individuals, 

but that these cell types are also modifying their transcriptional profiles during infection 

(Tables II & III). These results are consistent with the literature which indicate key roles 

for monocytes and B cells in COVID-19 pathology26–29. Overall, all of the cell types 

showing significant differences in gene diversity showed a decrease in diversity associated 

with COVID-19 infection, suggesting less variety of general gene expression and an 

increase in the expression of particular genes. We hypothesize that this may be because 

infection causes a shift in expression that is focused towards fighting the infection rather 

than the broader expression profiles that characterize the particular cell types. When 

overlaying each of the cell types with significant differences in diversity, the biological 

pathways differentially expressed among all four cell types indicate a decrease in the 

expression of mitochondrial genes involved in ATP synthesis as well as genes involved in 

the nonsense mediated decay pathway (Figure 3). In addition, the overlapping gene 
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pathways show an increase in cytokine signaling. The inhibition of the nonsense mediated 

decay pathway has been suggested as a key component of viral replication in coronavirus 

infection30,31. Mitochondria are regulators of innate and adaptive immune response and 

believed to play a role in COVID-19 infection32. Cytokine signaling has also been 

documented as having an important role in the development of COVID-19 disease33,34.  

 In the LUAD study, the logistic GLMM approach revealed significant increases in 

both T lymphocytes and B lymphocytes as well as significant decreases in myeloid cells 

and natural killer cells associated with tumor tissue (Table II). Paralleling those changes in 

the cell type proportions, myeloid, T lymphocytes, and natural killer cells all demonstrated 

overall decreases in diversity associated with tumor tissue (Table IV & SIII). Conversely, 

both epithelial and endothelial cells demonstrated increases in overall diversity associated 

with the tumor tissue. The annotated epithelial cells from tumor tissue contain a 

combination of residual non-malignant cells along with malignant tumor cells present in 

the tumor tissues10. We hypothesize that the malignant tumor cells are the likely source of 

the overall increase in the diversity of gene expression demonstrating loss of more 

particular functionality and an overall increase in aberrant gene expression. Similar to the 

immune cells in the COVID-19 study, the shifts in the amounts of immune cells as well as 

the loss of gene expression diversity among the immune cells in the tumor tissue may be 

due to a shift in the expression profile towards fighting the invasive tumor cells. When 

overlaying each of the cell types with significant differences in diversity, the biological 

pathways differentially expressed among all five cell types revealed an increase in the 

expression of three genes among cells derived from the tumor tissue. Each of these genes 

- GAPDH, LDHA, and PKM - are involved in glycolysis (Figure 3) and each of these genes 
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have been previously documented as key players in development and progression of 

LUAD35–40. Increased expression of LDHA, in particular though, is strongly associated 

with poor prognosis in LUAD and has been shown to blunt tumor immunosurveillance by 

T cells and natural killer cells36,39,41. This may, in part, explain some of the differences we 

detected in both the proportions and the gene expression profiles of T cells and natural 

killer cells between tumor and normal tissue. These results illustrate how ecological 

diversity measures can be used with single-cell RNA-sequencing data to identify 

meaningful differences in cell types that may play key roles in the underlying pathology. 

 There are several limitations associated with these analyses, but each of them 

represent future opportunities to develop this work into more meaningful and impactful 

research. First, cell type compositions at the individual level with diversity indices is an 

effective method for identifying differences in overall cellular composition between 

groups, however, here we were unable to detect any differences due to small sample size 

and, perhaps, incomplete resolution of cell type identification. In future work, greater 

sample sizes will be needed. We also acknowledge that the level of clustering used and the 

cell type identification process is still somewhat arbitrary. For example, a researcher could 

choose to define 30 clusters or 10 clusters. One also has the decision to choose between 

only defining major cell types cells in large clusters or further dividing each of the larger 

clusters into sub clusters and defining cell types within those sub clusters. Depending on 

how one partitions the cells into cell types, this can greatly alter the performance of the 

diversity measures. Therefore, standardized definitions of cell types and cell subtypes will 

be highly important to providing accurate measures of diversity at the individual level. In 

addition, we note that wherever major cell types can be further divided into subtypes, 
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diversity indices could also be applied just within each of the major sets of cells to assess 

which of the major cell types are changing in their sub compositions between groups.  

The main limitation with applying these diversity indices at the cellular level is that 

diversity measures may not be sensitive to detecting changes when they are applied with 

large numbers of genes. Therefore, limiting the number of genes to a more refined set of 

genes based on prior knowledge or strict filtering procedures is critical to utilizing these 

measures of diversity to detect differences in transcription between cell types across 

groups. One specific way to reduce the number of genes used to compute the diversity 

measure is to apply these diversity indices with a priori pathways or biologically related 

gene sets. Using a pathway-based framework to test for differences in the diversity across 

groups would provide meaningful insights with directly translatable results. Future 

iterations of this work should strongly consider pathway-based diversity measures.  

 In this chapter, we provide evidence that repurposing ecology-based diversity 

measures for application with single-cell RNA-sequencing data holds value for detecting 

cell types with transcriptional profiles that are modified across groups. We hypothesize 

that the cell types identified with different measures of diversity are key components of the 

underlying biology being examined. Beyond applying diversity indices to interrogate new 

questions with single-cell RNA-sequencing data, these analyses open the door to a wealth 

of ecological statistical procedures that could potentially be applied in consequential ways 

to these data.
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Figure 1 – Workflow for applying ecological diversity indices with single-cell RNA-

seq data.  Data are  aligned and called prior to cell type identification. Once cell types 

have been identified diversity measures can be computed at both the individual level and 

the cellular level. At the individual level, counts of each cell type are used to compute 

measures of diversity and test for differences in cellular diversity between groups. Cell 

type counts at the individual level can also be used to test for differences in the 

proportions of individual cell types. At the cellular level, measures of diversity are 

computed on the gene expression values of each cell.  Then a generalized linear mixed 
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model (GLMM) can be computed to test for differences in the diversity of gene 

expression across groups. For cell types with significantly different transcriptional 

profiles,  differential expression analysis can be utilized to determine which genes are 

most significantly altered between groups.
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Figure 2 - Boxplots of cellular gene expression diversity indices for each sample’s 

epithelial cells. Normal lung tissue is shown in red, while tumor lung tissue is shown in 

blue. The effective number of genes, Pielou’s evenness, and Shannon’s entropy are all 

significantly (FDR p-value < 0.05) increased in tumor epithelial cells. Simpson indices 

are significantly (FDR p-value < 0.05) decreased in tumor epithelial cells. The center line 

represents the median. The lower and upper box limits represent the 25% and 75% 

quantiles, respectively. The whiskers extend to the largest observation within the box 

limit plus or minus one and a half multiplied by the interquartile range.
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Figure 3 – Genes that are significantly differentially expressed in each of the various cell types exhibiting changes in the 

diversity of gene expression across groups. The genes from the COVID-19 study are presented at the top, while genes from 

the LUAD study are presented on the bottom. A. Represents the overlap of significantly differentially expressed genes from 

each of the various cell types exhibiting changes in the diversity of gene expression across groups. Genes that are significantly 

differentially expressed across all cell types are called the “core genes” B. Represents the protein-protein interactions of the 

core genes. The color of each node represents the combined Z-score across all of the various cell types and the size of each 

node represents the significance across all of the various cell types. For the COVID-19 study, nodes with a positive Z-score 

(red) indicate a decrease in expression among infected individuals while nodes with a negative Z-score (blue) indicate an 

increase in expression among infected individuals. For the LUAD study, nodes with a positive Z-score (red) indicate an 

increase in expression among cells from tumor tissue. The functional description of each cluster of nodes is listed. 
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Table I – Datasets examined in this manuscript. Each dataset is listed with its respective first author, journal, subject matter, 

number of cases, number of controls, and total numbers of cells.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

First Author Journal Subject matter Ncases Ncontrols 

Total 

Ncells  

Quality 

Ncells 

Number 

of cell 

clusters 

Goldfarbmuren et al. Nat. Comm (2020) Smoking 6 6 36,248 30,238 10 

Kim et al. Nat. Comm (2020) Lung Adenocarcinoma 11 11 208,506 88,144 8 

Wilk et al. Nat. Med (2020) COVID-19 7 6 44,721 27,129 20 
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Table II – Differences in cell type proportions across groups for each study. Three methods were used to test for 

differences in the proportions of cell types across groups. The first approach computed a linear model with the raw cell type 

proportions for each individual (Raw). The second approach computed a linear model with the center log-ratio (CLR) 

transformed counts. The third approach computed a mixed effects logistic regression (Logistic GLMM) to test for differences 

in membership (binary cell type indicator variable) across groups, controlling for individual as a random effect. Mean 

abundances for each group are listed, estimates and p-values are provided for each method, and FDR significant results for 

each cell type are in bold. Cell types were designated and labeled by previous authors.  

Study Cell Type 

Mean abundance (%) Raw CLR Logistic GLMM 

Control Case Estimate (95% CI) p Estimate (95% CI) p Estimate (95% CI) p 

COVID 

SC & Eosinophil 0.67% 0.79% 0.00 (-0.01:0.01) 8.09x10-01 0.41 (-0.63:1.45) 4.56x10-01 0.07 (-0.99:1.14) 8.92x10-01 

RBC 0.76% 4.54% -0.04 (-0.13:0.05) 4.39x10-01 -0.41 (-1.82:1) 5.76x10-01 -0.3 (-2.01:1.42) 7.35x10-01 

Platelet 0.43% 2.12% -0.02 (-0.03:0) 5.25x10-02 -1.49 (-2.56:-0.41) 1.90x10-02 -1.75 (-2.66:-0.84) 1.73x10-04 

pDC 0.74% 0.32% 0.00 (0.00:0.01) 1.78x10-02 0.46 (-0.27:1.19) 2.40x10-01 0.89 (0.27:1.5) 4.59x10-03 

NK 24.34% 12.36% 0.12 (-0.03:0.27) 1.50x10-01 0.93 (0.12:1.74) 4.37x10-02 0.9 (0.04:1.76) 3.93x10-02 

Neutrophil 0.44% 2.45% -0.02 (-0.05:0.01) 2.49x10-01 -1.35 (-2.61:-0.09) 5.81x10-02 -1.52 (-2.83:-0.2) 2.43x10-02 

IgG PB 0.07% 1.50% -0.01 (-0.03:0.00) 1.03x10-01 -1.34 (-2.64:-0.04) 6.55x10-02 -2.91 (-4.14:-1.67) 3.75x10-06 

IgA PB 0.22% 0.93% -0.01 (-0.01:0.00) 1.43x10-02 -1.40 (-2.35:-0.45) 1.34x10-02 -1.43 (-2.11:-0.75) 4.03x10-05 

gd T 2.90% 0.24% 0.03 (0.01:0.05) 2.07x10-02 2.08 (0.94:3.22) 3.84x10-03 2.35 (1.37:3.32) 2.38x10-06 

DC 0.92% 0.91% 0.00 (-0.01:0.01) 9.67x10-01 0.18 (-0.78:1.13) 7.26x10-01 0.27 (-0.76:1.3) 6.04x10-01 

Class-switched B 0.12% 2.66% -0.03 (-0.07:0.02) 2.74x10-01 -1.42 (-2.59:-0.24) 3.59x10-02 -2.59 (-4.4:-0.78) 5.06x10-03 

CD8m T 20.42% 12.35% 0.08 (-0.01:0.17) 1.13x10-01 0.73 (-0.03:1.5) 8.47x10-02 0.62 (-0.11:1.35) 9.62x10-02 

CD8eff T 0.57% 1.43% -0.01 (-0.02:0.00) 8.88x10-02 -0.53 (-1.66:0.61) 3.83x10-01 -0.74 (-1.6:0.12) 9.16x10-02 

CD4 T 0.06% 1.58% -0.02 (-0.04:0.01) 3.21x10-01 -0.40 (-1.98:1.19) 6.33x10-01 -2.30 (-4.96:0.36) 9.04x10-02 

CD4n T 9.33% 7.74% 0.02 (-0.07:0.11) 7.33x10-01 0.91 (-0.24:2.07) 1.47x10-01 0.71 (-0.45:1.87) 2.32x10-01 

CD4m T 8.84% 12.19% -0.03 (-0.09:0.02) 2.65x10-01 -0.10 (-0.69:0.48) 7.36x10-01 -0.35 (-0.95:0.25) 2.51x10-01 

CD16 monocyte 5.17% 1.70% 0.03 (-0.01:0.08) 1.45x10-01 1.71 (0.41:3.00) 2.38x10-02 2.23 (0.83:3.63) 1.75x10-03 

CD14 monocyte 12.48% 27.18% -0.15 (-0.31:0.02) 1.09x10-01 -0.55 (-1.41:0.30) 2.27x10-01 -0.98 (-1.81:-0.15) 2.13x10-02 

B 11.50% 6.44% 0.05 (-0.01:0.11) 1.21x10-01 1.24 (0.08:2.39) 5.71x10-02 0.97 (0.17:1.78) 1.81x10-02 

Activated granulocyte 0.03% 0.59% -0.01 (-0.01:0.00) 8.36x10-02 0.34 (-0.95:1.64) 6.16x10-01 -3.09 (-5.03:-1.16) 1.72x10-03 
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Study Cell Type 

Mean abundance (%) Raw CLR Logistic GLMM 

Control Case Estimate (95% CI) p Estimate (95% CI) p Estimate (95% CI) p 

LUAD 

T lymphocytes 26.82% 40.13% 0.13 (0.02:0.25) 3.32x10-02 0.47 (-0.04:0.98) 8.30x10-02 0.6 (0.15:1.05) 9.51x10-03 

NK cells 15.35% 2.17% -0.13 (-0.18:-0.09) 9.46x10-05 -1.85 (-2.29:-1.41) 3.81x10-06 -2.09 (-2.54:-1.64) 7.27x10-20 

Myeloid cells 38.19% 19.71% -0.18 (-0.26:-0.10) 1.00x10-03 -0.65 (-1.03:-0.27) 6.73x10-03 -1.02 (-1.49:-0.56) 1.42x10-05 

MAST cells 2.65% 3.93% 0.01 (-0.01:0.04) 2.51x10-01 0.49 (0.06:0.91) 5.16x10-02 0.37 (-0.19:0.94) 1.96x10-01 

Fibroblasts 3.64% 3.80% 0.00 (-0.04:0.04) 9.35x10-01 0.40 (-0.45:1.26) 3.77x10-01 0.30 (-0.63:1.22) 5.32x10-01 

Epithelial cells 8.70% 17.27% 0.09 (-0.04:0.21) 2.07x10-01 0.23 (-0.53:0.99) 5.65x10-01 0.29 (-0.41:0.98) 4.19x10-01 

Endothelial cells 3.07% 1.38% -0.02 (-0.03:0) 2.54x10-02 -0.75 (-1.36:-0.15) 3.32x10-02 -0.84 (-1.64:-0.04) 3.97x10-02 

B lymphocytes 1.58% 11.61% 0.09 (0.03:0.15) 5.02x10-02 1.63 (1.12:2.15) 2.44x10-04 1.71 (0.96:2.46) 7.34x10-06 

Smoke 

SMG secretory 1.39% 1.81% 0.00 (-0.01:0.00) 1.48x10-01 -0.28 (-0.54:-0.01) 6.83x10-02 -0.26 (-0.56:0.04) 9.31x10-02 

SMG basal 4.67% 4.48% 0.00 (-0.01:0.02) 8.19x10-01 -0.01 (-0.42:0.41) 9.81x10-01 0.03 (-0.31:0.38) 8.44x10-01 

Proteasomal basal 2.99% 4.06% -0.01 (-0.03:0.00) 2.06x10-01 -0.25 (-0.69:0.18) 2.82x10-01 -0.24 (-0.63:0.15) 2.31x10-01 

Proliferating basal 10.09% 12.11% -0.02 (-0.08:0.03) 4.89x10-01 -0.22 (-0.72:0.28) 4.02x10-01 -0.22 (-0.7:0.27) 3.81x10-01 

PNEC 0.17% 0.28% 0.00 (0.00:0.00) 1.77x10-01 0.32 (-0.76:1.40) 5.77x10-01 -0.39 (-0.92:0.15) 1.55x10-01 

Mucus secretory 7.62% 9.38% -0.02 (-0.03:0.00) 6.78x10-02 -0.24 (-0.41:-0.07) 2.19x10-02 -0.22 (-0.43:-0.02) 3.17x10-02 

KRT8 high 31.33% 31.30% 0.00 (-0.08:0.08) 9.93x10-01 -0.03 (-0.36:0.31) 8.75x10-01 0.00 (-0.35:0.35) 9.94x10-01 

Ionocyte tuft 0.56% 0.53% 0.00 (0.00:0.00) 8.37x10-01 0.10 (-0.75:0.94) 8.28x10-01 0.08 (-0.53:0.69) 7.98x10-01 

Differentiating basal 31.87% 31.20% 0.01 (-0.05:0.07) 8.34x10-01 -0.02 (-0.26:0.23) 9.01x10-01 0.02 (-0.23:0.28) 8.48x10-01 

Ciliated 9.29% 4.86% 0.04 (-0.02:0.11) 1.94x10-01 0.62 (-0.34:1.59) 2.35x10-01 0.68 (-0.3:1.66) 1.74x10-01 
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Table III – Gene expression diversity measures meeting an FDR < 0.05 in the 

COVID study. For each cell type, the biological diversity measure meeting an FDR < 

0.05 is listed with its respective model estimate and p-value.  

Cell Type Diversity Measure Estimate (95% CI) p-value FDR 

CD16 Monocytes Simpson -0.01 (-0.02:-0.01) 1.42x10-03 1.56x10-02 

CD16 Monocytes Pielou Evenness 0.03 (0.01:0.04) 2.68x10-03 2.95x10-02 

CD8m T Simpson -0.01 (-0.02:-0.01) 5.54x10-03 3.05x10-02 

NK Simpson -0.01 (-0.02:0.00) 9.32x10-03 3.28x10-02 

B Simpson -0.01 (-0.02:0.00) 1.19x10-02 3.28x10-02 
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Table IV - Gene expression diversity measures meeting an FDR < 0.05 in the LUAD 

study. For each cell type, the biological diversity measure meeting an FDR < 0.05 is 

listed with its respective model estimate and p-value.  

Cell Type Diversity Measure Estimate (95% CI) p-value FDR 

Epithelial cells Simpson -0.02 (-0.03:-0.02) 1.42x10-06 1.14x10-05 

Epithelial cells Shannon 0.46 (0.36:0.55) 2.42x10-06 1.94x10-05 

Epithelial cells Effective Number 152.41 (107.07:197.76) 3.62x10-05 2.90x10-04 

Endothelial cells Effective Number 62.13 (32.12:92.14) 1.91x10-03 7.64x10-03 

Epithelial cells Pielou Evenness 0.03 (0.02:0.05) 1.09x10-03 8.68x10-03 

Myeloid cells Shannon -0.13 (-0.20:-0.06) 2.31x10-03 9.24x10-03 

Endothelial cells Shannon 0.18 (0.08:0.29) 6.15x10-03 1.64x10-02 

Myeloid cells Effective Number -41.39 (-68.51:-14.27) 7.19x10-03 1.92x10-02 

Myeloid cells Simpson 0.00 (0.00:0.01) 5.17x10-03 1.95x10-02 

NK cells Simpson 0.00 (0.00:0.00) 7.31x10-03 1.95x10-02 

T lymphocytes Pielou Evenness 0.00 (0.00:0.01) 1.02x10-02 4.08x10-02 
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Table SI – Cell and gene counts for each cell type from each study. Each study is 

listed with each of its various cells types and the number of cells and genes meeting our 

quality criteria for downstream analysis.  

Study Cell Type Ncells Ngenes 

COVID 

SC & Eosinophil 172 1,348 

RBC 325 656 

NK 5,629 1,229 

DC 189 1,883 

CD8m T 4,590 1,217 

CD8eff T 308 1,901 

CD4n T 2,722 1,108 

CD4m T 2,784 1,225 

CD16 monocyte 853 1,790 

CD14 monocyte 5,137 1,738 

B 2,554 1,047 

LUAD 

T lymphocytes 29,659 1,191 

NK cells 7,828 1,176 

Myeloid cells 25,466 3,813 

MAST cells 2,888 1,270 

Fibroblasts 3,388 3,257 

Epithelial cells 10,973 4,401 

Endothelial cells 1,996 2,346 

B lymphocytes 5,944 1,277 

Smoke 

SMG secretory 494 8,681 

SMG basal 1,401 7,515 

Proteasomal basal 1,050 9,176 

Proliferating basal 3,253 9,983 

PNEC 72 9,313 

Mucus secretory 2,582 8,913 

KRT8 high 9,680 8,631 

Ionocyte tuft 179 7,958 

Differentiating basal 9,624 7,337 

Ciliated 1,903 8,888 
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Table SII - Complete gene expression diversity measure results from the COVID 

study. For each cell type, the biological diversity measure is listed with its respective 

model estimate, standard error, and p-value.  

Cell Type Diversity Measure Estimate Std Err p-value FDR 

B 

Effective Number 18.93 9.71 7.54x10-02 1.93x10-01 

Evenness 0.02 0.01 6.16x10-02 1.13x10-01 

Shannon 0.14 0.07 7.56x10-02 2.08x10-01 

Simpson -0.01 0.00 1.19x10-02 3.28x10-02 

CD14 monocyte 

Effective Number 33.45 17.99 8.78x10-02 1.93x10-01 

Evenness 0.02 0.01 2.07x10-02 8.11x10-02 

Shannon 0.12 0.07 1.06x10-01 2.27x10-01 

Simpson -0.01 0.00 5.40x10-02 8.49x10-02 

 CD16 monocyte 

Effective Number 66.76 21.69 9.65x10-03 1.06x10-01 

Evenness 0.03 0.01 2.68x10-03 2.95x10-02 

Shannon 0.23 0.07 8.03x10-03 8.83x10-02 

Simpson -0.01 0.00 1.42x10-03 1.56x10-02 

CD4m T 

Effective Number 11.36 16.25 4.98x10-01 4.98x10-01 

Evenness 0.01 0.01 2.12x10-01 2.33x10-01 

Shannon 0.06 0.10 5.37x10-01 5.44x10-01 

Simpson -0.01 0.00 1.01x10-01 1.11x10-01 

CD4n T 

Effective Number 19.84 14.04 1.84x10-01 2.89x10-01 

Evenness 0.02 0.01 1.48x10-01 1.81x10-01 

Shannon 0.15 0.10 1.80x10-01 2.83x10-01 

Simpson -0.01 0.00 4.24x10-02 8.49x10-02 

CD8eff T 

Effective Number 22.98 31.77 4.83x10-01 4.98x10-01 

Evenness 0.02 0.01 1.44x10-01 1.81x10-01 

Shannon 0.07 0.11 5.44x10-01 5.44x10-01 

Simpson -0.01 0.00 8.44x10-02 1.03x10-01 

CD8m T 

Effective Number 32.48 15.01 5.10x10-02 1.87x10-01 

Evenness 0.03 0.01 2.32x10-02 8.11x10-02 

Shannon 0.20 0.09 5.00x10-02 1.83x10-01 

Simpson -0.01 0.00 5.54x10-03 3.05x10-02 

DC 

Effective Number 30.94 28.65 3.08x10-01 4.23x10-01 

Evenness 0.02 0.01 1.01x10-01 1.58x10-01 

Shannon 0.09 0.12 4.44x10-01 5.43x10-01 

Simpson -0.01 0.00 6.92x10-02 9.51x10-02 

SC & Eosinophil 

Effective Number -19.99 25.29 4.45x10-01 4.98x10-01 

Evenness -0.01 0.01 4.92x10-01 4.92x10-01 

Shannon -0.12 0.15 4.27x10-01 5.43x10-01 

Simpson 0.00 0.00 9.01x10-01 9.01x10-01 

NK 

Effective Number 26.64 16.19 1.26x10-01 2.31x10-01 

Evenness 0.03 0.01 2.95x10-02 8.11x10-02 

Shannon 0.16 0.09 1.24x10-01 2.27x10-01 

Simpson -0.01 0.00 9.32x10-03 3.28x10-02 

RBC 

Effective Number 24.89 9.35 2.32x10-02 1.28x10-01 

Evenness 0.08 0.04 4.85x10-02 1.07x10-01 

Shannon 0.51 0.22 4.20x10-02 1.83x10-01 

Simpson -0.06 0.03 4.92x10-02 8.49x10-02 
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Table SIII – Complete gene expression diversity measure results from the LUAD 

study. For each cell type, the biological diversity measure is listed with its respective 

model estimate, standard error, and p-value.  

Cell Type Diversity Measure Estimate Std Err p-value FDR 

B lymphocytes 

Effective Number -39.59 16.20 3.28x10-02 5.25x10-02 

Evenness -0.08 0.04 7.84x10-02 1.35x10-01 

Shannon -0.51 0.26 6.99x10-02 1.40x10-01 

Simpson 0.05 0.03 9.59x10-02 1.28x10-01 

Endothelial cells 

Effective Number 62.13 15.31 1.91x10-03 7.64x10-03 

Evenness 0.00 0.00 4.86x10-01 5.56x10-01 

Shannon 0.18 0.05 6.15x10-03 1.64x10-02 

Simpson 0.00 0.00 4.93x10-02 7.88x10-02 

Epithelial cells 

Effective Number 152.41 23.13 3.62x10-05 2.90x10-04 

Evenness 0.03 0.01 1.09x10-03 8.68x10-03 

Shannon 0.46 0.05 2.42x10-06 1.94x10-05 

Simpson -0.02 0.00 1.42x10-06 1.14x10-05 

Fibroblasts 

Effective Number 40.53 13.86 2.73x10-02 5.25x10-02 

Evenness 0.00 0.00 2.20x10-01 2.93x10-01 

Shannon 0.09 0.05 9.58x10-02 1.53x10-01 

Simpson 0.00 0.00 4.40x10-01 5.02x10-01 

MAST cells 

Effective Number 6.19 4.56 2.02x10-01 2.31x10-01 

Evenness -0.01 0.00 8.43x10-02 1.35x10-01 

Shannon 0.03 0.02 2.39x10-01 2.39x10-01 

Simpson 0.00 0.00 8.77x10-01 8.77x10-01 

Myeloid cells 

Effective Number -41.39 13.84 7.19x10-03 1.92x10-02 

Evenness 0.00 0.01 9.70x10-01 9.70x10-01 

Shannon -0.13 0.04 2.31x10-03 9.24x10-03 

Simpson 0.00 0.00 5.17x10-03 1.95x10-02 

NK cells 

Effective Number 2.32 1.98 2.78x10-01 2.78x10-01 

Evenness 0.00 0.00 4.98x10-02 1.33x10-01 

Shannon 0.02 0.01 1.68x10-01 1.92x10-01 

Simpson 0.00 0.00 7.31x10-03 1.95x10-02 

T lymphocytes 

Effective Number 6.76 4.14 1.33x10-01 1.78x10-01 

Evenness 0.00 0.00 1.02x10-02 4.08x10-02 

Shannon 0.03 0.02 1.15x10-01 1.53x10-01 

Simpson 0.00 0.00 3.25x10-02 6.50x10-02 
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Table SIV - Complete gene expression diversity measure results from the smoking 

study. For each cell type, the biological diversity measure is listed with its respective 

model estimate, standard error, and p-value. 

Cell Type Diversity Measure Estimate Std Err p-value FDR 

Ciliated 

Effective Number 63.36 218.94 7.78x10-01 8.43x10-01 

Evenness 0.01 0.01 5.68x10-01 7.10x10-01 

Shannon 0.07 0.13 5.89x10-01 8.16x10-01 

Simpson 0.00 0.00 4.50x10-01 6.36x10-01 

Differentiating basal 

Effective Number 63.94 112.56 5.83x10-01 8.43x10-01 

Evenness 0.01 0.01 2.16x10-01 4.32x10-01 

Shannon 0.06 0.10 5.32x10-01 8.16x10-01 

Simpson 0.00 0.00 2.61x10-01 5.23x10-01 

Ionocyte tuft 

Effective Number 230.06 138.58 1.27x10-01 8.43x10-01 

Evenness 0.02 0.01 1.32x10-01 3.70x10-01 

Shannon 0.18 0.10 1.00x10-01 8.16x10-01 

Simpson 0.00 0.00 1.37x10-01 4.57x10-01 

KRT8 high 

Effective Number 68.44 117.08 5.72x10-01 8.43x10-01 

Evenness 0.01 0.01 1.48x10-01 3.70x10-01 

Shannon 0.06 0.09 5.54x10-01 8.16x10-01 

Simpson 0.00 0.00 1.32x10-01 4.57x10-01 

Mucus secretory 

Effective Number 47.94 148.66 7.54x10-01 8.43x10-01 

Evenness 0.00 0.01 6.65x10-01 7.39x10-01 

Shannon 0.05 0.16 7.61x10-01 8.16x10-01 

Simpson 0.00 0.00 5.09x10-01 6.36x10-01 

PNEC 

Effective Number 45.88 150.14 7.66x10-01 8.43x10-01 

Evenness 0.00 0.01 7.65x10-01 7.65x10-01 

Shannon 0.03 0.10 8.13x10-01 8.16x10-01 

Simpson 0.00 0.00 6.24x10-01 6.93x10-01 

Proliferating basal 

Effective Number 32.98 161.92 8.43x10-01 8.43x10-01 

Evenness 0.01 0.00 9.15x10-02 3.70x10-01 

Shannon 0.02 0.10 8.16x10-01 8.16x10-01 

Simpson 0.00 0.00 1.95x10-01 4.87x10-01 

Proteasomal basal 

Effective Number 97.33 136.35 4.92x10-01 8.43x10-01 

Evenness 0.01 0.01 4.75x10-02 3.70x10-01 

Shannon 0.08 0.10 4.46x10-01 8.16x10-01 

Simpson 0.00 0.00 3.99x10-02 3.99x10-01 

SMG basal 

Effective Number 40.39 120.02 7.43x10-01 8.43x10-01 

Evenness 0.01 0.01 3.91x10-01 6.52x10-01 

Shannon 0.04 0.10 6.96x10-01 8.16x10-01 

Simpson 0.00 0.00 4.70x10-01 6.36x10-01 

SMG secretory 

Effective Number -34.45 106.33 7.52x10-01 8.43x10-01 

Evenness -0.01 0.02 4.73x10-01 6.76x10-01 

Shannon -0.10 0.19 6.04x10-01 8.16x10-01 

Simpson 0.00 0.01 7.28x10-01 7.28x10-01 
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Summary 

 Single-cell RNA-sequencing technologies offer a unique opportunity to deepen our 

understanding of cellular transcription and cellular interaction. Recently, the technology 

has greatly improved and it continues to expand into new territories that would have been 

unimaginable only a decade ago. These technological developments have enabled 

researchers to interrogate novel biological questions, but there are many challenges 

associated with the analysis of these data1–3. To meet these challenges, there have been 

numerous methodological developments1–10. A key characteristic of single-cell 

experiments is that they inherently measure correlated biological information on many cells 

from the same individual. When testing for differential expression, though, nearly all of 

the currently applied methods do not appropriately account for this within-sample 

correlation, thereby violating an assumption of independence. This issue, often labeled 

pseudoreplication, has also occurred in a number of other fields11–15. This dissertation 

aimed to demonstrate the importance of accounting for the within-sample correlation when 

computing differential expression analysis.  

In Chapter II of this dissertation, we empirically documented the hierarchical 

correlation structure across a variety of cell types and scRNA-seq datasets. We simulated 

hierarchical scRNA-seq data with properties similar to that of real data and demonstrated 

the importance of applying methods (e.g., mixed-effects models) that properly account for 

the within-person correlation when computing differential expression analysis. We showed 

that applying mixed-effects models to scRNA-seq will greatly reduce the number of type 

1 errors and eliminate spurious results, thereby producing more biologically meaningful 

and reproducible results. While mixed-effects models are incredibly useful for accounting 
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for the hierarchical structure of single-cell data, they cannot make up for inadequate study 

design. Proper study design, which requires estimating the appropriate number of samples 

needed for a particular study, is critical for any study to produce meaningful results. In 

order to draw precise and accurate conclusions about the population under study, a study 

both be appropriately designed to test the hypotheses of interest and include sufficient 

sample size to test these hypotheses with the desired statistical power. To this end, in 

Chapter III, we presented a first-of-its-kind scRNA-seq power calculator. This tool is an 

easy to use R-package that explicitly estimates power for a given number of individuals 

and number of cells per individual based on a GLMM framework. Lastly, in Chapter IV, 

we quantify various measures of entropy as a potential method for detecting either groups 

of individuals with differences in the composition of their cell types or cell types with large 

shifts in their transcriptional profiles between groups of individuals. Together, the work 

within this dissertation represents an effort to improve the impact and reproducibility of 

scRNA-seq studies. This work is broadly applicable to all single-cell technologies and has 

considerable implications that improve the analysis of single-cell data in all biological 

contexts. Ultimately, the improved methods will enhance scientific rigor, accelerating and 

economizing science. 

 

Considerations, Challenges, and Future Directions 

As summarized above, this dissertation provides timely and important solutions to 

address pseudoreplication bias in single-cell studies. However, the work within this 

dissertation also highlighted several analytical challenges and posed questions that must be 
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addressed in the future. In this section, we discuss these challenges along with potential 

solutions that should be implemented in the future.  

Throughout this dissertation, we employed the use of mixed-effects models as a 

means of accounting for the within-sample correlation that exists in scRNA-seq data. As 

we demonstrated in Chapter II, mixed-effects models are the most appropriate method for 

accurately computing differential expression analysis within a cell type across groups. 

Mixed-effects models are also consistent estimators and asymptotic16. However, there are 

several challenges associated with the use of mixed-effects models – particularly with 

scRNA-seq data. The first challenge is that mixed effects models are computationally 

expensive17–19. For this reason, simulating hierarchical scRNA-seq data and modeling them 

with GLMM can be time-intensive. Future iterations of the power calculator and simulator 

will need to improve the speed of software by building components in other languages 

(such as C++ via rcpp or Python), and/or by parallelizing code or storing results of a large 

number of scenarios for quick and easy access to the necessary information. Another idea 

for improving the speed of the software is to simply implement aggregation methods to 

approximate power when the numbers of cells per individual are expected to be well-

balanced. Even in situations where this is not expected, a primary step could be 

implemented with aggregation methods to estimate a window of the fold-changes that can 

be detected with the specified power. Subsequently, one would then only have to 

approximate power with mixed-effects models for a window of fold-changes rather than 

across an entire agnostic set of fold-changes – thus, increasing computational speed and 

efficiency.  
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A second challenge associated with the use of mixed-effects models in this 

dissertation is their application to studies with small sample sizes. Although mixed-effects 

models will provide more accurate estimates with small sample sizes than other statistical 

tools (e.g., generalized estimating equations), they will still show moderate inflation in type 

1 error20–24. To this end, some literature suggests a minimum sample size of 30 independent 

experimental units is required20,25,26. Our simulations demonstrate mixed models show 

appropriate type 1 error control at minimum sample sizes of around 10 independent 

experimental units per group (i.e., 20 total)27. Currently, scRNA-seq data is very limited in 

this regard. Very few scRNA-seq datasets, particularly publicly available ones, have more 

than 10 total independent experimental units. This is expected to change in the near future, 

however, as single-cell technologies continue to improve and sequencing costs continue to 

decrease. Already, results from larger datasets are beginning to be published and 

researchers are beginning to submit grant applications with very large proposed sample 

sizes28. As sample sizes increase, mixed-effects models can be reliably applied to scRNA-

seq data. Until then, they should still be applied, but with close attention to detail and 

understanding of the underlying assumptions. As sample sizes grow, it will also be 

important to update some of the assumptions in the simulation engine we implemented in 

this dissertation. For example, the simulation software currently assumes the within-sample 

correlation is fixed from individual to individual. This might not be the case in real data, 

and it would be relatively easy to implement a distribution for the correlation coefficients. 

With larger sample sizes, it will become apparent whether or not this has a meaningful 

impact on sample size estimates. Larger sample sizes will also improve one’s ability to 

estimate the within-sample variance and the distribution of the random effect.  
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A major analytical opportunity and challenge with the analysis of scRNA-seq data 

is the rapid evolution of the technology itself. For scRNA-seq alone, there are now over 20 

different scRNA-seq protocols and methods, each with their own sets of pros and cons3,29. 

Beyond scRNA-seq technologies there are numerous other single-cell technologies and 

some of these are even beginning to capture multiple omics in the same cell (e.g., scATAC-

seq and scRNA-seq both measured in the same cell)3,29,30. Applying multivariate mixed 

models to analyze multi-omic single-cell data is a meaningful extension of this dissertation 

that can and should be pursued in the future. While each of these new technologies present 

incredible novel opportunities, they each generate data that are slightly different. Among 

just the scRNA-seq protocols themselves, the generated datasets can differ significantly 

from one another despite sharing common principles of single-cell isolation, cell lysis, 

transcript capture, complementary DNA (cDNA) conversion and amplification, library 

preparation, and sequencing2. There are multiple methods for transcript quantification in 

scRNA-seq experiments and each protocol differs in its ability to detect and accurately 

quantify gene expression2,31. While the differences in the protocols may be subtle, they 

often lead to very different properties in the final data which require different analytical 

methods. This is challenging because each protocol requires unique transcript 

quantification methods, quality control metrics, normalization techniques, distributional 

assumptions, simulation procedures, and power calculations. These differences make direct 

comparisons across platforms more difficult and underscore the need for robust statistical 

methods (e.g., consistent estimators, hypothesis testing methods with appropriate type 1 

error rate). 
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Until scRNA-seq technologies settle on a standard approach for generating these 

data, the analytical pipelines for these experiments is going to need to be both robust and 

adaptable. For differential expression analysis in scRNA-seq data, we recommend 

generalized linear mixed-effects models (GLMM) primarily because they are consistent 

estimators with mature model diagnostics and they can be employed with random effects 

to account for the within-sample correlation16,17. Another added benefit of using GLMM is 

that they are a more comprehensive collection of linear models and are flexible to a range 

of distributional assumptions17,18 . This will be important as the technology continues to 

progress and the nature of the data continues to change. In this dissertation, we applied a 

two-part hurdle mixed-effects model as well as a Tweedie mixed-effects model to account 

for zero-inflation in the data19,32. If single-cell data do not exhibit zero inflation, then the 

mixed model can be applied using a more appropriate distribution33. The primary type of 

data considered in this dissertation were generated with the Fluidigm-C1 platform – a 

conventional single-cell technology based on the Smart-seq 1 protocol (see Chapter I, Part 

II). In the future, with newer data types, it will be important to consider what distributional 

assumptions are most appropriate for transcript counts. It will also be important to consider 

what distributional assumptions are most appropriate for the random effect term (i.e., the 

random effect for individual may not be Gaussian and GLMM with non-Gaussian random 

effects will one day be common).  

In addition to considering what distributional assumptions should be made for 

differential expression analysis, it will also be extremely important to update the simulation 

engine to reflect the changes in technology. For example, differences in a protocol’s ability 

to detect and accurately quantify gene expression will heavily influence the way zeros are 
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simulated in the data. Currently, a zero-inflation component is independently layered on to 

the data – however, in future iterations, the zero-inflation component may not be 

independent of other parameters, such as mean expression. Other iterations of the 

simulation engine may not require a zero-inflation component at all. Adapting such 

parameters in the simulation engine to reflect changes in technology will be important for 

accurate power calculations and methodological developments. 

Another, but similar, challenge to consider with scRNA-seq data is that there are 

significant differences in the expression patterns across cell types. For example, the zero-

inflation component may be heavily reduced in one cell type over another or the within-

sample correlation may be non-existent in one cell type while it might be very strong in 

another. Accurately reflecting these cell type differences is critical to precise estimation of 

power. Thus, in addition to adapting the simulation engine and power calculator to different 

technologies, it will be important to also adapt these simulation engines to various cell 

types. Currently, our simulation engine and power calculator allow for this by estimating 

parameters from input data – which can be any cell type of interest. However, this is 

problematic because it requires a user to have substantial preliminary data. In addition, 

some cell types behave so differently that the estimated parameters, at times, can be 

nonsensical. Building a more flexible simulation engine for more accurate estimation of 

cell type-specific power will be of critical importance moving forward. One solution may 

be to employ the power calculator together with a cell atlas resource and build default 

simulation settings for each of the different known cell types. Such work would be 

extremely useful once the data is available for it. Users would then be able to select their 

cell type(s) of interest from a list of options rather than having to provide preliminary data.  
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Measures of diversity (e.g., Shannon Index) of collections of cells provides an 

innovative perspective as cells within micro-ecosystems. However, there are several 

limitations associated with these analyses that must be considered in future developments 

of this work. First, we acknowledge that the cell type identification process is still 

somewhat arbitrary. Depending on how one partitions the cells into cell types, this can 

greatly alter the performance of the diversity measures. Therefore, large singe cell atlases 

with standardized definitions of cell types and cell subtypes will be highly important to 

providing accurate measures of diversity at the individual level. It is important to carefully 

consider how to interpret each of the various diversity measures and what they indicate 

when one of the diversity indices is significantly different between groups, but another 

measure is not. There are also a wide range of additional ecological indices that have been 

used to quantify diversity34–36. In addition, there are other interesting ecological 

constructions, such as measures of patchiness and keystones that are worth exploring with 

these data37,38. Other such measures could prove useful in identifying cells or cell types of 

interest when applied in a thoughtful way. A large limitation with applying these diversity 

indices at the cellular level is that diversity measures may not be sensitive to detecting 

changes when they are applied with large numbers of genes. Therefore, limiting the number 

of genes to a more refined set of genes based on prior knowledge or strict filtering 

procedures is critical to utilizing these measures of diversity to detect differences in 

transcription between cell types across groups. One specific way to reduce the number of 

genes used to compute the diversity measure is to apply these diversity indices with a priori 

pathways or biologically related gene sets. Using a pathway-based framework to test for 

differences in the diversity across groups would provide meaningful insights with directly 
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translatable results. Future iterations of this work should strongly consider pathway –based 

diversity measures. 

 It has been argued that all sequencing data is compositional39–42. This has 

significant implications for data generated by single-cell sequencing technologies. More 

specifically, for scRNA-seq data this means that each cell is a composition of mRNA 

counts. Therefore, applying standard statistical methods intended for unconstrained data 

can result in inappropriate and misleading inference43,44. This property and its implications 

must be address in the analysis of scRNA-seq data, including but not limited to tests of 

differential expression. Important questions include: Do scRNA-seq data need to be 

handled as compositional data? If so, what log-ratio transformation is most appropriate to 

use? Do typically applied normalization techniques sufficiently account for the 

compositional nature of scRNA-seq data? How do you handle computing a log-ratio 

transform with data as sparse as scRNA-seq data? How does compositional data analysis 

change when there are thousands of compositional components (i.e., genes) as opposed to 

the tens of components that are typical of other compositions? Finding solutions to these 

questions will have substantial implications for the analysis of scRNA-seq data. 

 Lastly, we re-emphasize that the findings in this dissertation will be widely 

applicable to a wide range of single-cell technologies. Mixed-effects models with a random 

effect for individual will need to be considered for each of the different data types generated 

by single-cell technologies. This includes “multi-modal” data, where multiple omics are 

measured in the same cells3,29,30. Moving forward, these methods and results can and should 

be re-applied and evaluated for each of these different single-cell technologies.  
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Conclusions 

Single-cell RNA-seq data have a hierarchical correlation structure that must be accounted 

for in all single-cell analysis, particularly differential expression analysis. Testing for 

differential expression in single-cell data as if each cell were independent leads to biased 

inference and highly inflated type 1 error. In this work, we demonstrated the rationale for 

utilizing mixed-effects models with a random effect for individual to explicitly model the 

hierarchical structure of single-cell RNA-seq data. In addition, we have provided a first-

of-its-kind software designed to approximate the power for single-cell studies for a 

specified number of individuals (i.e., independent experimental units) and cells per 

individual. As the field continues to expand, and more single-cell datasets are generated, 

the application of mixed-effects models with a random effect for individual to compute 

differential expression analysis will be critical to improving robustness and reproducibility 

in single-cell research. The recognition that individual cells exist within a micro-

environment or micro-ecosystem provides the opportunity to leverage well-established 

ecological concepts such as measures of diversity to more deeply understand the 

interdependences among the molecular processes of life. When appropriately analyzed, 

single-cell experiments have the potential to fundamentally shift our understanding of 

cellular interaction and cellular biology.  
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ABSTRACT 

Objectives  

Gullah African Americans are descendants of formerly enslaved Africans living in the Sea 

Islands along the coast of the southeastern U.S., from North Carolina to Florida. Their 

relatively high numbers and geographic isolation were conducive to the development and 

preservation of a unique culture that retains deep African features. Although historical 

evidence supports a West and Central African ancestry for the Gullah, linguistic and 

cultural evidence of a connection to Sierra Leone has led to the suggestion of this 

country/region as the ancestral home. This study sought to elucidate the genetic structure 

and ancestry of the Gullah. 

Materials and Methods 

We leveraged whole-genome genotype data from the Gullah, African Americans from 

Jackson, Mississippi, Sierra Leone Africans, and population reference panels from Africa 

and Europe, to infer population structure, ancestry proportions, and global estimates of 

admixture. 

Results 

Relative to southeastern non-Gullah African Americans, the Gullah exhibit higher mean 

African ancestry and lower European admixture, a similarly small Native American 

contribution, and stronger male-biased European admixture. We also find evidence for a 

potentially tighter bottleneck that may have occurred in the Gullah. The Gullah also share 

a demographic history with non-Gullah African Americans, albeit one shaped by their 
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relative isolation and distinct cultural practices. Our data further demonstrate that the 

Gullah are genetic related to many West African populations rather than only those from 

Sierra Leone. 

Discussion  

This study confirms that subtle differences in African American population structure exist 

at finer regional levels. Such observations can help to inform medical genetics research in 

African Americans, and guide the interpretation of genetic data used by African Americans 

seeking to explore ancestral identities. 
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Research Highlights 

 Using genomic data, we show that the Gullah have lower European and higher West 

African genomic background compared to non-Gullah African Americans, 

confirming their diverse African ancestry and rejecting a model that asserts a 

predominant Sierra Leone origin.  

 Our data reveal a largely shared demographic history with non-Gullah African 

Americans, but also subtle differences related to high African genetic ancestry due 

to isolation in the Sea Islands, and lower genetic contribution from European males. 
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INTRODUCTION 

 Knowledge about the genetic background of a population, including regional 

differences in ancestry, structure, and variation, is not only critical for medical and 

population genetic studies (Moreno-Estrada et al., 2014), but can also illuminate questions 

of social and cultural relevance. Multiple studies show wide variability in the levels of 

African ancestry in African American individuals in the United States (U.S.) at both state 

and regional levels (Baharian et al., 2016; Bryc, Durand, Macpherson, Reich, & Mountain, 

2015; Dai et al., 2020; Han et al., 2017; Mathias et al., 2016; Micheletti et al., 2020; Patin 

et al., 2017). This variation in African ancestry underscores the importance of properly 

accounting for ancestry in historical and biomedical studies of diasporic populations 

(Reiner et al., 2005; Shriner, Tekola-Ayele, Adeyemo, & Rotimi, 2014). 

 While regional patterns in ancestry proportions in African Americans in the U.S. 

are broadly understood, fine-scale characterization of the ancestral diversity of discrete 

groups is lacking. In addition, as a result of the trans-Atlantic slave trade, African 

Americans were robbed of their African heritage and left with limited information about 

ancestors and homelands (Rotimi, 2003). The longing for identity and belonging leads 

many African Americans to actively draw together and evaluate various sources of 

genealogical information (historical, social and genetic) in order to weave together ancestry 

narratives (Nelson, 2008). Elucidating the African ancestries of African Americans can 

enrich the lives of African Americans by helping them to enrich a sense of identity, make 
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connections to ancestral homelands, and ultimately foster reconciliation in the wake of 

emancipation (Nelson, 2016). 

The Gullah are a culturally distinctive group of African Americans from the coastal Sea 

Islands of North Carolina, South Carolina, Georgia, and Florida. On many plantations of 

the coastal Sea Islands, Africans vastly outnumbered Europeans. Relative isolation fostered 

the development of a unique culture in which many African influences were preserved, 

including language, folktales, religious beliefs, food preferences, music, dance, arts, and 

crafts (Jackson et al., 2005; Parra et al., 1998). 

 Marked by unique intonation and rhythm as well as syntax and lexicon, the Gullah 

language is hardly intelligible to the outsider, and remains the most characteristic feature 

of the sea islanders. The origin of this unique Creole language, like the origin of the Gullah 

people, is still debated. One hypothesis proposes that they descend from Krio ancestors 

originating in Sierra Leone (Hancock, 1969; Opala, 1987), a view supported by the fact 

that contemporary sea islanders can understand the Krio of Sierra Leone and vice versa. 

This striking linguistic resemblance, coupled with multiple cultural links (e.g., rice growing 

techniques, quilts, songs, stories), has led to a commonly held folk history that the Gullah 

are descendants of enslaved Africans from the African Rice Coast (Opala, 1987), the 

traditional rice-growing region stretching south from Senegal to Sierra Leone and Liberia 

(Supporting Figure S1). 

 However, several historical accounts support a diverse African ancestry of the 

Gullah (Brady, 1972; Nash, 2010; Pollitzer, 1999). The recorded legal slave trade into 

Charleston, South Carolina, documents approximately 39% of enslaved Africans as 
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originating from West Central Africa (present day Angola, Congo, and part of Gabon), 

20% from Senegambia (present day Senegal and Gambia), 17% from the Windward Coast 

(present day Ivory Coast and Liberia), 13% from the Gold Coast (present day Ghana), 6% 

from Sierra Leone (present day Sierra Leone and Guinea), and 5% from the Bights of Benin 

and Biafra (Togo, Benin, Nigeria, Cameroon, and part of Gabon) (Supporting Figure S1) 

(Pollitzer, 1999). In addition to cultural links (e.g., religious beliefs, arts and crafts), words 

and syntax support a larger role of West-Central Africa, the Gold Coast, and adjacent 

Nigeria in forming the Gullah language (Cassidy, 1980). While it has been proposed that 

the Congo-Angola area had an early cultural dominance with artifacts, lexicon and beliefs, 

the complexities of the Bantu grammar probably prevented its adoption in the Sea Islands. 

Senegambia, Sierra Leone, and the Windward Coast down through the Bight of Biafra 

contributed most in the latter half of the 18th century, when half of all slaves imported into 

Charleston arrived, adding more words, grammar, and even whole stories (Pollitzer, 1999). 

Thus, it is likely that, instead of Gullah deriving directly from Krio, both languages share 

a close common origin (Pollitzer, 1999). 

 In this context, it is currently unknown how significant of a genetic trace that Sierra 

Leone ancestors might have left in present-day Gullah African Americans. Early genetic 

studies of autosomal, mtDNA, and Y-chromosome markers, indicated that the Gullah had 

high African ancestry (Parra et al., 2001; Parra et al., 1998) and a lower genetic distance to 

populations from Sierra Leone compared with African Americans from urban areas 

(McLean et al., 2005; McLean et al., 2003). Sierra Leone officially has sixteen ethnic 

groups, each with its own language and customs. The largest native ethnic groups include 

the Temne (35%) in northern Sierra Leone and areas around the capital, who arrived during 
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the 11th and 12th centuries upon the fall of the Jalunkandu Empire in present day Republic 

of Guinea (Central Intelligence Agency, 2016; Christopher Fyfe, 1979; World Population 

Review, 2019). The Mende (31%), who live mostly in the Southeast and the Kono District, 

originated in a region near western Sudan, but migrated from the inland to the coast 

between the 2nd and 16th centuries to trade woven cloths for salt (Central Intelligence 

Agency, 2016; Christopher Fyfe, 1979; World Population Review, 2019). The Limba (8%) 

are native to the savannah-woodland region in northern Sierra Leone (Central Intelligence 

Agency, 2016; Christopher Fyfe, 1979; World Population Review, 2019). By contrast, the 

Fula (7%) are descendants of Fulani migrant from Guinea who settled in Sierra Leone 

during the 17th and 18th centuries (Central Intelligence Agency, 2016; Christopher Fyfe, 

1979; World Population Review, 2019). Likewise, the Kono (5%) and the Mandingo (2%) 

are descendants from Guinea migrants (World Population Review, 2019) (Supporting 

Figure S2). 

 The Creole (2%) are descendants of freed African slaves from America who settled 

in Sierra Leone after 1787, and as such have multiple African origins (Christopher Fyfe, 

1979). Following the American Revolutionary War (or War of Independence, 1775–1783), 

the British government freed Africans who served in the British armed forces and resettled 

them in Granville Town, the predecessor of Freetown and the present capital of Sierra 

Leone. Maroons, runaway enslaved Africans from the West Indies who formed 

independent settlements on different islands, were also resettled in Freetown, as were over 

50,000 “recaptives” brought there by the British navy (C. Fyfe, Sesay, & Nicol, 2019). The 

subsequent generations born in Sierra Leone were called Krio, Kriole, or Creole. In 

addition, individuals from other Sierra Leone ethnic groups joined the Creole communities, 
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thereby promoting a fusion of African and Western cultures (Dixon-Fyle & Cole, 2006). 

The Krio language unites the different ethnic groups for trade and interactions with each 

other (Oyètádé & Fashole-Luke, 2008). The present national boundary was only fixed in 

1896, prior to which people moved freely through the coastal country, making their own 

settlements, and fixing their own boundaries between themselves and their neighbors 

(Christopher Fyfe, 1979). 

 This study sought to elucidate the population structure of the Gullah and their 

relationship to contemporary Sierra Leone ethnic groups and other West African 

populations using genome-wide genotype data. African Americans from the Jackson Heart 

Study (JHS) (Musunuru et al., 2010; Taylor et al., 2005) recruited in Jackson, Mississippi, 

were also included to provide a comparison with a less geographically isolated, but 

regionally close, Southeastern U.S. African American sample. The results of this analysis 

support the multi-African ancestry and reduced European admixture of the Gullah 

compared to other U.S. African American populations. These results are consistent with 

historical data (Pollitzer, 1999), which indicate that the Gullah are a mixture of numerous 

people from different genetic, ethnic, and linguistic currents who formed their own culture 

and language. Identifying the diverse people who played a role in shaping the Gullah has 

implications for all African Americans, and for the legacy of the African diaspora 

everywhere (Pollitzer, 1999). 

 

SUBJECTS AND METHODS 
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 The participants and methods employed in this study are described in greater detail 

in Supporting Information Subjects and Methods. 

 

 

Community engagement 

 This study was conducted with the approval and cooperation of the Sea Island 

Families Project (SIFP) Citizen Advisory Committee, representing a generative partnership 

between academic researchers and Gullah African Americans in rural South Carolina 

(Spruill et al., 2013). 

 

Sample collection and SNP data generation 

 Self-identified Gullah African American subjects and their parents were born and 

raised in the Sea Islands region of South Carolina (along the coastal border and 30 miles 

inland). After obtaining informed consent, 5 mL blood samples were drawn from all 

participants, and DNA was extracted from them using a standardized DNA isolation kit 

(Gentra Systems, Minneapolis, MN). Sample collection and processing for the African 

American subjects from the Jackson Heart Study (JHS) (Musunuru et al., 2010; Taylor et 

al., 2005), Sierra Leone (Jackson et al., 2005), and Native American Mixtec subjects 

(Raghavan et al., 2015) have been previously described. DNAs from the Gullah and Sierra 

Leone African subjects were genotyped using the Affymetrix Genome-Wide Human SNP 

Array 6.0. After quality control (QC) procedures, 883 unrelated Gullah African Americans, 
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381 unrelated Sierra Leone Africans, 7 Mixtecs, and 1,322 unrelated JHS African 

Americans were retained for analyses (Supporting Table SI). We also included 125 HGDP 

(Li et al., 2008) and 386 HapMap III (release 3) (Altshuler et al., 2010)  individuals. The 

geographic distribution and linguistic affiliation of the African populations used in this 

study are shown in Supporting Table SII and Figure 1A. 

 

Data merging and SNP trimming 

 PLINK v1.9 (Chang et al., 2015) was used to combine our Affymetrix 6.0 data and 

the HapMap III and HGDP data. After merging samples, 136,878 common variant SNPs 

met QC thresholds. For methods that required a set of linkage disequilibrium (LD)-pruned 

SNPs (see below), we further removed SNPs with an r2 > 0.1, leaving 64,303 SNPs for 

analysis. For more specific analyses, such as the IBD and IBDNe analyses, identical 

merging and filtering methods were used to combine the Affymetrix 6.0 data with the 

HapMap III data. This step resulted in a combined set of 579,854 filtered (but not pruned) 

SNPs for the Gullah and 615,569 for the non-Gullah (JHS) African Americans. For the 

qpAdm analyses, the Gullah and JHS data were combined with the HapMap III data and 

the Mixtec samples. This dataset consisted of 544,517 filtered (but not pruned) SNPs.  

 

Principal component analysis for inference of population structure 
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 Principal component analysis (PCA) as implemented in EIGENSOFT v6.0.1 

(Patterson, Price, & Reich, 2006) was computed using the set of LD-pruned 64,303 SNPs 

described above. 

 

Global estimates of admixture 

 Unsupervised clustering as implemented in ADMIXTURE v1.3.0 (Alexander, 

Novembre, & Lange, 2009)  was used to estimate global genetic ancestry of the European, 

African, and African American individuals, assuming 2 through 8 ancestral genetic clusters 

(k=2 through k=8) to determine the optimal number of ancestral reference groups. Five 

clusters (i.e., k=5) gave the lowest cross-validation error (Supporting Figure S3). To help 

order the populations according to their genetic similarities, we used an average linkage 

hierarchical cluster analysis based on the means of each of the five ancestral populations 

computed by ADMIXTURE and inter-population similarity matrix of Euclidean distances. 

The results are presented in a dendrogram (Supporting Figure S4). 

 

Inference of ancestry proportions 

 To estimate ancestry proportions on autosomes and the X-chromosome for both the 

Gullah and non-Gullah (JHS) African-Americans, we used qpAdm (Haak et al., 2015). The 

HapMap LWK, MKK, CHB, JPT, GIH, and TSI populations were used as outgroups, and 

CEU, YRI, and Mixtecs (Raghavan et al., 2015) were used as proxies for source 

populations for European, African, and Native American ancestry, respectively. 



 

 

241 
 

 

Detection of genomic segments shared identical-by-descent (IBD) between African 

American groups and estimation of effective population sizes 

 We used GERMLINE v1.5.1 (Gusev et al., 2009) to infer IBD tracts of length 18 

cM or longer that were shared between Gullah and non-Gullah (JHS) African American 

individuals. Ancestry-specific IBDNe (Browning et al., 2018) was used to estimate the 

effective population size for recent generations within each African American subgroup.  

 

Genetic diversity and population differentiation 

 Heterozygosity (HET) and inbreeding coefficients (F) were calculated using 

genotypic data on 273 healthy Gullah African Americans and 381 Sierra Leone individuals. 

Using genotype data from healthy Gullah, JHS African Americans, Sierra Leone, YRI and 

CEU samples, we computed the Weir and Cockerham’s (1984) FST (Weir & Cockerham, 

1984) as implemented in VCFtools v0.1.13 (Danecek et al., 2011). 

 

RESULTS AND DISCUSSION 

Genetic structure of Sierra Leone Africans 

 Given the general folk belief that Sierra Leone was the ancestral source of most 

Gullah African Americans, we first sought to characterize the population structure of 

African ethnic groups from this region. We combined genotype data from Sierra Leone 

Africans with Africans from the HGDP and HapMap III studies (Supporting Table SI), and 
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inferred patterns of population structure and individual ancestry by principal component 

analysis (PCA) (Figure 1) and ADMIXTURE (Alexander et al., 2009) (Figure 2). 

Consistent with previous reports (see the review by Gomez, Hirbo, & Tishkoff, 2014), PCA 

distinguished geographic and linguistic African subpopulations, separating a combination 

of geographic groups and speakers of the four major language families (Afro-Asiatic, Nilo-

Saharan, Niger-Kordofanian, and Khoisan) (Supporting Table SII). 

 As shown in Figure 1A, the first principal component (PC1) differentiated the 

Mozabites of North Africa from all other African populations. A few Mozabite and Sierra 

Leone individuals formed a geographical gradient, reflecting different levels of African 

and West-Eurasian-related admixture (Supporting Figure S5) (Henn et al., 2012). A slight 

partitioning of the East African groups also occurred, with the Maasai (Kenya) being 

separated from the Luhya (Kenya). PC2 further separated four main groups, with West 

Africans forming one cluster and the East African groups clustering together (Luhya and 

Maasai). The Biaka rainforest hunter-gatherers (Central African Republic) formed an 

individual cluster, and the Mbuti rainforest hunter-gatherers (Democratic Republic of the 

Congo) and San (Namibia) formed a more distant cluster. The relationship between 

population structure and geographic and linguistic factors is supported by the results from 

the global ancestry estimates (Figure 2 and Supporting Figure S4). ADMIXTURE 

(Alexander et al., 2009) (Figure 2) showed the highest West African-associated ancestry 

in the Mandenka of Senegal and Sierra Leone ethnic groups (red), the highest East African-

associated ancestry in the Maasai and Luhya (yellow), and the highest Central and South 

African-associated ancestry in the Mbuti and San, respectively (orange). 
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 PCA was applied to data from Sierra Leone ethnic groups to further discriminate 

any potential clusters of genetic variation within the region (Figure 1B). Our results showed 

that the most populous ethnic groups (Mende and Temne) form relatively different, but 

overlapping clusters. The Limba clustered among the Temne, which was unexpected given 

their distinct, unrelated language, and an early analysis of mtDNA genetic diversity 

purporting that the Limba could be distinguished from the Mende, Temne, and Loko groups 

(Jackson et al., 2005). The Limba are indigenous to Sierra Leone, and their dialects are 

largely unrelated to the other languages in the region. The Krio or Creole formed a 

relatively distinct cluster along PC2. This pattern of population structure was broadly 

consistent with individual ancestry estimates (Figure 2 and Supporting Figure S4), where 

the Temne and Mende showed similar ancestry proportions, and the Creole appeared more 

variable in their African ancestry than other groups (Figure 2 and Supporting Figure S4). 

The Creole were also slightly more similar to the Yoruba, while other Sierra Leone ethnic 

groups showed more genetic similarity to the Mandenka (Figure 3 and Supporting Figure 

S4).  

 The genetic composition of the Creole was intermediate between that of other 

Sierra Leone ethnic groups and the Yoruba, with ancestral diversity similar to that of the 

Gullah African Americans. This finding suggested that they were likely the descendants of 

individuals from various parts of Africa, including Sierra Leone and beyond, as well as 

African descended individuals with European admixture. This finding is also consistent 

with their demographic history, which suggests the Creole descended from freed enslaved 

Africans (Christopher Fyfe, 1979; C. Fyfe et al., 2019) who mixed with other ethnic groups 

(Dixon-Fyle & Cole, 2006). In summary, analysis of the African samples in this study 
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showed that, despite the similarity among African Rice Coast populations (Mandenka and 

Sierra Leone ethnic groups), most of the recognized ethnic groups exhibit considerable 

genetic diversity. 

African ancestry estimates of Gullah African Americans 

 To characterize the global patterns of ancestry and population structure of Gullah 

African Americans, we used qpAdm (Haak et al., 2015; Patterson et al., 2012), 

ADMIXTURE (Alexander et al., 2009), and PCA, with data from Gullah living in South 

Carolina, and for comparison with a regionally close group, from non-Gullah Southeast 

African Americans from the Jackson Heart Study (JHS). This analysis confirmed previous 

genetic reports of autosomal, mtDNA, and Y-chromosome markers, i.e,, that Gullah 

African Americans had lower European admixture and higher African ancestry than other 

African American populations in the USA (McLean et al., 2005; McLean et al., 2003; Parra 

et al., 2001; Parra et al., 1998). The higher average proportion of African ancestry in the 

Gullah was evident from autosomal global ancestry inference from qpAdm (Haak et al., 

2015; Patterson et al., 2012), with the average African contribution to the Gullah African 

Americans being 90.7% compared with 82.2% in JHS African Americans (Table I). 

Among studies of African ancestry in different U.S. regions (Baharian et al., 2016; Bryc et 

al., 2015; Dai et al., 2020; Mathias et al., 2016; Micheletti et al., 2020; Patin et al., 2017), 

high ancestry proportions seen in the Gullah (89% in Florida and 88% in South Carolina) 

were nearly matched in a U.S. cohort of African Americans sampled within rural Southeast 

U.S. (Baharian et al., 2016). Thus, the Gullah show the highest average African ancestry 

proportion of any U.S. African American group studied to date. 
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 In parallel with the higher average African ancestry, the European ancestry estimate 

in the Gullah was the lowest reported for African Americans in the U.S., while that for the 

JHS African Americans was similar to estimates in other groups (e.g., as low as 14% and 

15%) (Baharian et al., 2016; Bryc et al., 2015; Mathias et al., 2016) (Table I). Consistent 

with the ancestry estimates, genome-wide admixture analyses showed that, despite the 

highly variable levels of European and West African ancestry in all African American 

groups, the Gullah had a lower average level of European admixture than JHS African 

Americans (Figure 2). The lower European contribution in the Gullah corroborates known 

differences in ancestry proportions among African Americans in different U.S. states 

(Baharian et al., 2016; Bryc et al., 2015; Dai et al., 2020; Mathias et al., 2016; Micheletti 

et al., 2020; Patin et al., 2017), and confirms that subtle differences in African American 

population structure can exist at finer regional levels. 

 The higher mean level of African ancestry in the Gullah is likely the result of the 

historically higher proportion of African Americans living in the Sea Islands of South 

Carolina since the early 1700s. African descendants comprised the majority of the 

population of South Carolina until the Great Migration to northern industrial cities in 1910 

(Rogers & Taylor, 1994). As the demand for enslaved Africans to work in the rice fields, 

and later in the cultivation of indigo and cotton, was very high through the 18th century and 

into the 19th century, there was a large influx of Africans into South Carolina and Georgia 

since the beginning of the colonies (Parra et al., 2001). In the first federal census of 1790, 

enslaved Africans comprised 18% of the nation’s total population, but ranged from 47–

93% in several coastal areas of South Carolina, including the port of Charleston, the center 

of American slavery (Parra et al., 2001). During that time, the Beaufort and Charleston 
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Districts had 76% enslaved Africans, and the parish that included the Sea Islands was 

comprised of 93% enslaved African (G.M. Fredrickson, 1981). Additionally, in the Sea 

Islands, all of the plantation owners who could leave the plantations from late May to late 

June would do so to avoid risk of contracting malaria. The absence of planters during this 

period gave the African descended individuals more autonomy in developing their own 

culture (Pollitzer, 1999). 

 Later, in 1860, when the enslaved African population in the US declined to 13%, 

that of South Carolina had risen to 57%. The approximately equal number of male and 

female slaves in these districts by 1810 suggests that the increase was due to reproduction 

of local populations rather than the importation of individuals from Africa. The increase in 

the number of Africans, their concentration in rural areas, the severity of slave codes, and 

the social alienation of Africans from Europeans, produced isolation and a bond of 

brotherhood among the 18th century Gullah people. These conditions provided an ideal 

context for creolization and the development of distinctive cultural attributes that continued 

into the 19th century and beyond (Pollitzer, 1999). 

 We also investigated whether the higher mean level of African ancestry in the 

Gullah could be a direct effect of a potentially higher proportion of African Americans 

currently living in this region. Currently, in its area of residence, the Gullah community 

sampled for this study encompasses 25-49% of the population (United States Census 

Bureau, 2011), which is similar to the proportion of African Americans in the tri-county 

area sampled for the Jackson Heart Study (United States Census Bureau, 2011). The 

slightly higher proportion of African Americans in Mississippi (37% vs. 28% in South 

Carolina) (United States Census Bureau, 2011) suggests that the reported differences in 
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population structure were not simply the result of current differential population 

proportions. Given the similar proportions of African Americans living in the Mississippi 

and South Carolina counties sampled for this study, the higher mean level of African 

ancestry in the Gullah is not likely an effect of the current population proportions, but rather 

reflects the historically higher proportion of African Americans living in the Sea Islands of 

South Carolina since the early 1700s until the mid 1900s. 

 Finally, since African Americans living in rural areas have a higher average African 

ancestry than those living in urban areas (Baharian et al., 2016), we further considered the 

effects of sampling on ancestry proportions. The Gullah are an intrinsically rural 

community, while JHS participants represent urban dwellers. Baharian et al., (2016) report 

that, for both African Americans sampled only in rural, or in both urban and rural regions, 

the average African ancestry proportions are higher in South Carolina than in Mississippi. 

The proportion of African ancestry in JHS (82%) is similar to that observed in their urban 

and rural samples from Mississippi (83%), while the proportion of African ancestry in 

Gullah (91%) is slightly higher than that in their rural samples from South Carolina (88%). 

We thus infer the higher mean level of African ancestry in the Gullah is not an effect of 

their rural sampling, but instead arose because of historical sociocultural factors. 

 

Native American ancestry estimates in Gullah African Americans 

 Consistent with early mtDNA and Y-chromosome studies of Gullah African 

Americans (Parra et al., 2001), we found a small Native American contribution to the 

African American groups sampled for our study. We observed that the Gullah and JHS 
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African Americans had slightly higher Native American ancestry than (~1.3-1.4%) had 

been reported in most African American groups in the U.S. (Baharian et al., 2016; Bryc et 

al., 2015; Dai et al., 2020; Mathias et al., 2016; Micheletti et al., 2020). This discrepancy 

may reflect the fact that previous studies have often used clustering methods like 

ADMIXTURE for estimating Native American ancestry proportions which are expected 

to give underestimates when the proxy population used for Native American ancestry 

(typically Mesoamerican) is highly genetically drifted from the true source population 

(Southeastern U.S. Native American). In contrast, the qpAdm ancestry estimation 

procedure explicitly accounts for genetic drift between the source population and the proxy 

population and produces an unbiased estimate. In the U.S., only African Americans living 

in the Southwest U.S. (ASW) from the 1000 Genomes Project had higher Native American 

ancestry (3.1%) (Martin et al., 2017). 

 This level of Native American ancestry is consistent with historical records about 

the Native American slave trade (Gallay, 2010; Pollitzer, 1999). In the early days of the 

American colonies, marriages were permitted between Europeans, Africans, and Native 

Americans (Pollitzer, 1999). Despite a 1671 law forbidding Native American slavery, 

Native Americans were publicly sold as slaves in Charleston, and their enslavement by 

colonists was common until the African slave trade accelerated in the 18th century. In fact, 

from 1670 to 1720, more Native Americans were shipped out of Charleston than Africans 

were imported (Gallay, 2010). After the Yamasee War (1715-17), Native American 

populations (Yamasee, Ochese, Waxhaw, Santee) declined in South Carolina, and most of 

the remaining Native American slaves were apparently absorbed into the African 

community (Pollitzer, 1999). The offspring of Africans and Native Americans were called 
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mustizoes or mustees, in contrast to the mulattoes resulting from the union of Africans and 

Europeans. 

 From the 1730s through the 1780s, newspaper ads proclaimed that 2,424 slaves had 

run away from their masters in South Carolina. Skin color, as noted in 27% of the ads, 

revealed that a surprising 37% of runaways were light, yellow, or mulatto in appearance, 

and 19% of them were said to be mustees (Pollitzer, 1999). Cultural influences of Native 

Americans on the Gullah are reflected in crafts, colono-ware, boat building techniques, or 

the decoctions of healing herbs used to cope with illness (Pollitzer, 1999). Further support 

for Native American admixture in the South comes from the several socially distinct 

communities with European, African, and American Indian ancestry that have persisted to 

the present day (e.g., Brass Ankles and Turks in South Carolina). In summary, historical, 

ethnographic, and mtDNA and Y-chromosome data support a Native American 

contribution to the Gullah (Gallay, 2002, 2010; Parra et al., 2001; Pollitzer, 1999), which 

we confirm with our genome-wide data. 

 

Sex-biased admixture in Gullah African Americans 

 We found evidence for patterns of sex-biased gene flow in the Gullah (Table I), 

consistent with the reported higher male European and female African contributions in 

other U.S. African Americans (Baharian et al., 2016; Bryc et al., 2015; Dai et al., 2020; 

Mathias et al., 2016; Micheletti et al., 2020; Patin et al., 2017), as well as previous work 

with the Gullah (Parra et al., 2001). The significant decrease in European ancestry on the 

X-chromosome implies a male European ancestry bias. This finding is consistent with the 
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rape and/or coerced sexual interactions that occurred between European males and African 

females (Kennedy, 2003; Lind et al., 2007), as well as an overrepresentation of males 

among African slaves brought to North America (about 70%) (Davis, 2001; Eltis & 

Richardson, 2010; George M. Fredrickson, 1981; Painter, 2006) (e.g., see Trans-Atlantic 

Slave Trade Database website). Notably, our results show that Gullah and JHS African 

Americans have differing degrees of sex-biased ancestry contributions, with the Gullah 

exhibiting a greater male-biased European contribution (Table I).  

 As recently reported (Micheletti et al., 2020), the extent of this sex bias toward 

European male and African female genetic contributions is known to vary across the 

Americas due to regional differences in slavery practices. Despite the lack of direct 

ethnographic records on mating patterns for the Gullah, indirect historical evidence of their 

isolation is consistent with their larger proportion of male-biased European admixture. The 

paucity of Europeans and high proportion of enslaved Africans living in relative isolation 

in the Sea Islands may have limited the overall gene flow between Europeans and the 

Gullah, while at the same time restricting the gene flow to more asymmetric mating 

practices between European males and African females (Kennedy, 2003; Lind et al., 2007). 

 

African ancestry of Gullah African Americans 

 We next tried to elucidate whether the genetic data supported a postulated Sierra 

Leone (Opala, 1987) or diverse African ancestry (Pollitzer, 1999) for the Gullah. Ancestry 

estimates (Figure 2) suggested that, relative to JHS African Americans, the Gullah had 

comparable Yoruba ancestry, and higher ancestry from the African Rice Coast (from 
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Senegal down to Liberia). As shown in Figure 3, a gradient in the clustering of the Gullah 

and non-Gullah African Americans indicated the Gullah’s relative proximity to the Sierra 

Leone (especially Creole) and Mandenka samples, while non-Gullah African Americans’ 

appeared closer to the Yoruba (Figure 3). A quadratic model fit to the regression lines on 

PC1 and PC2 for the Gullah and non-Gullah African American groups revealed different 

slopes for each African American group with a significant interaction term (p = 2.2x10-16) 

(Figure 3). Thus, although not forming individual clusters, the Gullah and non-Gullah 

samples were distributed along a gradient in this PCA. 

 Close relatives are expected to share large identical-by-descent (IBD) segments, 

which can then be used to model recent ancestry and elucidate population-level relatedness. 

Analysis of the mean number of shared IBD segments between pairs of Gullah and non-

Gullah (JHS) African American individuals confirmed that, relative to Southeast non-

Gullah African Americans, Gullah individuals had a lower mean number of shared 

European segments and a higher number of shared African segments, including a slightly 

higher proportion of segments of Mandenka ancestry (Supporting Figure S6). 

Furthermore, the fixation index (FST) estimates (Weir & Cockerham, 1984) computed to 

quantify the genetic differentiation between populations, were smaller between the Gullah 

and the Yoruba and Sierra Leone populations than between the JHS African Americans 

and these same African populations (Supporting Table SIII). The closeness to African 

populations parallels the higher African ancestry of the Gullah relative to the JHS African 

Americans. For both Gullah and non-Gullah African Americans, FST estimates for either 

Sierra Leone or Yoruba were similar, confirming the similar closeness of each African 

American group to both African populations. Collectively, these data support the closeness 
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of the Gullah to putative ancestral African populations and the view that the Gullah are not 

direct and exclusive descendants of populations from Sierra Leone. Instead, as postulated 

by Pollitzer (Pollitzer, 1999), the Gullah share a common ancestry with numerous 

populations from Sierra Leone and other regions of West Africa. 

 These results are consistent with the recently reported genetic ancestries of African 

Americans from the Southeast U.S. (Micheletti et al., 2020). In this large and representative 

cohort, Micheletti and colleagues found that Southeast African Americans had the highest 

African ancestry from Nigeria (26-30%), followed by Coastal West Africa (Sierra Leone 

and the Windward Coast, (~18%), West Central Africa (~8%), and Senegambia (~7%). 

There are obvious discordances with the proportions of Africans that arrived in Charleston 

through the legal slave trade, who were mostly from West Central Africa (~39%), the 

Windward Coast and Sierra Leone (~23%), and Senegambia (~20%), and only ~5% from 

the Bights of Benin and Biafra (Pollitzer, 1999). As summarized, the overrepresentation of 

Nigerian ancestry can be explained by the trade of enslaved people from the British 

Caribbean (Micheletti et al., 2020), and the ethnic composition of Africans imported into 

the British West Indies indicating source areas in the Gold Coast and the Bights of Benin 

and Biafra (Pollitzer, 1999). On the other hand, the underrepresentation of Senegambian 

ancestry can be explained by accounts of early trading and high mortality from this region 

(Micheletti et al., 2020). 

 

Effects of geographic isolation on Gullah African Americans 
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 Since the Gullah have remained a relatively isolated group over the past few 

centuries, we sought to determine whether this isolation has affected the genetic structure 

of their populations. Hallmarks of isolated populations include increased frequencies of 

recessive disorders, reduced genetic diversity, and higher identity-by-descent (IBD) as the 

result of founder events and population bottlenecks. There are no reports of the increased 

frequency of any recessive disorders in the Gullah that would support the occurrence of 

founder events. We first compared the genetic diversity of the Gullah and Sierra Leone 

populations by measuring mean heterozygosity and inbreeding coefficients. We observed 

very similar, though slightly lower level of heterozygosity (P=2.72x10-3) (Table II and 

Supporting Table SIV) and higher inbreeding coefficient (P= 8.78x10-3) (Table II and 

Supporting Table SV, Figure S7), in Gullah compared with Sierra Leone individuals. The 

similarity in heterozygosity noted in Gullah and Sierra Leone individuals, despite the 

Gullah’s lower admixture with European individuals, might be the effect of a bottleneck in 

the Gullah, or instead reflect Sierra Leone’s distinct ancestry and larger population size. 

 A comparison of the different proportions of IBD segments shared in the Gullah 

and the JHS African Americans showed a lower mean number of shared European 

segments and a higher number of shared African segments in the Gullah (Supporting Figure 

S6). This increased number of long founding African haplotypes in the Gullah supports 

their increased proximity to West African populations, and is consistent with their relative 

geographic isolation (Pollitzer, 1999). We then used IBDNe, a method based on IBD, to 

predict the African ancestry-specific effective population size histories for the African 

American samples over recent generations (Browning et al., 2018) (Figure 4). The 

estimated effective population sizes, based only on the African ancestry-associated IBD 
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segments, in African American groups were mostly similar to each other (Figure 4). This 

result suggested historical mixing within the larger African ancestry population that 

encompasses these groups, causing the two Southeast African American groups to have a 

shared demographic history. 

 This analysis further revealed a bottleneck event 13 generations ago for both groups 

(Figure 4), an estimate consistent with the turn of the 18th century. We infer that these 

bottlenecks mostly resulted from migration and death during the enslavement process. At 

the same time, these data also support somewhat different demographic histories for the 

two populations. Based on the African ancestry-associated IBD segments, Gullah have a 

slightly tighter bottleneck and lower estimated current effective size than JHS, a finding 

that is consistent with the higher number of long African segments of IBD among Gullah 

than JHS (Supporting Figure S6). Southeastern non-Gullah African Americans might 

therefore have a more diverse geographical origin on average than the Gullah, leading to 

the larger current estimated effective population size. Collectively, these results are 

consistent with the relative isolation of the Gullah. 

 

CONCLUSION 

 Our study helps clarify the debated ancestry of Gullah African Americans. We 

confirmed their higher African, lower European, and small Native American ancestries, as 

well as a larger proportion of male-biased European admixture. We show that the Gullah 

have a diverse African ancestry, with increased proximity to West African populations than 

Southeastern non-Gullah African Americans. We found genomic evidence for a slightly 
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tighter bottleneck in the Gullah consistent with a founder event(s) upon importation to the 

U.S. These findings are consistent with historical, cultural, and anthropological evidence 

indicating that their relative geographical isolation and strong community life allowed the 

Gullah to preserve many aspects of their African cultural heritage (Pollitzer, 1999). 

Although the subtle genetic differences relative to Southeastern non-Gullah African 

Americans support somewhat different demographic histories, these results also reveal 

largely shared common ancestries. As such, our data shows that the Gullah are not a 

genetically distinct group per se, but rather a culturally distinct group of African Americans 

with subtle variation in its genetic structure. 

 Broadly, this study shows that subtle differences in genetic structure and ancestry 

exist. These differences can have important implications for precision medicine, and 

further reveal the crucial need to include more ancestrally diverse individuals in medical 

genomic studies (Dai et al., 2020). Only a comprehensive understanding of the genetic 

architecture of these populations can ensure that they are not omitted from developments 

in new genetic technologies and clinical advancements, ultimately contributing to the 

closure of the health disparities gap as healthcare moves towards precision medicine. 

Finally, this study is important for Gullah and non-Gullah African Americans who were 

stripped of ancestral identities by the slave trade. Combined with socio-historical resources, 

this research can help to recover ancestral histories, and contribute to their new collective 

identities and ties to ancestral homelands, ultimately paving the road towards transforming 

lives and possibly reconciliation (Nelson, 2016). 
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Figure 1. Principal component analysis of all African samples. 

Principal component analysis (PCA) (EIGENSOFT) was applied to 

HGDP and HapMap III African and Sierra Leonean populations. (A) 

PCA showing the Mozabite cluster (along PC1), the West, Eastern and 

Southern, and Middle and South Western subpopulations clusters 

(along PC2). Insert shows approximate locations of sampled 

populations in Africa. (B) PCA of Sierra Leone ethnic groups with 

n>10 showing the Mende, Creole and Temne forming relatively 

different, but overlapping, clusters.  
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Figure 2. Ancestry estimates for European, African, and African American populations. ADMIXTURE analysis in 

Europeans, Africans (including Sierra Leone ethnic groups) and African Americans, assuming two through five ancestral 

genetic clusters (k=2 through k=5). The k=5 setting has the lowest cross-validation error of k=2-8. Populations were ordered 
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via hierarchical cluster analysis. The plot shows each individual as a thin vertical column colored in proportion to their 

estimated ancestry from one particular population. The initial distinction is between Europeans (blue) and Africans (other 

colors). Within Africans, red indicates a West African (aka African Rice Coast) ancestry (highest in the Mandenka of 

Senegal and Sierra Leone ethnic groups), orange a Central and South African ancestry (highest in the San of Namibia and 

Mbuti of Democratic Republic of the Congo), yellow an East African ancestry (highest in Maasai and Luhya of Kenya), and 

green a West-Central African ancestry (aka Bight of Benin) ancestry (highest in the Yoruba of Nigeria). 
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Figure 3. Principal component analysis of Gullah and non-Gullah African Americans. Principal component analysis 

(EIGENSOFT) using European (CEU samples from Utah) and African ancestral reference populations (YRI samples from 

Nigeria, Mandenka from Senegal, and Sierra Leone samples) illustrates the Gullah’s closeness to Sierra Leone populations 

and the Mandenka, and also non-Gullah (JHS) African Americans’ proximity to the Yoruba. To demonstrate the difference 

between Gullah and JHS African Americans, a quadratic model was fit to the regression lines on PC1 and PC2 for each of 
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the two groups. The resulting interaction term was significant (2.2x10-16), indicating a significant difference in the slopes of 

the two lines. The panel on the left shows the same comparison of Gullah and JHS regression lines without the ancestral 

population samples. AA: African American; JHS: Jackson Heart Study African Americans from Jackson, Mississippi. 
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Figure 4. Estimation of ancestry-specific recent effective population size from segments of identity 

by descent (IBD) in Gullah and JHS African Americans. Plot displays the recent effective population 

size (Ne) in Gullah and JHS African Americans over the past 50 generations. The lines show the 

estimated effective population size based on IBD segments associated only with African ancestry, while 

the colored regions show 95% bootstrap confidence intervals. The graph displays a bottleneck event 

occurring nearly 13 generations ago, an estimate consistent with the turn of the 18th century. We used 

GERMLINE to compute sharing of long IBD segments (l ≥ 18cM), which are informative of recent 

relatedness, and used the ancestry-specific IBDNe pipeline to estimate the effective population sizes. 
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TABLES 

Table I. Estimates of African, European, and Native American ancestry in two African American cohorts (% with 95% 

confidence intervals) 

  Ancestry  

 African European Native American 

JHS African Americans (n=1322)    

Autosomes (qpAdm rank p-value = 0.00) 82.2% [82.1 - 82.3] 16.3% [16.2 - 16.4] 1.4% [1.3 - 1.5] 

X-chromosome (qpAdm rank p-value = 0.14) 86.5% [86.0 – 87.0] 11.8% [11.2 – 12.2] 1.7% [1.0 – 2.4] 

Difference in mean X and autosomal ancestry +4.3% -4.5% +0.3% 

Estimated proportion of ancestry from males 42.15% 91.41% 17.86% 

 

Gullah African Americans (n=883) 
   

Autosomes (qpAdm rank p-value = 0.00) 90.7% [90.6 - 90.8] 8.0% [7.9 – 8.1] 1.3% [1.2 – 1.4] 

X-chromosome (qpAdm rank p-value = 0.26) 93.4% [92.9 – 93.9] 4.3% [3.7 – 4.9] 2.2% [1.1 – 3.1] 

Difference in mean X and autosomal ancestry +2.7% -3.7% +0.9% 

Estimated proportion of ancestry from males 45.53% 119.38% -53.85% 

Mean estimates (95% confidence intervals) of African, European, and Native American ancestry are shown. qpAdm was used 

to estimate proportions of European, African, and Native American ancestry. The mean X-chromosomal ancestry minus the 

mean autosomal ancestry (%) is listed. qpAdm rank p-values are listed both cohorts for each of the autosome and chromosome 

X analyses. The proportion of European ancestry across all chromosomes is higher in the Jackson Heart Study (JHS) relative to 

the Gullah African Americans, but the proportion of European ancestry that comes from males is higher in the Gullah African 

Americans. 
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Table II. Genetic diversity in Gullah African American and Sierra Leone 

populations 

 

Population HETexp HETobs F 

Gullah 0.332 0.333* -0.0018* 

Sierra Leone 0.332 0.334 -0.0045 

 

Expected heterozygosity (HETexp), observed heterozygosity (HETobs), and inbreeding 

coefficient (F) for the Gullah African American and Sierra Leone populations. *P < 0.01 

compared with the Sierra Leone population (Wilcoxon test). 
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Supporting information text 

 

Community engagement 

 This study was conducted in cooperation with and approval from the Sea Island 

Families Project (SIFP) Citizen Advisory Committee (Spruill et al., 2013). 

Interdisciplinary research teams from the Medical University of South Carolina (MUSC) 

developed community-engaged research projects between the academic researchers and 

Gullah African Americans residing in rural South Carolina, leading to the formation of 

SIFP Citizen Advisory Committee (Spruill et al., 2013). This partnership has been 

ongoing for over 20 years. Participants from three SIFP projects were included in our 

study: the Sea Island Genetic African American Registry (Project SuGAR) (Divers et al., 

2010); the Center of Biomedical Research Excellence (COBRE) for Oral Health pilot 

project, "An Epidemiological Study of Periodontal Disease and Diabetes: Cytokine 

Genes and Inflammation Factors" (Fernandes et al., 2009); and the Systemic Lupus 

Erythematosus in Gullah Health (SLEIGH) Study (Kamen et al., 2008). The SIFP Citizen 

Advisory Committee meets quarterly to share research results and provide guidance and 

recommendations about new research. The SIFP Citizen Advisory Committee agreed to 

this study aimed at understanding the population genetics and ancestry of the Gullah. 

 

 

Detailed Description of Subjects and Methods 
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Sample collection and SNP data generation 

 Self-identified Gullah African American participants from the aforementioned 

projects SuGAR (Divers et al., 2010), COBRE for Oral Health (Fernandes et al., 2009), 

and SLEIGH (Kamen et al., 2008) were recruited for this project under ongoing protocols 

approved by the MUSC Institutional Review Board and adhered to the tenets of the 

Declaration of Helsinki. All self-identified Gullah African American participants and 

their parents were born and raised in the Sea Islands region of South Carolina, or South 

Carolina low country (along the coastal border and 30 miles inland). The vast majority of 

Gullah participants were recruited through scheduled community health fairs, recruitment 

events at local churches, medical clinics, and established organizations on the Sea Islands 

(Divers et al., 2010; Sale et al., 2009). All participants received a general medical 

examination, donated blood samples for DNA analysis, and provided basic demographic 

and ethnic information. DNA was extracted from blood using a standardized DNA 

isolation kit (Gentra Systems, Minneapolis, MN). Sample collection and processing have 

been previously described for the African American participants from the Jackson Heart 

Study (JHS) (Musunuru et al., 2010; Taylor et al., 2005), Native American Mixtecs 

(Raghavan et al., 2015), and Sierra Leonean populations (Jackson et al., 2005). We note 

that, while Gullah African Americans represent a predominantly rural sample, JHS 

participants represent the urban, metropolitan area of Jackson, Mississippi. On a similar 

note, while the Creole from Sierra Leone were largely recruited in Freetown, and are thus 

a more urban population, the other ethnic groups were recruited in smaller towns and 

communities where ethnic communities had lived for many years and ethnic affiliations 
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were distinct and reliable, hence, representative of more rural areas. In summary, 

demographic representativeness was attempted during sampling. 

 DNAs from the Gullah and Sierra Leone African subjects were genotyped using 

the Affymetrix Genome-Wide Human SNP Array 6.0 at the Children’s Hospital of 

Philadelphia’s (CHOP) Center for Applied Genomics. The Bayesian robust linear model 

with Mahalanobis (BRLMM-P) algorithm was used to generate SNP calls, and additional 

quality control (QC) was performed to exclude SNPs with low genotype call rates 

(<95 %), low minor allele frequency (MAF < 0.05), and genotypes inconsistent with 

Hardy Weinberg Equilibrium (HWE) (P < 10−10). Samples were excluded for low call 

rate (<95%) and for gender inconsistencies between self-ascribed and genotype-inferred 

sex. Duplicates, first-, second-, and third-degree relatives were also excluded, with 

unrelatedness being defined as pairwise kinship coefficients smaller than 0.0442, as 

estimated by Kinship-based Inference for GWAS (KING) software v2.1.2 (Manichaikul 

et al., 2010). 

 Prior to QC procedures, 1,558 Gullah African Americans, 1,775 JHS African 

Americans, 400 Sierra Leone Africans, and 8 Mixtec individuals were available for our 

analysis. The Mexican Mixtec individuals have >99% Native American ancestry 

estimated by ADMIXTURE (Alexander, Novembre, & Lange, 2009). After QC 

procedures, 883 unrelated Gullah African Americans, 1,322 unrelated JHS African 

Americans, 381 unrelated Sierra Leone Africans, and 7 Mixtec subjects were retained for 

analyses (Supporting Table SI). In addition, 125 unrelated Stanford-Human Genome 

Diversity Project (HGDP) (Li et al., 2008) and 386 unrelated HapMap III (release 3) 

(Altshuler et al., 2010) subjects were used for analysis. The geographic and linguistic 



 

 

283 
 

distribution of the African populations used in this study are shown in Supporting Table 

SII and Figure 1A. 

 

Data merging and SNP trimming 

 PLINK v1.9 (Chang et al., 2015) was used to combine our Affymetrix 6.0 data, 

HapMap III release 3 data, and HGDP data. After merging samples, 136,878 common 

variant SNPs were retained after removing SNPs: 1) with strand problems, 2) SNPs in the 

HLA region, 3) MAF<0.01, 4) HWE<1x10-10, and 5) missing rate > 0.05. For methods 

that required a set of linkage disequilibrium (LD)-pruned SNPs (see below), we further 

removed SNPs with an r2 > 0.1, leaving 64,303 uncorrelated SNPs for analysis. For more 

specific analyses, identical merging and filtering methods were used to combine the 

Affymetrix 6.0 data with the HapMap III data. This step resulted in a combined set of 

579,854 filtered (but not pruned) SNPs for the Gullah and 615,569 for the non-Gullah 

(JHS) African Americans. For the qpAdm analyses, the Gullah and JHS data were 

combined with the HapMap III data and the Mixtec samples. This dataset consisted of 

544,517 filtered (but not pruned) SNPs. 

 

Principal component analysis for inference of population structure 

 Principal component analysis (PCA) as implemented in EIGENSOFT v6.0.1 

(Patterson, Price, & Reich, 2006) was computed with the Sierra Leone African samples 

combined with all HGDP and HapMap III African samples, for African subpopulation 



 

 

284 
 

structure inference. For African American population structure inference, HGDP, and 

HapMap III European samples were added to the African samples as a reference. PCA 

analyses were performed using the set of LD-pruned 64,303 SNPs described above. 

 

Global estimates of admixture 

 Unsupervised clustering as implemented in ADMIXTURE v1.3.0 (Alexander et 

al., 2009) was used to estimate global genetic ancestry of the European, African, and 

African-American populations. ADMIXTURE analysis was performed in European, 

African (including Sierra Leonean ethnic groups), and African American individuals, 

assuming 2 through 8 ancestral genetic clusters (k=2 through k=8) to determine the 

optimal number of ancestral reference groups. Five clusters (i.e., k=5) gave the lowest 

cross-validation error of k=2-8 (Supporting Figure S7). To help order the populations 

according to their genetic similarities, we used average linkage hierarchical cluster 

analysis based on the means of each of the five ancestral populations computed by 

ADMIXTURE v1.3.0 (Alexander et al., 2009) and inter-population similarity matrix of 

Euclidean distances. 

 

Inference of ancestry proportions 

 To generate estimates of ancestry based on data from the autosomes and X-

chromosome for both the Gullah and non-Gullah (JHS) African-Americans, we ran 

qpAdm (Haak et al., 2015). This program leverages allele frequency correlations between 
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the admixed and source populations with distant outgroups to eliminate potential biases 

due to genetic drift between the true source populations and the ones used as surrogates 

for them. The HapMap CEU, HapMap YRI, and Mixtecs (kindly provided by Drs. 

Raghavan and Willerslev (Raghavan et al., 2015)) were used as source reference 

populations for European, African, and Native American ancestry, respectively. Unlike 

other admixed Native Americans, the Mexican Mixtec individuals (Raghavan et al., 

2015) have >99% Native American ancestry as estimated by ADMIXTURE (Alexander 

et al., 2009). For the outgroups, the Luhya (LWK), Maasai (MKK), Han Chinese (CHB), 

Japanese (JPT), Gujarati Indians (GIH), and Toscani (TSI) populations from HapMap 

were used. 523,638 SNPs were used to estimate ancestry on the autosomes and 20,879 

SNPs were used to estimate ancestry for the X-chromosome. qpAdm (Haak et al., 2015) 

was run on all samples, but was also run on just the 798 females from the JHS cohort and 

680 females from the Gullah cohort. To determine sex-biased admixture in the African 

American populations, we examined the African, European and Native American 

ancestry proportions between the X-chromosomes and the autosomes in both the Gullah 

and the non-Gullah (JHS) African Americans for equality. To estimate the proportion of 

ancestry derived from the males we used the following formula: 

𝑃 =  
4𝐴 − 3𝑋

2𝐴
 

where P is defined as the proportion of ancestry contributed by the males, A is the 

estimate of the proportion of ancestry on the autosomes, and X is the estimate of the 

proportion of ancestry on the X chromosome.  
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Detection of genomic segments shared identical-by-descent (IBD) between African 

American groups and estimation of effective population sizes 

 We used GERMLINE v1.5.1 (Gusev et al., 2009) to infer IBD tracts of length 18 

cM or longer shared between Gullah and non-Gullah (JHS) African American 

individuals. Long IBD segments (l ≥ 18cM) are informative of recent relatedness. 

Segments longer than 5 cM identified by GERMLINE have a negligible number of false 

positives (Durand, Eriksson, & McLean, 2014). IBD estimation was performed using the 

set SNPs described above. In addition, IBDNe (Browning et al., 2018) was implemented 

to estimate ancestry-specific effective population size excluding IBD segments with a 

“mincm” length shorter than 6, 80 bootstrap samples, and a maximum number of 

generations to estimate of 100. 

 

Genetic diversity and population differentiation 

 To assess the amount of genetic variation within the Gullah and Sierra Leone 

populations, heterozygosity (HET) and inbreeding coefficients (F) were calculated using 

genotypic data on 273 healthy Gullahs and 381 Sierra Leoneans. After pruning SNPs in 

high LD (r2 > 0.5) with PLINK v1.9 (Chang et al., 2015), the remaining 395K shared 

SNPs between these populations were used to calculate the HET and F statistics. For 

each individual, HET and F were estimated based on their expected and observed 

heterozygous calls, with F = (HETexp − HETobs)/(HETexp). The mean HET and mean 

F were then calculated for each population, and a two-sample Wilcoxon test was used to 

test for a difference in HET and F between populations. 
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We computed the fixation index (FST) (Weir & Cockerham, 1984) between populations to 

quantify the genetic differentiation between Gullah and non-Gullah African Americans 

relative to their African and European ancestral populations. Using genotype data from 

273 healthy Gullah, JHS African Americans, Sierra Leone, YRI and CEU samples, we 

computed the Weir and Cockerham’s (1984) FST (Weir & Cockerham, 1984) as 

implemented in VCFtools v0.1.13 (Danecek et al., 2011). A total of 479K autosomal 

SNPs were used for this analysis. 
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Figure S1. Major slave exportation regions in Africa during 15th–19th 

centuries. Senegambia (Gambia and Senegal), Sierra Leone (Guinea and 

Sierra Leone), Windward Coast (Ivory Coast and Liberia), Gold Coast 

(Ghana), Bight of Benin (from the Volta River to the Benin River), Bight of 

Biafra (east of the Benin River to Gabon), and Angola (west central Africa, 

including part of Gabon, Congo, and Angola). (Modified by Grin 20 based 

on the original Africa_map_blank.svg by Eric Gaba under the Creative 

Commons Attribution-Share Alike 2.5 Generic, 2.0 Generic and 1.0 Generic 

license and the Creative Commons Attribution-Share Alike 3.0 

Unported license. 

http://en.wikipedia.org/wiki/File:Africa_slave_Regions.svg)  

 

http://commons.wikimedia.org/wiki/File:Africa_map_blank.svg
http://en.wikipedia.org/wiki/en:Creative_Commons
http://creativecommons.org/licenses/by-sa/3.0/deed.en
http://creativecommons.org/licenses/by-sa/3.0/deed.en
http://en.wikipedia.org/wiki/File:Africa_slave_Regions.svg
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Figure S2. Sierra Leonean ethnic groups. Map of 

Sierra Leone and its ethnic groups groups. Our data set 

has samples from 10 ethnic groups of Sierra Leone 

(Creole, Fullah, Kono, Kroo, Limba, Loko, Madingo, 

Mende, Sherbro, Susu, Temne) (Figure courtesy of the 

University of Texas Libraries, the University of Texas 

at Austin). 
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Figure S3. Cross-validation (CV) error plot in 

the ADMIXTURE analysis to determine optimal 

k for all subjects. The most appropriate k was 5. 
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Figure S4. Dendrogram used to order populations for the 

ADMIXTURE plot (shown in Figure 2). Populations were clustered 

via the means of each the five ancestral populations (k). Using the five 

values for each population, a hierarchical cluster analysis was computed 

using an inter-population similarity matrix of Euclidean distances. Using 

the similarity matrix, each population begins as its own cluster and the 

algorithm proceeds to iteratively join the two most similar clusters until 

all clusters are joined. AA: African American; JHS: Jackson Heart 

Study African Americans from Jackson, Mississippi. 
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Figure S5. Principal component analysis of all African and African American 

samples. Principal component analysis (PCA) (EIGENSOFT) was applied to HGDP and 

HapMap III African, African American, and Sierra Leone populations. PCA shows the 

relative similarity of the African American populations compared to the Sierra Leone, 

Yoruba, and Mandenka populations.  
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Figure S6. Identity by Descent (IBD) in Gullah and JHS African Americans reflects their 

ancestry. Histogram shows mean number of shared segments of IBD between pairs of 

individuals. We used GERMLINE to compute the sharing of long IBD segments (l ≥ 

18cM), which are indicative of recent relatedness. Relative to the JHS, the Gullah African 

Americans show less European and more African IBD segments. Also, compared to JHS, 

the Gullah show a slightly higher proportion of segments with the Mandenka.  
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Figure S7. Density plot of the inbreeding coefficients, F, 

for both the Gullah African American (green) and Sierra 

Leone (purple) populations. 
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Table SI: African American, Native American, and African Samples and 

Variants by Study after Quality Control 

Study N Variants Array 

Gullah AA 883 699,356 Affymetrix 6.0 

JHS AA (non-Gullah AA) 1,322 749,518 Affymetrix 6.0 

Sierra Leone Africans 381 

699,356 

 

Mende 204  

Temne 90  

Creole 33  

Limba 15  

Susu 10 Affymetrix 6.0 

Mandingo 10  

Loko 8  

Fullah 6  

Sherbro 4  

Kono 1  

HGDP 125 

572,940 
Illumina 

HumanHap650Y 

Mozabite 29 

Biaka RHG 22 

Yoruba 21 

Mandenka 19 

Mbuti RHG 11 

San 6 

HapMap III 386 

1,201,862 
Affymetrix 6.0 

and Illumina 1M 
European 112 

Yoruba 111 
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Luhya 80 

Maasai 83 

Native Americans   Illumina 

Human660W Mixtec 7 432,378 

Merged & Filtered 3,087 136,878  

Merged, Filtered, & LD Pruned 3,087 64,303  

JHS AA: African Americans (AA) from the Jackson Heart Study (JHS); RHG: 

rainforest hunter-gatherers. 
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Table SII. Geographic and linguistic distribution of the African populations used in 

this study. 

Population  Region Country Language family 

Mozabite Northern Africa Algeria Afroasiatic 

Yoruba (YRI) Western Africa Nigeria Niger-Kordofanian 

Mandenka Western Africa Senegal Niger-Kordofanian 

Sierra Leonean Western Africa Sierra Leone Niger-Kordofanian 

Biaka RHG Middle Africa Central African Republic Niger-Kordofanian 

Mbuti RHG Middle Africa Democratic Republic of the 

Congo 

Nilo-Saharan 

 

Luhya (LWK) Eastern Africa Kenya Niger-Kordofanian 

Maasai (MKK) Eastern Africa Kenya Nilo-Saharan 

San Southern Africa Namibia Khoisan 

RHG: rainforest hunter-gatherers. Note: Regions are defined based on the UN Statistics 

Division geoscheme (https://unstats.un.org/ unsd/methodology/m49). 

  

https://unstats.un.org/
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Table SIII. Pairwise FST estimated between populations. 

 Sierra Leone YRI CEU 

Gullah African American 0.003 0.004 0.099 

Non-Gullah African American 0.038 0.038 0.109 

Non-Gullah are African Americans from the Jackson Heart Study.  

YRI = Yoruba, and CEU = CEPH European-Americans. 
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Table SIV. Expected heterozygosity (HETexp) and observed heterozygosity 

(HETobs) for the Gullah African American and Sierra Leone populations. 

Population 
HETexp HETobs 

Wilcoxon Test 
P-value 

Mean Median SD Mean Median SD 

Gullah 0.332 0.332 ±0.00017 0.333 0.332 ±0.0064 
2.73E-03 

Sierra Leone 0.332 0.332 ±0.00019 0.334 0.332 ±0.0049 

 

SD: standard deviation. 
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Table SV. Inbreeding coefficient (F) for the Gullah African American and Sierra 

Leone populations 

Population 
F 

Wilcoxon Test P-value 
Mean Median SD 

Gullah -0.0018 0.0005 ± 0.019 
8.78E-03 

Sierra Leone -0.0045 -0.0004 ± 0.015 

 

SD: standard deviation. 
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